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Abstract

When facing complex decisions, people have been shown to seek advice in order to improve

their sub-optimal decision-making process. Advice-seeking and advice-provision is a funda-

mental practice in making real-world decisions. However, while automated systems are be-

coming increasingly prevalent in everyday life, the question of how an automated agent should

provide advice to a human user in order to enhance the user’s performance remains an open

challenge. This thesis studies the possibility of deploying intelligent automated agents to sup-

port and assist people in complex tasks and decisions through advice provision.

An automated advisor has a substantial computational advantage over its human user.

Therefore, if beneficially leveraged, this advantage can be translated into a significant enhance-

ment in the human user’s performance in complex settings. There are many real-world settings

in which a human can benefit from the help of an intelligent advising agent. We study four

such settings in this thesis: 1) Argumentative dialogs where the user engages in a chat with

another human. The agent advises its user on which arguments the user should put forward

during the dialog and thus helps the user better persuade the other human or better present her

point of view. 2) Traffic enforcement where the user is a traffic police officer. The agent offers

advice to the officer as to where and when to place traffic enforcement measures in order to

minimize the expected number of traffic accidents. 3) Automotive Climate Control Systems

(CCSs) where the user is a human driver. The agent offers advice to the driver on how to set

her CSS in order to minimize the CCS’s energy consumption while keeping the driver com-

fortable. 4) Human-multi-robot team collaborations where the agent offers advice to a human

operator who operates a large team of semi-autonomous, low-cost robots. The agent seeks to

enhance the human-multi-robot team collaboration.
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Abstract

We propose and evaluate a novel methodology for designing and developing intelligent

advising agents. Our methodology heavily relies on the articulation and mitigation of com-

plex optimization problems which involve people and, possibly, machines. According to our

methodology, an optimization problem is used to deriving the most beneficial advice provision

policy for an agent to deploy. The optimization problem accounts for both the user and the

environment which are modeled using machine learning and formal techniques. We provide

algorithms and heuristics for addressing this complex setting in four realistic real-world envi-

ronments. Through extensive empirical evaluation, with more than a thousand human subjects,

electric vehicles and simulated and physical robots, we demonstrate the proposed methodol-

ogy’s advantage over existing solutions. As part of our work on maximizing the advising

agents’ improvement, we contribute novel developments for several other sub-fields of Artifi-

cial Intelligence (AI).

ii



Chapter 1
Automated Agents for Advice Provision

“Good advice is always certain to be ignored, but thats no reason not to give it.” –Agatha

Christie

1.1 Introduction

It is well known that people’s cognitive abilities are limited [1]. The bounded rational behavior

people present in an overwhelming number of behavioral experiments ([2, 3, 4] to name a

few) is attributed to their cognitive limitation as well as a multitude of socio-psychological

factors. These factors include the lack of knowledge of the users own preferences, the effects

of complexity, the interplay between emotion and cognition and others [5]. Consequently,

people have been shown to seek advice in order to improve the outcomes of their (imperfect)

decisions [6, 7, 8]. That is, a person maintains her decision autonomy yet includes others in

her decision process.

In this thesis, we focus on automated advising agents. The advice, in our setting, is a

form of relating recommendations or guidance from an automated agent to its human user. We

focus on the most popular and well established form of advice; recommendation concerning

which alternative the human user should choose [9]. The human who is provided with advice is

referred to as the user or decision-maker and the advisor is an automated agent that provides the

advice. We focus our attention on agents that offer their advice based solely on the observed

behavior of the users and the environment. This setting is referred to as implicit interaction

[10]. Namely, the agent refrains from requesting explicitly defined information from the user.

1



1. AUTOMATED AGENTS FOR ADVICE PROVISION

We consider four real-world settings in which we believe automated advising agents can

enhance people’s performance and capabilities;

1. Advice in Argumentative Dialogs: The agent offers advice to its user while she engages

in an argumentative dialog with another human.

2. Advice in Traffic Enforcement: The agent offers advice to a police officer as to where

and when to place traffic enforcement measures in order to prevent car accidents.

3. Advice in Automotive Climate Control Systems (CCSs): The agent offers advice to a

human in order to minimize CSS energy consumption while keeping the driver comfort-

able.

4. Advice in Robot Team Collaborations: The agent offers advice to a human operator who

operates a large team of semi-autonomous, low-cost robots.

These settings are part of a general drive in Artificial Intelligence (AI) to enhance and ac-

commodate different forms of Human-Human Interaction (Settings 1 and 2), Human-Machine

Interaction (Setting 3) and Human-Multiple-Machines Interaction (Setting 4) [11].

We propose and evaluate a novel methodology for designing and implementing automated

advising agents; First, we build a formal model which is expressed as an optimization problem

for the advising agent. The optimization problem encapsulates both a model of the human

user and a model of the environment which affects the human user. In order to construct these

models, we collect contextual data on real world activity using human subjects and physical

machines (when needed). Using the obtained data, and based on literature from social sciences,

psychology, and human decision-making studies, we model the behavior of the humans and

machines operating in the user’s environment by constructing prediction models and using

both model-based and data-based techniques. Then, based on the prediction models which

are integrated in the optimization problem, the agent finds the most suitable advising policy to

achieve its goals, i.e. that improve the user’s performance. Namely, enhance the user’s positive

behavior (e.g., prevent traffic accidents) and reduce her negative behavior (e.g., save energy);

see Figure 1.1 for a graphical illustration. We instantiate, implement and extensively evaluate

the proposed methodology in the four tested settings.

In order to proficiently implement the above methodology and design high quality advising

agents for different settings several challenges need to be addressed: First, we must articu-

late complex optimization problems which account for the different entities and environmental

2



1.1 Introduction

Figure 1.1: High-level illustration of the proposed methodology.

3



1. AUTOMATED AGENTS FOR ADVICE PROVISION

factors. In some cases, the optimization problems could be mapped into a well-known opti-

mization category such as a Markov Decision Process (MDP) or a Partially Observable Markov

Decision Process (POMDP), while in other cases new formulations have to be developed. Nat-

urally, models of the entities in the agent’s environment are essential components of the agent’s

optimization problem. Therefore, theory-based and data-based modeling methods are devel-

oped and evaluated for each setting in order to better predict peoples’ and machines’ behaviors.

This alone revealed interesting findings. For example, we show that people do not argue ac-

cording to argumentation theory principles (Chapter 2), an observation first made in this work.

Furthermore, this modeling process prompted new algorithmic developments such as the Expo-

nentron learning algorithm (Chapter 4) for the online prediction of assumed exponential decay

time-series. These models and algorithms can be easily adapted to new problems which may

or may not include advice provision. Finally, we solve the designed optimization problems and

provide automated advising agents for the different settings. To mitigate the complexity of the

optimization problems, novel heuristics and optimization methods are proposed. For example,

we propose and evaluate several myopic advice optimization techniques in human-multi-robot

team-collaboration and identify an intriguing trade-off between the complexity of advice and

the user’s benefit (Chapter 5). On the other hand, in order to maximize traffic police impact

on the likelihood of traffic accidents a novel optimization algorithm called ROSE is proposed

and investigated which guarantees optimality (Chapter 3). Similar to our proposed solutions

to the problem of modeling of peoples’ and machines’ behavior in the user’s environment, our

proposed optimization techniques can be adapted to new and varied domains. The advising

agents are designed, implemented and evaluated in extensive human experiments in realistic

real-world scenarios with more than 1,000 human participants, electric vehicles and simulated

and physical robots. All methods, models and data are released for future research.

All of the study procedures used in the course of this thesis were authorized by the ethics

review board of Bar-Ilan University.

1.2 Thesis Structure

Throughout this thesis, we investigate the challenges and opportunities of integrating intelli-

gent, automated advising agents in real human-centered environments.

In Chapter 2, we investigate how an advising agent can support people in argumentative

dialogs by proposing possible arguments. We investigate two distinct settings. In the first,

4



1.3 Publications

persuasion, the agent seeks to assist its user while she engages in a dialog aimed at influencing

other people to modify their beliefs or actions. In the second, deliberation, the agent supports

its user while she engages in a discussion aimed at exchanging opinions and beliefs. Unlike

persuasion, in deliberation the user does not strive to maximize any explicit utility function but

merely to exchange opinions and beliefs with the other interlocutor.

In Chapter 3 we investigate how an advising agent can support traffic enforcement officials

by mitigating some of the computational challenges of real-world traffic enforcement allocation

in large road networks. Our proposed solution and system are currently being prepared for field

deployment by the Israeli Traffic Police (ITP).

In Chapter 4 we investigate how an advising agent can assist in reducing the automotive

CCS energy consumption by recommending CCS settings for the driver to use. Unlike Chap-

ters 2 and 3, here, the agent and the user’s goals do not coincide. While the agent is mainly

concerned with the car’s energy consumption, the driver is usually more interested in her own

comfort level. This partial conflict is a unique challenge in advice provision. Our advising

agent is currently being considered for implementation in future GM cars.

Last, in Chapter 5, we investigate how an advising agent can assist a human operator to

better manage a large team low-cost robots in complex environments. We investigate two real-

world human-multi-robot team collaboration tasks of great social and industrial significance:

the Search And Rescue (SAR) and the warehouse operation tasks.

1.3 Publications

The following publications are an outcome of our work in Chapter 2:

1. Ariel Rosenfeld and Sarit Kraus. Strategical Argumentative Agent for Human Persua-

sion, In the proceedings of the 22nd European Conference on Artificial Intelligence, 29

August-2 September 2016, The Hague, The Netherlands, pages 320–328 [12].

2. Ariel Rosenfeld and Sarit Kraus. Strategical Argumentative Agent for Human Persua-

sion: A Preliminary Report, in the proceedings of the Workshop on Frontiers and Con-

nections between Argumentation Theory and Natural Language Processing, Dagsthul,

Germany, April 17-22, 2016, [13].

5



1. AUTOMATED AGENTS FOR ADVICE PROVISION

3. Ariel Rosenfeld and Sarit Kraus. Providing Arguments in Discussions on the Basis

of the Prediction of Human Argumentative Behavior, ACM Transactions on Interactive

Intelligent Systems (TiiS), 6(4):30:130:33, 2016 [14].

4. Ariel Rosenfeld and Sarit Kraus. Providing Arguments in Discussions Based on the

Prediction of Human Argumentative Behavior, in the proceedings of the Twenty-Ninth

AAAI Conference on Artificial Intelligence, January 25-30, 2015, Austin, Texas, USA,

pages 1320–1327, [15].

5. Ariel Rosenfeld and Sarit Kraus. Argumentation Theory in the Field - An Empirical

Study of Fundamental Notions. In the proceedings of the Workshop on Frontiers and

Connections between Argumentation Theory and Natural Language Processing, Forlı̀-

Cesena, Italy, July 21-25, 2014, [16].

The following publication stem from our work in Chapter 3:

5. Ariel Rosenfeld and Sarit Kraus. When Security Games Hit Traffic: Optimal Traffic

Enforcement under One Sided Uncertainty. In Proceedings of the 26th International

Conference on Artificial Intelligence, IJCAI, Melbourne, Australia, August 19-25, 2017

[17].

The following publications ensue from our work in Chapter 4:

6. Ariel Rosenfeld, Joseph Keshet, Claudia V. Goldman, and Sarit Kraus. Online pre-

diction of exponential decay time series with human-agent application. In the proceed-

ings of the 22nd European Conference on Artificial Intelligence, 29 August-2 September

2016, The Hague, The Netherlands, pages 595–603, [18].

7. Ariel Rosenfeld, Amos Azaria, Sarit Kraus, Claudia V. Goldman, and Omer Tsimhoni.

Adaptive advice in automobile climate control systems. In Proceedings of the 14th In-

ternational Conference on Autonomous Agents and Multiagent Systems, AAMAS, Is-

tanbul, Turkey, May 4-8, 2015, pages 543–551, [19].

8. Amos Azaria, Ariel Rosenfeld, Sarit Kraus, Claudia V. Goldman, and Omer Tsimhoni.

Advice provision for energy saving in automobile climate-control system. AI Magazine,

36(3):61–72, 2015, [20].

The following publications are a result of our work in Chapter 5:
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1.3 Publications

8. Ariel Rosenfeld, Noa Agmon, Oleg Maksimov and Sarit Kraus. Intelligent agent sup-

porting human-multi-robot team collaboration. Accepted under revision to Artificial In-

teligience Journal (AIJ), 2017.

9. Ariel Rosenfeld, Noa Agmon, Oleg Maksimov and Sarit Kraus. Human-multi-robot

team collaboration for efficent warehouse operation. In Autonomous Robots and Multi-

robot Systems (ARMS) workshop at AAMAS, Istanbul, Turkey, May 4-8, 2015, [21].

10. Ariel Rosenfeld, Noa Agmon, Oleg Maksimov, Amos Azaria and Sarit Kraus. Intelli-

gent agent supporting human-multi-robot team collaboration. In Proceedings of the 24th

International Conference on Artificial Intelligence, IJCAI, Buenos Aires, Argentina, July

25-31, 2015, pages 1902–1908, [22].

11. Our video entitled “Intelligent Agent Supporting Human-Multi-Robot Team Collabo-

ration”1 was presented at the International Joint Conference of Artificial Intelligence

(IJCAI) 2015 and won the Best Robotics Video award.

Additional publications which have not been included in this thesis:

10. Ariel Rosenfeld, Matthew E. Taylor and Sarit Kraus. Leveraging Human Knowledge

in Tabular Reinforcement Learning: A Study of Human Subjects. In Proceedings of the

26th International Conference on Artificial Intelligence, IJCAI, Melbourne, Australia,

August 19-25, 2017 [23].

11. Ariel Rosenfeld, Matthew E. Taylor and Sarit Kraus. Speeding up Tabular Reinforce-

ment Learning Using State-Action Similarities. In Proceedings of the 16th Interna-

tional Conference on Autonomous Agents and Multiagent Systems, AAMAS, Sao Paolo,

Brazil, May 8-12, 2017 and the recipient of the Best Paper Award in The Fifteenth Adap-

tive Learning Agents Workshop at the same AAMAS conference [24].

12. Federico Cerutti, Alexis Palmer, Ariel Rosenfeld, Jan Snajder and Francesca Toni. A

Pilot Study in Using Argumentation Frameworks for Online Debates, COMMA work-

shop on Systems and Algorithms for Formal Argumentation (SAFA), Potsdam, Ger-

many, September 13, 2016 [25].
1Available at http://www.youtube.com/watch?v=mSh67zb0Zm4.
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1.4 Advice Provision in the Literature

Advice-giving and advice-taking in human interplay have been studied for over two decades in

psychology and decision-making literature (see [26] for a review) as well as in economics [27].

These studies have showed that deciding when and which advice to provide in a given context

is a very complex task for human advisors, not to mention automated advisors [28, 29]. In

addition to the content of the advice, different factors influence the advice-giving and advice-

taking process [30, 31]. For example, it has been shown that people discount the advice they

receive from experts [26, 32]. If the adviser has a monetary stake in the advice being followed,

as is the case in many economical interactions, people will follow the advice even less [33].

Even in fully collaborative environments where the agent and the user share the same goal,

advice is not fully adopted by people [34]. In this thesis, we only consider highly demanding

tasks in which advice can enhance the user’s performance and capabilities. It has been shown

that in such tasks, which induce high cognitive or temporal demand, beneficial advice can have

significant effects on people’s behavior and performance [35].

Recommendation Systems (RSs) are one form of computerized advice provision tools

which use different techniques in predicting user rating (or satisfaction) from different items

(see [36] for a review). For example, Amazon.com [37] and Youtube.com [38] predict user’s

ratings on possible products or videos, respectively. The recommendations, based on the rat-

ing/benefit predictions, were found to be beneficial for the agent as well as the users. Pathak et

al. [39] studied the cross effects between sales, pricing and recommendations on Amazon.com

books and showed that the deployed recommendation systems increase sales and revenues. The

vast majority of RSs deals with a well formed Human-Information Interaction (HII) [40]— that

is, the advice is generated for the user to better make use of the information the system holds

(find movies that she likes or products that she will enjoy from the vast number of movies and

products). As such, RSs are considered a subclass of information filtering systems— which are

not the focus of this thesis.

Decision Support Systems (DSSs), on the other hand, offer a different perspective on

advice provision. DSSs are intended to help people compile useful insights from a multi-

tude of raw data, personal knowledge and models in order to identify and solve problems

[41]. Over the last decades we have seen DSSs being successfully implemented in many do-

mains and fields, and today DSSs are especially popular in business and management [42, 43].

One important application field for DSSs, is clinical DSSs which are playing an increasingly
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important role in medical practice by assisting physicians with clinical reasoning and deci-

sions (e.g., IBM’s supercomputer Watson has been recently adapted for clinical decision sup-

port tasks https://www.ibm.com/watson/health/). By leveraging their computa-

tional advantage, DSSs can provide useful information, predictions, alerts or advice to their

users. For example, clinical DSSs can assist care-givers decide which drugs to prescribe or

which tests to administer to a patient. Note that as medicine is not an exact science, sev-

eral ethical and practical concerns prevent these systems from moving beyond the advice pro-

vision setting and actually make clinical decisions (see a recent discussion on this issue at

https://www.wired.com/2014/06/ai-healthcare/). For example, a team form

UCLA has recently developed a clinical DSS that monitors hospitalized patients’ physiolog-

ical data streams and prompts alarms whenever the system predicts that a patient is likely to

clinically deteriorate [44]. Note that this system and others similar to it do not provide explicit

advice or recommendations to care-givers (e.g., go to patient A and then go to patient B) and

usually rely on user-defined preferences (e.g., in the UCLA system, doctors are requested to

define a threshold for when alarms should be triggered). Namely, most DSSs do not use advice

and use an explicit interaction framework in which the user tunes and adjusts the DSS to her

needs.

This thesis is based on agent technology. Generally, an intelligent agent is a system that

is capable of independent action on behalf of its user or designer. Namely, an agent can

figure out for itself what it needs to do in order to satisfy its design objectives, rather than

having to be told explicitly what to do at any given moment by its user or designer (see

[45] for a high-level survey on agent and multi-agent technology). However, in many set-

tings, a user may not want an automated agent to act on his behalf independently. There

are two main possible reasons. First, research in psychology suggests that human auton-

omy is a central human need [46], and therefore individuals generally prefer to be in con-

trol. Second, in many domains, a human’s reasoning and decision-making is required and

currently cannot be replaced by an automated agent, for example, in medical decision-making

(see https://lukeoakdenrayner.wordpress.com/ for a thorough discussion on

the topic).

Central to the design of many intelligent agents, and specifically for the design of intelli-

gent advising agents, is the modeling of human behavior and the prediction of their decisions

[47]. However, human decision-making is a highly complex cognitive process resulting in the
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selection of a belief or a course of action among several alternative possibilities. Understand-

ing and predicting human decision-making are chief concerns in multiple fields, from social

sciences such as psychology and economy to neurobiology and cognitive science. Similar to

other cognitive processes, such as creativity and emotions, only a small portion of the multitude

of factors which effect human decision-making is current understood by scientists. For exam-

ple, researchers are currently just beginning to decipher what exactly happens in our brains

when we make decisions [49]. While the canonical question of how people actually make de-

cisions is of great interest to mankind, in the scope of this thesis we seek to address a modest

question which is how can an automated agent predict and adapt to human decision-making

under various assumptions and contexts. Unfortunately, predicting people’s decision-making

is an extremely complex task. It has been shown that human decision-making is influenced by

a large set of factors including past experience, many cognitive biases, decision complexity,

social aspects and list goes on (see a survey in [5]). Namely, it is well established that when

making decisions people often deviate from the optimal, monolithic strategies that can be de-

rived analytically [50]. Therefore, in many cases, such as the ones investigated in the scope of

this thesis, an advising agent cannot assume that people will fully utilize the provided advice

in a logical and systematic way so as to make the best choices they can. Furthermore, the agent

can only predict to what extent its advice will influence the user and in-turn, the environment.

Most research to date in the area of advice provisioning has focused on providing optimal

advice – namely, advice which is benefit-maximizing or utility maximizing. Usually, these

works make the assumption that the advice provided would definitely be accepted by the user

[51]. However, there is growing evidence that people often fail to see the benefit in such

“optimal” advice and often ignore or discount the advice (e.g., [34, 52, 53]). Therefore, an

effective piece of advice is not necessarily the one encapsulating the greatest benefit to the user

if accepted, but rather one that maximizes the expected benefit while taking into account both

its short and long term effects over the user’s decisions. In our proposed methodology, these

aspects are encapsulated within the advice optimization problem faced by the advising agent.
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Chapter 2
Advice Provision in Argumentative
Dialog

2.1 Introduction

Argumentative dialogs are part of everyday life. Nevertheless, participating in argumentative

dialogs can be a highly demanding and complex task for humans, both mentally and emo-

tionally, as shown in discursive psychology research [54, 55]. An intelligent, automated agent

can help relieve some of these demands by providing contextual arguments for its human user

to use while she engages in an argumentative dialog. This can be achieved using the agent’s

computational advantage and knowledge over humans’ argumentative behavior.

Six basic types of argumentative dialogs are fundamental to dialog theory – persuasion,

deliberation/discussion, inquiry, negotiation, information-seeking dialog and eristic. The prop-

erties of these six types of dialog are summarized in [56]. In this thesis, we focus on two

remarkably different argumentative dialog types: Discussion and Persuasion. In a discussion

setting, deliberators exchange opinions and beliefs and therefore do not strive to maximize any

explicit utility function. Namely, an automated advising agent should try and provide argu-

ments that its user will find beneficial (i.e., fit the specific user’s preference and style). On the

other hand, in a persuasion setting, parties who hold (partially) conflicting points of view try

to influence others by modifying their beliefs or actions. Therefore, an automated agent should

reason over which argumentative strategy will be most persuasive in a given setting for each

potential user.
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The remainder of the chapter is organized as follows. In Section 2.2 we report on a study

that examines the argumentative discussion setting. We present a comprehensive empirical

evaluation of the four suggested prediction methods of human argumentative behavior and

describe the design and evaluation of 9 novel argument provision agents. Then, in Section 2.3,

we explore the argumentative persuasion setting in a similar fashion. In Section 2.4 we provide

general remarks and in Section 2.5 we discuss further fundamental notions in Argumentation

and present additional details of the experiments.

2.2 Argumentative Discussion

We begin by focusing on discussions, where the discussion process is aimed at exchanging

opinions, beliefs and information and perhaps an attempt to reach some consensus on a contro-

versial topic. In this scope, an intelligent advising agent should provide arguments which its

user will find satisfactory.

When suggesting an argument to a human user, an agent can consider two possible ap-

proaches. First, the agent can suggest an argument that the person has (probably) considered

and is prone to use anyway. Second, it can suggest an innovative argument that the person has

(probably) not considered.

In order to estimate which arguments a person is likely to use in a given discussion, an

agent can use several prediction methods:

1. Argumentation Theory (see [56] for an excellent summary) can be used to logically

analyze argumentative discussions. This analysis can be used as a prediction of which

arguments a deliberator might use.

2. Heuristics can account for the temporal nature of the argumentative dialog and provide

a prediction of which arguments are likely to be used next given the current state of the

dialog. For example, a simple heuristic might predict that a user’s next argument will

directly relate to the last argument presented in the dialog.

3. Machine Learning (ML) techniques, utilizing previous argumentative choices of other

users on the same topic, can provide a prediction of which argument is expected to be

presented next in a discussion. That is, ML can estimate the probability of each argument

to be used next in a given dialog based on previous records of human argumentative

choices in similar dialogs on the same topic.
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2.2 Argumentative Discussion

4. Transfer Learning (TL) methods (see [57] for a survey) can use previous argumentative

discussions by the same user and transfer the observed argumentative selections to a new

domain, specified as the target domain. Given a partial discussion in the target domain,

a prediction of the next presented argument in the discussion is generated according to

the user’s argumentative selections in other domains.

In this section, we first tackle the problem of predicting human argumentative behavior. We

present a comprehensive empirical evaluation of the four prediction methods listed above. To

date, the suggested prediction methods were not examined with respect to their abilities in pre-

dicting human argumentative behavior. To evaluate the four suggested methods we conducted

a series of four experiments varying in their argumentative complexity: from multiple choice

argumentative questionnaires based on argumentative scenarios taken from the literature, to

on-line chats in natural language where two deliberators engage in an online discussion over a

controversial topic. Next, we present 9 novel argument provision agents, based on the afore-

mentioned prediction methods. These agents were extensively evaluated in online discussions

with hundreds of human study participants.

Consequent to this extensive human study, with over 1000 human participants spread over

4 experiments, we provide the following contributions;

1. We verify the lack of predictive abilities of the existing Argumentation Theory in all of

the examined experimental settings.

2. We show that ML can be an extremely useful tool in predicting human argumentative

behavior in the real world.

3. We introduce the heuristics of Relevance, which integrates the concept of Bounded Ra-

tionality [58] into the Argumentation Theory. We further demonstrate the potential that

the Relevance heuristics hold in predicting human argumentative behavior in human dis-

cussions.

4. We show that the combination of ML prediction and the Relevance heuristics signifi-

cantly outperforms 8 other argument provision agents. These agents propose arguments

based on Argumentation Theory, heuristics, predicted arguments without the heuristics

or predicted arguments using a TL method. The agent combining ML prediction with the

Relevance heuristics, entitled PRH, achieved significantly superior results on both of the
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axes that we examined, i.e. people’s subjective satisfaction from the agent and people’s

use of its suggested arguments.

2.2.1 Related Work and Background

Since the time of Aristotle there have been many frameworks for argumentative behavior which

have been proposed by philosophers and mathematicians alike. To date, argumentation re-

searchers have extensively studied the concept of a “good” argument and have proposed many

models explaining how to identify these arguments [56]. Most of the state-of-the-art models,

which are known as Argumentation Theory, rely on certain fundamental notions from [59] and

expand them in some way. These include the Bipolar Argumentation Framework (BAF) [60],

the Value Argumentation Framework (VAF) [61] and the Weighted Argumentation Framework

(WAF) [62], to name a few (see [63] for a recent review). This haystack of theories is based

on similar principles and ideas. It is common in Argumentation Theory to define some argu-

mentation framework – a formalized structure in which statements (arguments) can attack or

support each other. Using different reasoning rules (semantics) it is possible to build sets of

justified arguments (arguments that should be considered correct to some extent), and thereby

solve the inherent conflicts.

Throughout this work, we use the BAF modeling proposed in [60], which we denote the

“argumentation framework”.

Definition 1. A Bipolar Argumentation Framework (BAF) < A,R, S > consists of a finite set

A called arguments and two binary relations on set A called attack (R) and support (S).

The BAF modeling assumes 2 types of possible interactions between arguments; attack

and support. That is, if argument a ∈ A relates to argument b ∈ A, then aRb or aSb holds,

respective of the relation type. It is argued that the use of both support and attack relations in

argumentation frameworks is essential to represent realistic knowledge (see [64] for a survey

on this topic).

The argumentation framework can also be represented as a directed graph with 2 types of

edges, which is sometimes called a bipolar interaction graph. A is the set of vertices, and R,S,

are the sets of directed edges representing attack and support relations.

In order to be able to perform reasoning about an argumentation framework, it is necessary

to define reasoning rules, called semantics. Dung [59] has defined several semantics which have

been modified to fit BAF modeling [64]. In this work, we examine the 3 classical semantics
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proposed by Dung, i.e., Preferred, Grounded and Stable. Using the above semantics, a reasoner

can identify sets of arguments, called extensions, which hold the special properties requested

by the semantic. An argument which is a member of some extension is considered acceptable

or justified (to some extent).

Given a BAF< A,R, S >, a discussion d is a finite sequence of arguments< a1, a2, . . . , an >

where ai ∈ A. A discussion d can be split into 2 argument sets A1 and A2, where Ai =

{aj‖aj ∈ d ∧ ajwas presented by study participant i}. That is, every conversation can be

seen as 2 argument sets A1 and A2, one per participant in the conversation. When examin-

ing whether a set of arguments Ai is a part of some extension, one can consider the calculated

extensions of the entire BAF. However, one can also consider the extension derived only on the

basis of arguments in d, that is, one can calculate the extension of a BAF consisting only of A1

and A2’s arguments. We denote this BAF as the restricted argumentation framework induced

by A1 ∪A2.

Definition 2. Let W =< A,R, S > be a BAF, and A′ ⊆ A be an argument set. The restricted

BAF induced by A′ is defined as W↓A′=< A′, R ∩A′ ×A′, S ∩A′ ×A′ >.

The Preferred, Grounded and Stable semantics coincide on a single unique extension if the

argumentation framework is well founded.

Definition 3. Let W be a BAF. W is well founded if no infinite sequence a0, a1, . . . , an, . . .

such that ∀i.(ai, ai+1) ∈ R ∪ S exists.

The understanding of the connections between human reasoning and Argumentation The-

ory is a key requirement for deploying Argumentation-based software and agents in practical

applications. To date, very little investigation has been conducted regarding how well the pro-

posed models and semantics describe human reasoning. To the best of our knowledge only two

papers (other than our own) directly address this topic; Rahwan et al. [65] studied the rein-

statement argumentative principle in questionnaire-based experiments and Cerutti et al. [66]

examined humans’ ability to comprehend formal arguments. The above works did not examine

the possibility of Argumentation Theory predicting people’s argumentative behavior nor did

they try to use their insights to generate advice or recommendations for a human user. Ba-

roni et al. [67] recently provided a conceptual analysis and discussion on the incompleteness

and undecidedness in Argumentation Theory, which are also common in human reasoning.

However, they did not evaluate or consider human argumentative behavior.
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Computer-supported argumentation systems have received much attention over the last 20

years [68]. Such systems are prominent in law, education, formal reasoning and collabora-

tive discussions. These systems implement a normative approach to argumentation, i.e., how

argumentation should work from a logical standard. For example, ArgTrust [69] offers an

argumentation-based software which provides users the means to handle argumentative situa-

tions in a coherent and valid manner. MIT’s Deliberatorium [70] provides an interactive web-

based system to allow multiple, distant users to engage in a discussion in a logical manner. To

the best of our knowledge, no argumentation-based system deploys a descriptive approach, i.e.,

accounts for how argumentation actually works in human reasoning. In this work we examine

the implementation of both the normative model (i.e., Argumentation Theory) and descriptive

models (i.e., Heuristics, ML and TL), first to predict human argumentative behavior and then

to provide arguments during a discussion.

Other studies have addressed agents’ strategical considerations in argumentative environ-

ments involving people. In [71], the authors investigate which information an agent should

reveal during deliberations with people. Others have developed policies for the generation of

offers in human-agent negotiations [72], or the generation of arguments in automated sales-

clerk interactions with human customers [73]. None of these works are in the context of Ar-

gumentation Theory, nor have any of these researchers considered providing arguments or

recommendations to the human user. Below, we introduce the heuristics of Relevance, which

relies on the concept of proximity between arguments. Booth et al. provided a formal analysis

of proximity between different evaluations of arguments [74]. Both notions use distance and

proximity measurements to derive insights mainly based on the argumentation framework’s

structure. However, our concept of proximity is completely independent of the one they pre-

sented as we do not consider the evaluation of arguments in our distance measurements.

Conversational Agents (CAs), also known as dialog systems, have been developed over the

year to converse with humans and provide information or assistance to the users’ satisfaction

[75, 76]. In the CAs framework, a human user directly interacts with the CA and explicitly

conveys her wishes. The CA can also ask the user questions that will help it understand the

user’s goals or requests. In this work we deal with a different setting in which 2 people converse

while the advising agent cannot take an active part in the conversation. Specifically, the agent

can only observe the dialog, and its sole mean of communication with its user is by providing

arguments for her to use.
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At first glance, our proposed approach can be viewed as part of the Case-Based Reasoning

(CBR) approach [77]. In CBR, a reasoner retrieves relevant past cases from its memory, reuses

and revises the solutions from these previous cases to generate a solution in the target problem,

and retains the generated solution for future use. In our setting, the advising agent can use

rules learned by machine learning algorithms to find suitable arguments to propose (similar

to the retrieval phase). These arguments can be used by the agent (depending on its policy)

to generate an argument list to propose to its user (similar to the reusing and revising phase),

and the user’s choices can be stored for future use (similar to the retaining phase). However,

our proposed approach is quite different from CBR. First, our approach does not require past

advising cases to derive an advising policy but merely past dialogs on the topic. Note that

the CBR approach necessitates the identification of a great deal of tasks that were already

solved successfully in the past. In our setting, the task is to provide beneficial advice during

an argumentation discussion. Attaining an abundant collection of successful advising cases

can be extremely expensive. Furthermore, our approach forms its generalizations of the given

dialogs by identifying commonalities between the training examples in an offline fashion before

the actual dialog takes place. In the CBR approach the commonalities between the retrieved

examples and the target problem are carried out in an online setting which can pose a difficulty

in fast changing dialogs.

The two argument provision approaches we examine in this chapter hold different rational-

psychological explanations for why people would benefit from the suggested arguments. First,

people search for validation for their existing opinions and beliefs [78]. Thus, receiving con-

sonant (supportive) arguments for their views from an intelligent agent can help validate the

person’s beliefs. Second, Rational Choice Theory [79] suggests that when an individual con-

siders an action (e.g., argument to use) she needs to weigh all information that can or will

affect that argument. An agent can help a user in this task by revealing additional arguments,

i.e., arguments of which the user was unaware, or by assisting the user in weighing the different

arguments in an analytic manner.

The development of automated argumentation-based agents, such as the ones presented in

this chapter, necessitates the assumption that natural language statements can be automatically

mapped into arguments. Despite recent advancements in Natural Language Processing (NLP)

and Information Retrieval (IR) and their studied connections to argumentation [80, 81, 82, 83,

84, 85], this assumption is not completely met by existing automated tools. Hence, throughout

this work we use a human expert annotator whom we hired as a research assistant.
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2.2.2 Predicting People’s Argumentative Behavior

We begin by investigating the predictive abilities of the four proposed prediction methods:

Argumentation Theory, Relevance Heuristics, Machine Learning (ML) and Transfer Learning

(TL). To that aim, we first collected extensive data in several experimental settings, varying in

complexity, in which human study participants were asked to use arguments. We provide a full

description of three experimental settings, followed by an analysis of the gathered data using

three of the proposed prediction methods: Argumentation Theory, Relevance Heuristics and

ML. Then, we describe an additional experiment (Experiment 4) followed by an analysis of the

gathered data using the TL prediction method.

The suggested prediction methods examined in this section were also used in the design of

the 9 argument provision agents developed in the scope of this study (see Section 2.2.3).

Experimental Design

Experiment 1 — Questionnaire-based argumentation. Two groups took part in this ex-

periment. The first group consisted of 64 US residents, all of whom work for Amazon Me-

chanical Turk (AMT). These study participants, denoted the US-Group, ranging in age from

19 to 69 (mean=38, s.d.=13.7), of whom 38 were females and 28 were males. The second

group consisted of 78 Israeli Computer Science Bachelor students, denoted the IL-Group,

ranging in age from 18 to 37 (mean=25, s.d.=3.7), of whom 27 were females and 51 were

males. The study participants were presented with 6 fictional scenarios based on scenarios

from [64, 69, 86, 87, 88]. The scenarios are available in Section 2.5. Small changes were made

in the original formulation of the scenarios in order to keep the argumentation frameworks

small (6 arguments) and simply phrased, yet they were kept as close as possible to the original

ones. Each scenario was presented as a short conversation between the 2 deliberators and each

study participant had to choose which of the 4 possible arguments she would use next if she

was one of the deliberators participating in the conversation. The following example is one of

the 6 scenarios we presented to the study participants:

Example 1. A couple is discussing whether or not to buy an SUV.

Spouse number 1 (S1): “We should buy an SUV; it’s the right choice for us”.

Spouse number 2 (S2): “But we can’t afford an SUV, it’s too expensive”.
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The study participant was then asked to put himself in S1’s place and choose the next argument

to use in the deliberation1.

A. Good car loan programs are available from a bank.

B. The interest rates on car loans will be high.

C. SUVs are very safe, safety is very important to us.

D. There are high taxes on SUVs.

The 6 scenarios were similar in the way in which they were presented: a short conversation

of 2 statements and 4 possible arguments from which the study participant was asked to select

her preferred argument. However, the argumentative frameworks they induced were different

in order to simulate different argumentative complexity levels. Figure 2.1 presents a graphical

representation of the example. This graphical representation was not presented to the study

participants.

Figure 2.1: BAF: nodes are arguments. Arrows indicate attacks and arrows with diagonal lines
indicate support.

Experiment 2 — Real phone conversations (secondary data). For this experiment we used

real argumentative conversations from the Penn Treebank Corpus (1995) [89]. Hence, Experi-

ment 2 is in fact an analysis of secondary data. The Penn Treebank Corpus includes hundreds

of transcribed telephone conversations on controversial topics such as “Should Capital Pun-

ishment be implemented?” and “Should trial sentencing be decided by a judge or jury?”, on

which we chose to focus. We reviewed all 33 deliberations on “Capital Punishment” and 31

deliberations on “Trial by Jury” in order to map the presented utterances into arguments. This

process required the clearing of irrelevant sentences (i.e., greetings, unrelated talk, etc.) and

1The options were shuffled to avoid biases.
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the construction of an argumentation framework comprising all of the arguments presented in

the conversations.

The annotation process was performed manually by a human expert. First, the annotator

read 5 conversations that were selected at random from the corpus to get an initial idea of

which arguments people use. Then, the annotator went over all conversations on a topic, one

at a time, and classified each statement presented in the conversation into one of the following

categories: 1) Arguments, 2) Opinions and 3) Others. The Arguments class consisted of all

relevant arguments that were presented on a topic in the corpus. The Opinions class consisted

of all statements that reflected the speaker’s opinion on the discussed topic such as “I’m pro

X” or “I oppose the Y idea”. All the other statements such as greetings or unrelated talk were

classified into the Others class. Once all statements were classified, the annotator went over all

presented arguments and constructed an argumentation framework by identifying support and

attacks between arguments. In cases where the human expert was unsure of his annotation or

the relation between arguments, a second human expert was asked to provide a final decision.

Then, the presented opinions were mapped into “pro” and “con” sub-classes. Finally, the an-

notator translated each conversation into a series of arguments (with respect to the constructed

framework) and opinions (according to their sub-classification into “pro” and “con”), providing

us with 33 sequences on “Capital Punishment” and 31 sequences on “Trial by Jury”.

The shortest sequence is 4 and the longest is 15 (a mean of 7).

Unfortunately, the participants’ demographic data is unavailable.

Experiment 3 — Semi-structured online chats. For Experiment 3 we developed a special

chat environment. In our chat environment deliberators only communicate by using arguments

from the pre-defined argument list. We chose the topic of “Would you get an influenza vaccina-

tion this winter?” and constructed a pre-defined argument list consisting of Pro (20) and Con

(20) arguments. These arguments were extracted from debate sites1 and medical columns2.

In order to bolster the natural flow of the dialog, study participants were also provided with a

“bank of discourse statements”, comprised of a set of discourse markers and short statements

such as “I agree”, “I think that”, “However” and others. The “bank of discourse statements”

allows users to express themselves more naturally. Unlike Experiment 2, the collected chats in

Experiment 3 are not considered to be natural chats but rather semi-structured chats.

1such as http://www.debate.org/ , http://idebate.org/
2such as http://healthresearchfunding.org/pros-cons-flu-shots/
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We recruited 144 Israeli college students to participate in this experiment, ranging in age

from 20 to 36 (mean of 27), of who 64 were females and 80 were males. Participants were

coupled at random and were asked to deliberate over the question “Would you get an influenza

vaccination this winter?” for a minimum of 5 minutes. Deliberations ranged in length from 5

arguments to 30 (mean 14). Each deliberation ended when one of the deliberators chose to exit

the chat environment.

Analysis using Argumentation Theory to Predict People’s Arguments

People’s decision-making processes are known to be affected by a multitude of social and

psychological factors and they often do not maximize expected utilities or use equilibrium

strategies [2, 90]. The question we investigate in this section is whether, in the context of ar-

gumentative discussions, people would choose justified arguments according to some semantic

choice. That is, would Argumentation Theory provide predictive tools to predict human argu-

mentative behavior? Section 2.5 provides an overview of the concepts used in the following

analysis.

Recall that each of the tested scenarios in Experiment 1 and each of the tested domains in

Experiments 2 and 3 was mapped into an argumentation framework as described in Section

2.2.2. In order to analyze the data, we first calculated the Grounded, Preferred and Stable

extension for each of the resulting argumentation frameworks.

In Experiment 1, each of the 6 tested scenarios, available in Section 2.5, was mapped into a

well founded BAF (Definition 3). As such, the three tested semantics coincide - only one exten-

sion is Grounded, Stable and Preferred. On average, in the 6 tested scenarios of Experiment 1,

a justified argument was selected only 67.3% of the time (under the tested semantics, i.e., Pre-

ferred, Grounded and Stable). Moreover, only 8% of the participants chose justified arguments

in all 6 scenarios. Note that in all 6 scenarios more than a single justified argument was avail-

able. If we were to predict one of the justified arguments in each of the 6 examined scenarios,

the expected accuracy of our prediction model would be 32%. This result is only slightly better

than random selection (selecting 1 argument out of 4 – 25%) and worse than using majority

prediction (43%), which is predicting the argument that the majority of participants chose in

the examined scenario.

For example, in the SUV scenario (see Figure 2.1), most people (72%) chose the “Taking

out a loan” or “High taxes” arguments which directly relate to the last argument presented in

the discussion. The “Taking out a loan” argument was the most popular one (37%). However,
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2. ADVICE PROVISION IN ARGUMENTATIVE DIALOG

the “Taking out a loan” argument is supposed to be considered weaker than the other 3 pos-

sible arguments as it is not a part of the Grounded, Preferred and Stable extension. The other

3 arguments should be considered justified (as they are unattacked and part of the Grounded,

Preferred and Stable extension), whereas “Taking out a loan” is attacked by a justified argu-

ment (“High interest”) and is not part of the Grounded, Preferred and Stable extension. Such

phenomena were encountered in all other scenarios as well.

In Experiments 2 and 3, the resulting 3 argumentation frameworks on “Capital Punish-

ment”, “Trial by Jury” (Experiment 2) and “Influenza Vaccination” (Experiment 3) were mapped

into BAFs. In the resulting BAFs the Grounded, Preferred and Stable semantics do not coincide

on a single extension. The argumentation frameworks consisted of 30 arguments for “Capital

Punishment”, 20 arguments for “Trial by Jury” and 40 arguments for “Influenza Vaccination”.

Experiments 2 and 3 differ from Experiment 1 as they were composed of discussions be-

tween study participants. Each discussion was split into 2 argument sets, A1 and A2, compris-

ing the arguments used by each of the participating parties of the discussion. Each discussion

was analyzed twice. First, each of the argument sets comprising the discussion was examined

with respect to the argumentation framework consisting of all arguments on the topic. Second,

each of the argument sets was examined with respect to the restricted argumentation framework

induced by the argument sets of the discussion (see Definition 2).

On average across the 3 domains, when examining the original framework, less than 35% of

Ais used by the study participants were part of some extension, with Preferred, Grounded and

Stable performing very similarly (34%, 35%, 27%). When considering the restricted argumen-

tation framework, 47%, 50% and 39% of the deliberators used Ais that were part of some

extension prescribed by Preferred, Grounded and Stable (respectively) under the restricted

framework. For a summary of these results see Table 2.1.
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2.2 Argumentative Discussion

Preferred Grounded Stable

orig. rest. orig. rest. orig. rest.

“Capital Punishment” 20% 47% 25% 40% 21% 33%

“Trial by Jury” 36% 50% 34% 59% 30% 40%

“Influenza Vaccination” 38% 44% 38% 49% 30% 41%

Table 2.1: Semantics’ accuracy in describing study participants’ arguments with respect to the
corresponding original (orig.) argumentation framework and the restricted (rest.) argumentation
framework.

More surprising was the fact that even the slightest requirement suggested by Argumenta-

tion Theory was not upheld by many study participants. We tested the arguments that the study

participants used in the context of Conflict-Freedom (CF). In particular, we checked whether

the study participants refrained from using contradictory arguments in different stages of the

discussion. CF is probably the weakest requirement from a set of arguments. We anticipated

that all study participants would adhere to this requirement, yet only 78% of the deliberators

used a conflict-free argument set. Namely, 22% of the deliberators used at least 2 conflicting

arguments, i.e., one argument that contradicts the other, during their discussions.

Analysis using Relevance Heuristics

At a given point in a deliberation, not all arguments are necessarily relevant to the context

of the deliberation (i.e., the current focus of the deliberation)1. For instance, the argument

“Safe” in our example (Figure 2.1) seems to be irrelevant to the current focus of the discussion,

since the focus is on economic concerns. First, in order to identify “relevant” arguments, we

propose several distance measurements that heavily rely on the current state of the deliberation

and the structure of the argumentation framework. These distance measurements will help

us investigate how the proximity between arguments, as portrayed by the edge-distance in the

argumentation framework, truly affects the course of a deliberation.

We defined 15 relevance measurements, each of which captures different aspects of prox-

imity. In the definitions, a denotes a possible argument, al is the last argument presented in

1Not to be confused with the concept introduced in [91], which states that it might not be necessary to discover
the status of all arguments in order to evaluate a specific argument/set of arguments.
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the discussion, ac is the “closest” argument to a which was previously presented in the dialog

(using the edge-distance metric) and Ω denotes a designated argument which represents the dis-

cussed issue (in Figure 2.1 it is whether or not to “Buy an SUV”). The relevance measurements

of a possible argument a can be summed up in the following 4 points:

1. Minimum un/directed paths’ length from a to al.

2. Minimum un/directed paths’ length from a to ac.

3. Minimum directed paths’ length from a to Ω.

4. Minimum of all/some of the above features.

When omitting redundant calculations in the 4th criteria (for example, the minimum of the

shortest directed and undirected paths from a to al), 15 distinct measurements remain, denoted

d1, . . . , d15.

In the SUV scenario, S2’s argument is considered as al, and Ω is S1’s argument (“Buy

an SUV”). When we consider a as “Safe”, its distance to ac or Ω (in this case, they are the

same) is 1, while its directed distance to al is undefined and the undirected distance is 3. If a is

“Taking out a loan” then its distance to al and ac is 1, whereas its distance to Ω is 2.

Note that as arguments are presented during a discussion, some of their relevance heuristic

values may change.

Given the current state of deliberation, each of the proposed distance metrics induces a par-

tial order ranking over all arguments in the argumentation framework. To perform a prediction

using di, we compute and predict argmina d
i(a, al, ac,Ω), where ties are broken randomly.

That is, after an argument has been put forward we compute di(a, al, ac,Ω) for every argument

a 6= al given al, ac and Ω (as observed in the partial conversation and the argumentation frame-

work). Then, we rank the arguments accordingly and predict the top ranking argument. The

process was repeated for all 15 proposed measurements, d1, . . . , d15, resulting in 15 predictions

for every argument presented in every discussion.

In all 3 experiments, the directed paths’ length from a to al (denoted d1), the directed paths’

length from a to Ω (denoted d2) and their combination (the minimum between d1 and d2, de-

noted d3), yield the highest average prediction accuracy averaging 38%, 15%, 16% in Experi-

ments 1, 2 and 3, respectively. No statistically significant difference was found between d1, d2

and d3. The other 12 measurements performed significantly worse, averaging 25%,5%,5% in

Experiments 1, 2 and 3, respectively. See Table 2.2 for a summary.
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Distance Measurement Experiment 1 Experiment 2 Experiment 3

Directed paths’ length from a to al (d1) 35% 17% 15%

Directed paths’ length from a to Ω (d2) 40% 15% 17%

Minimum{d1,d2} (d3) 37% 14% 16%

Others (average) 25% 5% 5%

Table 2.2: Relevance prediction accuracy across Experiments 1, 2 and 3

Specifically, in the SUV scenario, the prediction using d1 would predict either “Taking out

a loan” or “High taxes” (randomly, as they both have the minimal distance value of 1). The

prediction using d2 would predict “Safe”, and the prediction using d3 would predict “Taking

out a loan”, “High taxes” or “Safe” (randomly).

In Experiments 2 and 3 there are many more arguments to consider in the prediction com-

pared to Experiment 1. Naturally, the prediction accuracy declined. However, we can use the

ranking induced by di to predict more than 1 argument – that is, we can predict the top k ranked

arguments w.r.t their relevance values.When predicting the top 3 ranking arguments, d1, d2 and

d3 average 57% prediction accuracy across Experiments 2 and 3. Again, no statistically signif-

icant difference was found between them. The other 12 measurements performed significantly

worse, averaging 35% across Experiments 2 and 3.

Analysis using Machine Learning to Predict People’s Arguments

The use of ML in predicting human behavior has shown much promise in developing automated

human-interacting agents; a few recent examples are [20, 22, 92]. However, the use of ML for

the prediction of human argumentative behavior has not been investigated to date.

A task of predicting human argumentative choices in a discussion can be defined as a

multi-class prediction problem. We seek to construct a prediction function P : χ→ A, where

~x ∈ χ is a feature vector (sampled from the feature space χ) representing both the deliberator’s

characteristics and the discussion’s state, and a ∈ A is an argument that is predicted to be

presented next in a deliberation given ~x.

For this purpose, we first suggest the characterization of arguments in the argumentation

framework. For every argument a in the argumentation framework, we suggest a calculation

of a measurement vector ma. ma describes a in the context in which it is judged (the context
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in which a reasoner evaluates the argument). That is, in a given state of the discussion, ma

represents the characteristics of a with respect to the current state of the discussion. Hence,

ma might require an update after each presented argument in the discussion by either of the

deliberators. We divide ma into 3 categories; Justification measurements, Relevance Heuristic

values and Confirmation Factors.

Given the characterization of the arguments, we then present the procedure we use to com-

pute ~x - the feature vector applied in our prediction model P . ~x relies on the arguments pre-

sented in the discussion and their characteristics. We divide these features into 2 categories;

the Deliberator’s features and the Deliberation context features, together comprising ~x. That

is, ~x represents both the deliberator and the deliberation using a vector of feature values.

The characterization of arguments. Justification: There have been a number of proposals

for more sophisticated analysis of argumentation frameworks. These proposals mainly con-

sider the relative strength of the arguments or the authority of the party who presented the

argument (e.g, [93]). One commonly used proposal is the gradual valuation [94] in BAFs. The

idea is to evaluate the relative strength of argument a using some aggregation function that

conciliates between its attacking arguments’ strength and its supporting arguments’ strength.

This recursive calculation allows us to aggregate the number of supporters and attackers, as

well as their strength, through the argumentation framework and reach a strength value in a

(possibly bounded) interval (e.g, [-1,1]) for each argument. Note that given an argumentation

framework < A,R, S > and an argument a ∈ A, the identification of a’s attackers (R(a))

and a’s supporters (S(a)) is straightforward. The technical definition of the gradual valuation

functions, as well as its most popular instantiation which is used in this chapter, is provided in

Section 2.5. We denote this gradual valuation function as “Cayrol’s calculation”.

The strength value returned by the valuation function represents the deliberator’s ability to

support that argument and defend it against potential attacks. The higher the strength level, the

easier it is to support and defend the argument, and the harder it is to attack it.

In our SUV example in Figure 2.1, Cayrol’s calculation J (presented in detail in the Sec-

tion 2.5) provides J(“Safe”)=J(“High Taxes”)=J(“High interest”)=0 and J(“Taking out a

loan”)=−0.33. The intuition behind this example is that the “Safe”, “High Taxes” and “High

interest” arguments cannot be attacked or supported, thus have a strength level of 0. The

strength value of 0 means that a logical reasoner is capable of defending the argument to the
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same extent she is capable of attacking it. On the other hand, the “Taking out a loan” argument

is considered weaker, as it is attacked by another argument.

In an empirical study [95], the authors examined the problem of predicting people’s choice

between 2 options (for example, going to movie A or movie B) based on supportive and at-

tacking arguments (pieces of information) relevant to the options at hand. The main and most

relevant insight from their work is that a favorable prediction method should not ignore the

number of supporting and attacking arguments when predicting people’s choices. In order to

integrate this insight into the arguments’ characteristics, we first identify the relation between

every pair of arguments using the four General Argumentation Heuristic Rules [96], see Defini-

tion 4. That is, we calculate the relation between every pair of arguments in the argumentation

framework using simple heuristics and a simple graph traversal.

Definition 4. Let a,b,c ∈ A be arguments in an argumentation framework < A,R, S >. a is

said to be a direct supporter (attacker) of b if aSb (aRb) holds.

The General Argumentation Heuristic Rules [96] are defined as follows:

1. If a supports b and b supports c, then a (indirectly) supports c.

2. If a attacks b and b supports c, then a (indirectly) attacks c.

3. If a supports b and b attacks c, then a (indirectly) attacks c.

4. If a attacks b and b attacks c, then a (indirectly) supports c.

In our SUV example – the “‘Safe” argument is a direct supporter of the “Buy an SUV”

argument and “Too expensive” is a direct attacker of it. The “Taking out a loan” argument is a

direct attacker of the “Too expensive” argument and as such acts as an indirect supporter of the

“Buy an SUV” argument according to rule 4 of the General Argumentation Heuristic Rules.

Following rule 3, “High Taxes” is considered an indirect attacker of the “Buy an SUV” argu-

ment (as it directly supports the “Too expensive” arguments) and following rule 2, the “High

interest” argument is considered an indirect attacker of the “SUV” argument (as it directly

attacks the “Taking out a loan” argument).

For each argument a, we calculate the number of supporters (direct and indirect), denoted

|Sup(a)| and the number of attackers (direct and indirect), denoted Att(a). Then we compute

the supporters’ portion |Sup(a)|
|Att(a)|+|Sup(a)| as a member of ma (the argument’s characteristics). If

|Att(a)|+|Sup(a)|= 0 we define the support portion as 0.5. The proposed “Support portion”
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captures another aspect of the argument’s strength, providing each argument a strength value

in the [0,1] interval. In our SUV example – the “‘Safe”, “High Taxes” and “High interest”

arguments have 0.5 support portion values and the “Taking out a loan” argument has a 0 support

portion value.

It is important to state in this context that the suggested justification measurements rely

solely on the argumentation framework, and as such require only a single, offline calculation

of their values for each argumentation framework (regardless of the current deliberation).

Relevance Heuristics: The Relevance values of an argument a capture the proximity of

a to arguments al, ac and Ω. We used the metrics d1, d2 and d3 defined in Section 2.2.2 as

Relevance values, because they provided the highest average prediction accuracy for the data

gathered in Experiments 1, 2 and 3. Given the current state of the deliberation, we compute the

d1, d2 and d3 values for every argument a in the argumentation framework as a member of each

argument’s characterization ma. Unlike the Justification values of an argument, the Relevance

values may change as more arguments are presented in the discussion.

Confirmation Factor: Confirmation bias is a phenomenon in psychology wherein people

have been shown to actively seek out and assign more weight to evidence that confirms their be-

liefs, and ignore or under-weigh evidence that could disconfirm their beliefs [97]. In argumen-

tative situations people may present a confirmation bias by selectively considering arguments

that reinforce their expectations and disregard arguments that support alternative possibilities

or attack their own.

We use the above insights and assign each argument a a value termed confirmation factor

in its characterization ma. This value depends on the affect that a has on the deliberator’s

previously stated arguments. The confirmation factor can be positive if a directly or indirectly

supports previously presented arguments presented by the deliberator. Or, it can be negative if

a directly or indirectly attacks previously presented arguments by the deliberator. If the relation

is ambiguous (both positive and negative) or unknown (the argument does not affect previous

arguments presented by the deliberator), then a has a neutral confirmation factor.

Given the current state of the deliberation, we compute the confirmation factor for every

argument a in the argumentation framework and save it as a member of ma. This is carried out

by iterating over the arguments previously used by the deliberator and using a’s relation with

them as defined by the General Argumentation Heuristic Rules (Definition 4) to determine a’s

confirmation factor.
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Similar to the Relevance values of an argument, the confirmation factor of an argument

may also change as more arguments are presented in the discussion.

In our SUV example – the “‘Safe” and “Taking out a loan” arguments have a positive con-

firmation factor as both support S1’s previous argument (the “SUV” argument). Symmetrically,

the “High Taxes” and “High interest” arguments have a negative confirmation factor.

Feature vectors. Hitherto, we described the characterization of each argument a which we

denoted ma. In order to perform a prediction given a partial discussion, we use the presented

arguments in that discussion to compute a feature vector ~x ∈ χ. These features represent the

current state of the deliberation and the deliberator’s preferences in arguments, denoted the

deliberation context features and the deliberator’s features, respectively. Below we describe

how we computed these features.

Deliberation context features: During a deliberation, we account for the last 2 arguments

presented by each of the deliberators and indicate which of the deliberators presented the last

argument. These 5 features, i.e., the last 2 arguments presented by each deliberator (represented

by their labels) and a binary feature representing which deliberator presented the last argument

in the discussion, are denoted the deliberation context features. These features are recorded as

part of ~x — the features used by the ML model.

Features of the Deliberator: In order to capture the deliberator’s preferences in arguments

we aggregated the characteristics of her presented arguments in the discussion. Namely, we

analyzed the arguments that the deliberator presented and calculated the average justification

value (both the average of J values and the support portion values), the average relevance

heuristic values and the percentage of times a confirmatory argument was used (among the

number of times at least one was available).

In addition, we held a proneness feature in the [0,1] interval, which indicates the person’s

inclination toward accepting a specific position on the discussed issue. For example, in a de-

liberation on “Capital punishment” a value of 1 means that the deliberator supports the Capital

Punishment and 0 means that the deliberator opposes it. The higher the proneness feature value,

the stronger the deliberator’s inclination to agree with the discussed issue. This feature stems

from the Dissonance Theory [98] which suggests that once committed to an alternative (know-

ingly or unknowingly), people prefer supportive (consonant) arguments compared to opposing

(dissonant) arguments to avoid or reduce post decision-making conflicts. In order to calculate
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the proneness feature we distinguished between 2 cases. In cases where the deliberator ex-

plicitly expressed her opinion (e.g., “I’m pro Capital Punishment”), the proneness value was

simply 1 or 0 (depending on the opinion expressed). In cases where the deliberator’s opinion

was not explicitly declared, we assessed the deliberator’s position using her previously stated

arguments. We calculated this estimation using the portion of supportive arguments to the dis-

cussed issue that the deliberator used during the conversation. Namely, using only arguments

supportive of the discussed issue is the same as explicitly stating an opinion.

The above values, denoted the deliberator’s features, are part of ~x — the input to the ML

prediction model.

Analysis of Experiment 1. Each study participant provided 6 argumentative selections, one

per each presented scenario. Given a learning period of k scenarios, where k = 1, 2, . . . , 5, we

took 6−k scenarios from each study participant’s answer set and used the remaining scenarios

as training data. For example, for k = 5, we removed 1 scenario at a time from all study

participants’ selections and used the 5 remaining scenarios for training.

In order to predict the argumentative choice made by study participant i in scenario j given

a learning period k, we first calculated the deliberator’s features according to k scenarios (not

including scenario j) for all study participants other than i. Then we labeled each calculated

deliberator’s features with the actual argument selection made by each study participant in

scenario j. The resulting vectors and labels were used to train the prediction model.

We used 3 machine learning algorithms to test the prediction accuracy of our methodology;

the Support Vector Machine (SVM), Decision Tree Learning (DTL) and the Multi Layered

Neural Network (MLNN). We trained and tested our model on the US-Group and the IL-Group

separately (see the groups’ descriptions in Section 2.2.2). For both groups SVM was found to

be the most accurate learning model of our observed data as it provided 72% and 78% accuracy

in predicting the study participant’s 6th selection when learning from the first 5 selections (US-

Group and IL-Group, respectively). DTL and MLMN both yielded less than 68% accuracy

for both groups. For the US-Group, as the learning period (k) increased from 1 to 5, SVMs

accuracy increased from 42% to 72%. That is, the more observations the prediction model

had on the study participants’ selections the higher its prediction accuracy. Random selection

naturally provides 25% (in every scenario the study participant was requested to choose 1 of

4 suggested arguments), and predicting the majority’s selection (predicting the most popular

selection among the other study participants) provides 41% accuracy. We remind the reader
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that the Argumentation Theory prediction and the Relevance Heuristics prediction provided

less than 41% accuracy on the data collected in Experiment 1. See the learning curve of the

SVM model in Figure 2.2.

Similar results were obtained for the IL-Group, where the prediction accuracy ranged from

45% (when k = 1) to 78% (when k = 5). The accuracy in predicting the IL-Group’s selection

was slightly higher than the accuracy in predicting the US-Group’s selections, probably due to

the more homogeneous nature of the IL-Group.
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Figure 2.2: SVM’s Learning Curve in Experiment 1. The more argumentative choices available
for training the SVM, the better its prediction accuracy for unseen scenarios.

In order to check cultural differences we examined the use of the US-Group as a training-

set and the IL-Group as the test-set, and vice-versa. In the first setting, wherein the model was

trained using the data from the US-Group and evaluated using the data from the IL-Group,

the model achieved 76% accuracy. In the second setting, wherein the data from the IL-Group

was used as training data and the data from the US-Group was used as a test-set, the model

demonstrated 69% accuracy.

The features contributing to the prediction (using an entropy measurement [99]) were (in

the following order of importance):

1. Relevance (edge-distance from a to al).

2. Cayrol’s justification value.

3. Support portion among the influential arguments.

4. Proneness.

Most surprising was the fact that the 4 most influential features in the prediction (using an

entropy measurement) were the same for both groups, in the exact same order of importance.
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Experiments 2 and 3. Each conversation collected on “Capital Punishment”, “Trial by Jury”

(Experiment 2) and “Influenza Vaccination” (Experiment 3) was then analyzed argument-by-

argument (each argument is considered a step in the deliberation). For each step in the deliber-

ation we computed the deliberation context features and the deliberator’s features and labeled

the resulting vector with the argument that was presented next in the discussion.

The evaluation of the model was carried out using the 1-left-out methodology. That is, we

learned from n − 1 conversations and predicted the arguments presented in the different steps

of the left-out conversation.

Recall that the features used by the prediction model rely on the previously presented ar-

guments in the discussion. Therefore, in early stages of the discussion the model may present

inadequate predictions. We tested how the prediction quality changes given the steps in which

the model is in the “learning mode”. That is, we tested how the prediction accuracy changes

according to the time period in which the model is required to present predictions.

As a baseline model we used the best model of 8 (simple) statistical models that do not

model the deliberator but instead treat the argument selection process as a stochastic process.

The Bigram model [100] of the participant was found to be the best of the 8 models, using

perplexity measurements. It outperformed the Trigram model of the participant as well as the

Bigram and Trigram statistical models of the other party in the deliberation. It also outper-

formed the combinations of the above1. Bigram modeling of the deliberator calculates the

probability P (a2|a1) for every pair of arguments a1, a2. That is, the probability that a2 follows

a1. These probabilities were estimated using a Maximum Likelihood Estimator on the data

we collected. Given a1 as the last presented argument in the discussion, the model predicts

argmaxa2∈A P (a2|a1).

We again trained and tested the SVM, DTL and MLNN models and found that the DTL

was the leading method, accuracy-wise. Unlike in Experiment 1, in Experiments 2 and 3 there

were many more arguments to consider in the prediction. Naturally, the accuracy of prediction

declined. However, if we use the probability measurements provided by the learning algorithm

we can predict more than 1 argument – that is, we can predict the top k ranked arguments

w.r.t. their probability. On the topic of “Capital Punishment”, in Figure 2.3 we can see how the

prediction accuracy increased over the number of predicted arguments (X axis) and the stages

from which we began our prediction (the different curves). When predicting the top 3 ranked

1All models used a simple smoothing method to avoid the assignment of 0’s.
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arguments on the issue of “Capital Punishment” we achieved a prediction accuracy of 71%-

76%, depending on the starting phase of the prediction. Very similar results were obtained for

the “Trial by Jury” and “Influenza Vaccination” deliberations as well.
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Figure 2.3: Prediction Curve for Capital Punishment.

Regardless of the number of predictions, our model’s predictions reached better accuracy

than the baseline model. To quantify this difference we used the MRR (Mean Reciprocal

Rank) measure [101], which evaluates any process that produces a list of options ordered by

their probability of correctness. Our model’s MRR was 0.48 for “Capital Punishment”, 0.58

for “Trial by Jury” and 0.51 for “Influenza Vaccination”, whereas the baseline’s MRR was 0.36

for both “Capital Punishment” and “Trial by Jury” and 0.34 for “Influenza Vaccination” (the

higher the better).

When comparing the influential attributes found in Experiment 1 to the ones found in Ex-

periments 2 and 3, we can see that the very same features were found to be influential except

for Cayrol’s justification calculation, which was ranked much lower in Experiments 2 and 3.

The feature that indicated which deliberator presented the last argument (part of the delibera-

tion context features) took its place. Note that this feature was not applicable in Experiment

1. The prediction accuracy sky-rocketed to 91.2% (“Capital Punishment”), 88.6% (“Trial by

Jury”) and 87.7% (“Influenza Vaccination”) in cases in which the deliberator used more than

one argument sequentially without interruption. In our study, 100% of the time when a deliber-

ator used more than one argument in a row, the second one was supportive and directly affected

the first one. That is, the indication of which deliberator used the last argument was found to

be very influential.
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Analysis using Transfer Learning

In this Section we first describe Experiment 4. Experiment 4 differs from Experiments 1, 2

and 3 as it investigates a repeated scenario where there are previous argumentative discussions

from the same study participant. Then, we analyze Experiment 4 using the TL approach which

is appropriate for handling such settings1.

Experiment 4 — Transferring argumentative choices from one domain to another. In

this experiment 150 study participants, 110 of whom were Bachelor students studying Com-

puter Science and 40 Intel employees, were recruited. The participants were asked to partici-

pate in 3 discussions, each one month apart, on the following topics (in the presented order2):

“Should voting be made obligatory?”, “Should gambling be legalized?” and “Would you get

an influenza vaccination this winter?”. In each chat, study participants were coupled randomly

such that students were coupled with peer students and Intel employees were coupled with their

peers. The coupling was carried out manually by our research assistant who asked the study

participants for their preferred time slots and matched every couple accordingly.

During each chat, participants did not know the identity of their deliberation-partner and

were instructed to refrain from revealing identifying details such as their name, age, etc. Thus,

participants were represented as participant A and participant B during the chat. In order to

keep track of the study participants’ argumentative choices across the 3 domains, each partici-

pant was assigned an experiment identification number id ∈ Identifiers. When logging in to

the chat system, both participants were requested to type in their experiment ids, which were

saved for later analysis. Participants were informed of the deliberation topic a week before the

chat and were instructed to deliberate over the topic as they would in a face-to-face conver-

sation. Note that for each of the 3 topics, participants were coupled randomly with different

deliberation partners.

The chats on “Should voting be made obligatory?” and “Should gambling be legalized?”

were annotated by a human expert using the argument corpus provided by Watson, The Debater c©

1Due to the complex logistics of this experiment, in the conversations on “Would you get an influenza vacci-
nation this winter?” one of each paired participants was equipped with an argument provision agent as described
in Section 2.2.3. Hence, the prediction analysis presented in this section reflects all study participants in the “Vot-
ing” and “Gambling” topics, but only half of the study participants in the “Influenza Vaccinations” topic (i.e, study
participants who were not equipped with an advising agent).

2Due to the high costs and logistics of recruiting study participants for such a long experiment (over 2 months)
we used half of the group to test the Transfer Learning agent (TLA) with the topic of “influenza vaccinations”,
therefore the topic had to be the last of the three. Note that the discussions took place one month apart from each
other to decrease possible biases.
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research team at IBM, and chats on “Would you get an influenza vaccination this winter?” were

annotated using the argument corpus constructed in Experiment 3 (Section 2.2.2).

Machine Learning methods, such as the ones suggested in Section 2.2.2, work only under

the assumption that the training and test data are drawn from the same feature space and label

space. That is, given a training set of argumentative choices in an argumentative domain α, an

ML method generates a prediction model Pα : χα → Aα, where χα is the feature space for the

α domain and Aα is the argument set available for the α domain.

Unfortunately, given a training set of argumentative choices from domain α, constructing

a prediction model suitable for domain β raises 2 major problems:

1. Labels: The argument set Aα from which the training data’s labels are sampled differs

from the argument set Aβ on which the model is evaluated.

2. Features: α and β induce different argumentation frameworks, hence χα 6= χβ . Namely,

the context-based features described in Section 2.2.2 are domain dependent features. The

context-based features hold the last arguments presented in a discussion, which differ be-

tween argumentative domains.

To bridge over the two issues, we use a feature-based approach for Inductive Transfer

Learning [57].

To address the first issue, we used the characterization of each argument (ma), suggested

in Section 2.2.2, and mapped all arguments, from all topics and conversations, to a joint space

called ArgSpace.

Definition 5. ArgSpace = J × D1 × D2 × D3 × C, where j ∈ J is the justification value

of an argument calculated by Cayrol’s calculation, di ∈ Di is a relevance measurement of an

argument and c ∈ {1, 0,−1} is the confirmation value of an argument (as described in Section

2.2.2).

We deployed the function ϕ : A → ArgSpace on all arguments from all conversations

such that ϕ(a) = ma. ArgSpace is the arguments’ characterization space, where ma ∈
ArgSpace describes argument a in the context in which it is judged (the context in which a

reasoner evaluates the argument). That is, in a given state of the discussion, ma represents the

characteristics of a with respect to the current state of the discussion. Notice that ArgSpace

ignores the topic of the argumentative discussion (Ω) and represents all arguments of all topics

and conversations in a single, unified space.
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We define ArgSpace as the target space of our TL prediction model. That is, unlike the

prediction model described in Section 2.2.2 which defines A (the argument set of the learned

domain) as the target space of the prediction, the TL prediction model uses ArgSpace regard-

less of the target domain (which in our setting is the “Influenza Vaccinations” domain) to allow

it to make predictions across different, and possibly unknown, domains (specifically, across

different argument sets). This change has its drawbacks; for example, the proposed prediction

model would not predict which argument would be used next in a discussion but rather the

characteristics of that argument (ma =< j, d1, d2, d3, c >∈ ArgSpace).

In the SUV example, the four arguments presented to the study participants are mapped to

ArgSpace in the following fashion;

ϕ(Taking out a loan) =< −0.33, 1, 2, 1, 1 >

ϕ(High taxes) =< 0, 1, 2, 1,−1 >

ϕ(High interest) =< 0, 2, 3, 2,−1 >

ϕ(Safe) =< 0, N/A, 1, 1, 1 >

Regarding the second issue mentioned above, we cannot use the feature space χ as de-

scribed in Section 2.2.2. χ includes the context-based features as described in Section 2.2.2

which are domain dependent. The context-based features hold the last arguments presented in

a discussion, which cannot be used when learning from domain α and predicting on domain

β. Therefore, we used a different feature space definition for the TL approach by replacing

the last presented arguments in the discussion (i.e., the context-based features) with their char-

acteristics in ArgSpace. Note that each argument a, regardless of the topic, can be mapped

to a tuple < j, d1, d2, d3, c >∈ ArgSpace by using a mapping function ϕ that implements

the calculations of j, d1, d2, d3 and c as described in Section 2.2.2. Namely, we change the

context-based features from representing the labels of the last presented arguments (e.g., a and

b) to the characteristics of the last presented arguments (e.g., ϕ(a) and ϕ(b)). Furthermore, in

contrast to the previous experiments, Experiment 4 provides us with 3 conversations per study

participant. This provides an additional dimension to consider when transferring argumen-

tative choices from one domain to another. Specifically, when transferring an argumentative

choice from domain α to domain β we need to pay special attention to transferred argumen-

tative choices made by the same study participant on whom we perform the prediction. The
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rationale is to use all provided argumentative choices from all available domains and study par-

ticipants in order to generate a prediction. However, when transferring previous argumentative

choices made by the same study participant on whom we are performing the prediction we

will consider these argumentative choices as more influential than choices made by other study

participants. In order to distinguish between argumentative choices made by different study

participants, we change the feature space to also include the user’s identifier (a unique number

representing the user in the experiment) as part of the feature vector.

Overall, we change the features used in Section 2.2.2 by changing the context-based fea-

tures from the last argument labels to their characterizations and by adding the study partici-

pant’s experiment id. We refer to this new feature space as χ∗.

As a result of the above two solutions, the choice of argument a in a discussion is mapped

into a pair < ~x∗, ϕ(a) > where ~x∗ ∈ χ∗ and ϕ(a) = ma ∈ ArgSpace. We emphasize that the

above representation of argumentative choices uses a single feature space χ∗ and a single label

space ArgSpace across all domains, making TL methods applicable.

In order to predict the next argument to be presented in a discussion, we first calculate the

feature vector ~x∗ ∈ χ∗ as described above, to represent the deliberator and the deliberation

context. Then we predict the characteristics of the next presented argument, that is, we pre-

dict < ĵ, d̂1, d̂2, d̂3, ĉ >= ~̂a ∈ ArgSpace. For this purpose, we trained a Multidimensional

Regression model1 that receives ~x∗ as input and predicts ~̂a ∈ ArgSpace. The model uses

5 separate SVM regression models [102], each predicting a different value characterizing the

next predicted argument in the discussion, i.e., SVM1 predicts ĵ, SVM2 predicts d̂1 and so

on.

For the evaluation of the Multidimensional Regression model we removed all conversations

over each topic, one at a time, and used the remaining conversations (from the two remaining

topics) as training data. The conversations from the topic removed were used to evaluate the

model. Interestingly, the Multidimensional Regression model achieved a relatively high ac-

curacy with respect to the different examined dimensions of ArgSpace; the Mean Absolute

Errors (MAE) in predicting j (that is, the mean value of |ĵ − j|), d1,d2,d3 and c are 0.15, 0.5,

0.4, 0.45 and 0.07, respectively.

Note that the prediction of ~̂a ∈ ArgSpace does not naturally translate into an argument in

the target domain’s argument set. The idea is to search for the argument in the target domain’s

1A meta algorithm that allows several one-dimensional regression algorithms to be combined together to allow
an M-dimensional input to be mapped to an N-dimensional output.
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argument set whereby its characteristics are the most similar to the predicted ones, i.e., ~̂a.

For this purpose, we need to define a distance measurement between arguments in ArgSpace.

Given such a distance measurement w we can translate any ~̂a ∈ ArgSpace into the target

domain’s argument set A using argmina∈Adistancew|~̂a− a|.
In order to define a distance measurement over ArgSpace we used a Genetic Algorithm

(GA)-based method successfully deployed in different applications (a recent example is the

painter classification problem [103]) which uses the Weighted Nearest Neighbor (WNN) method.

In the WNN approach, one seeks to find a weight vector (i.e., a chromosome) that will de-

fine the distance between every pair of arguments in ArgSpace using a weighted sum; let

a, b ∈ ArgSpace then distancew(a, b)Σ5
i=0wi(ai − bi)2. This distance measurement (in fact,

this is a metric) will be used to identify the argument in the target domain’s argument setA that

is most similar to the predicted ~̂a using argmina∈AΣ5
i=0wi(ai − ~̂ai)2.

We seek to find a chromosome that will maximize the correct classifications using the

above classification approach. To reveal this chromosome we removed all conversations over

each topic, one at a time, and used the remaining conversations (from the two remaining topics)

as training data. The conversations from the topic removed were used for the fitness calcula-

tion of the chromosome, i.e., the number of correctly classified argumentative choices in the

conversation from the topic removed.

Given the training data, we randomly generated a population of 500 weight vectors (i.e.,

chromosomes), with each vector of 5 non-negative numbers representing the weights associ-

ated with the different dimensions of ArgSpace. We then implemented a stochastic universal

sampling module, with double-allele-mixing crossover operators (mating two genotypes by

randomizing the parents’ alleles) with an 80% occurrence, a Gaussian additive mutation op-

erator with 40% occurrence and 5% elitism for 250 generations. The fitness function for a

chromosome is the number of argumentative choices correctly classified in the left-out domain

(the higher the better) given the Multidimensional Regression model’s prediction ~̂a. The pro-

cess was repeated 3 times, arriving at 3 distinct chromosomes – one per topic. In simple terms,

we allowed the weight vector population to produce the best weights per target domain, i.e., to

yield the weight vector which produces the highest number of correctly classified argumenta-

tive choices in the target domain per the Multidimensional Regression model’s prediction.

We then evaluated the 3 calculated chromosomes. For the evaluation we used the left-out

topic as the evaluation set. Surprisingly, despite the over-fitting fitness function (the weight

vector population evolving with respect to the evaluation set), the accuracy of the best weight
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vectors was rather poor. When using the Multidimensional Regression model and predicting

the 3 closest WNN arguments in the target domain’s argument set, the approach averaged 12%

accuracy across the 3 domains. These results are worse than the relevance-based prediction (see

Section 2.2.2), which does not require any training data, and averages 57% accuracy across the

3 domains.

Discussion on the Prediction of Human Argumentative Behavior

The above results, based on structured argumentation (Experiment 1), free-form human delib-

erations (Experiment 2) and semi-structured chats (Experiment 3), show that the fundamental

principles of Argumentation Theory cannot explain or predict a large part of the human argu-

mentative behavior. Thus, Argumentation Theory, as it stands, should not be assumed to have

descriptive qualities when it is implemented with people.

Despite its simple implementation and promising results in predicting human argumenta-

tive behavior, the Relevance heuristics have not received any attention in the existing literature

on human argumentative behavior.

The results from using ML techniques in predicting human argumentation suggest that the

prediction of human argumentative behavior is possible in structured, semi-structured and free-

form argumentation as long as training data on the desired topic is available. The results also

suggest that ML can be useful in investigating argumentation in the real world.

On the other hand, the use of TL did not perform satisfactorily. Apparently, given conver-

sations on the target topic, conversations on different topics (even from the same deliberator)

did not enhance the prediction accuracy. Moreover, when no conversations over the desired do-

main are available, our findings show that it is better to use the relevance heuristics rather than

deploy a sophisticated TL and GA-based WNN approach. There are several possible explana-

tions for these results, two of which are: (1) People do not use a cross-topic deliberation style

– people might deliberate differently over different topics, depending on varying factors such

as their knowledge of the topic, their attitude towards the discussed issue, etc. (2) The topics

are too distinct– even if people follow some argumentative patterns, they are hard to detect as

patterns manifest differently in unrelated topics. Some study participants claimed that one or

two of the selected topics were not interesting and hence the conversations were rather absent-

minded, making it extremely difficult to predict the study participants’ arguments. We hope

that these results will inspire researchers in other fields to take on the challenge of investigating

cross-topic human argumentative behavior.
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Identifying cultural differences has been shown to have a vast impact on automated negoti-

ations [104]. In the scope of this work, on two occasions the argumentative cultural difference

between Israeli and American study participants was investigated: first, Experiment 1 was

performed twice — once with an American group (from AMT) and once with an Israeli group

(students). Despite the age and potential cultural differences between the groups the ML model

was able to learn from one group and predict for the other without bearing a significant loss in

prediction accuracy. Second, and perhaps the most surprising result, is the fact that the results

of Experiment 2 and Experiment 3 were shown to be extremely similar both in reference to in-

fluential features of the prediction model and in the model’s accuracy itself. There are several

major differences between Experiment 2 (annotated phone conversations between American

residents1, in English, recorded in the late 1980’s and early 1990’s) and Experiment 3 (semi-

structured chats between Israeli students, in Hebrew, collected at the end of 2014). However,

extremely similar results were recorded. The results suggest that using a cross-cultural (US-

Israeli) model is possible, though further investigation of this topic is needed.

Additional argumentative, psychological and social issues should be investigated in accor-

dance with the gathered data.

2.2.3 Agents for Providing Arguments

Given the encouraging results in predicting human argumentative behavior (Section 2.2.2), we

now direct our attention to the task of utilizing the suggested prediction models in developing

argument provision agents.

Agents’ Policies

There are two main approaches when suggesting an argument to a deliberator: suggest an

argument that the deliberator has considered and would (probably) use anyway or suggest

innovative arguments – those that the deliberator has (probably) not considered. We designed 9

argument provision policies that implement the two approaches, separately and combined. The

agents used our four suggested prediction methods (Section 2.2.2) to identify which arguments

people are prone to use in a given deliberation state.

• Predictive agent (PRD) offers the top 3 ranked arguments using the ML prediction

model that were not already mentioned in the discussion. That is, the arguments that

1Unfortunately, no demographic data is available.
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best fit the discussion’s situation and the deliberator as learned from the training-set with

the exception of arguments that were already presented in the discussion.

• Predictive agent with repeated arguments (REP) offers the top 3 ranked arguments in

the prediction model while enabling the provision of arguments that were already used

in the conversation, i.e., the agent provides the best fitting arguments to the situation and

the deliberator as learned from the training-set without any restrictions on the provided

arguments1.

• Relevance-based heuristic agent (REL) offers the 3 “closest” arguments to the last

given argument (using edge-distance). We tested whether the relevance notion could act

as a good policy. Note that the REL agent requires no complex modeling or training.

• Weak Relevance-based heuristic agent (WRL) offers the 3 least related arguments to

the last argument (using edge-distance). The idea behind this policy is to offer the user

arguments that she would not naturally contemplate or say.

• Predictive and Relevance-based Heuristic agent (PRH) offers the top 2 predicted ar-

guments and the most relevant argument (using edge-metrics) which was not part of the

predicted arguments. This agent attempts to enjoy the better of the two policies – PRD

and REL.

• Theory-based agent (TRY) calculates the extension of the argumentation framework

using the Grounded semantics and offers 3 arguments which are part of that extension.

Because the extension is usually larger than 3, the agent offers the 3 arguments “closest”

to the last given one (using edge-distance). That is, among the “justified” arguments

(according to the Grounded semantics), the agent offers the top 3 arguments relevant at

the moment.

• Transfer Learning agent (TLA) uses the TL prediction methodology described in Sec-

tion 2.2.2. The agent suggests the 3 weighted arguments in the target domain’s argument

set nearest the predicted values in ArgSpace. The agent was tested only when no previ-

ous data on the target domain was available.

1In several conversations in Experiment 2 and 3 we encountered study participants that repeated certain argu-
ments more than once during the conversation, possibly in an attempt to stress the importance of those arguments.
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• Transfer Learning and Relevance agent (TLR) suggests the 2 weighted arguments

in the target domain’s argument set closest to the predicted values in ArgSpace and

the most relevant argument (using edge-distance) which was not part of the predicted

arguments. Similar to the TLA agent, this agent was tested only when no previous data

on the target domain was available.

• Random agent (RND) offers 3 arguments in a random fashion while avoiding previously

used arguments. This policy served as a baseline.

Experimental Design

In order to evaluate the proposed policies we used the “Influenza Vaccinations” topic that was

shown to spark long and quality conversations in Experiment 3.

First, we used Experiment 3’s conversations on “Influenza Vaccinations” to train the pre-

diction model for the PRD and REP agents and Experiment 4’s conversations on “Voting” and

“Gambling” to train the TLA and the TLR 1.

Second, we implemented the 9 different agents where each was tested in 17 chats, totaling

153 deliberations with 306 human study participants. Similar to Experiment 3, in each chat we

coupled 2 study participants who were asked to deliberate over the same topic of “Influenza

Vaccinations”, but in a free form chat. Note that in order to maintain the scientific integrity of

the results only one participant in each chat was assigned a personal agent. From the 306 study

participants who took part in this experiment, 286 were Israeli students who were recruited

from classrooms, libraries, etc. and 20 were Intel employees. The study participants ranged in

age from 18 to 65, with about 60% male and 40% female participants2.

The identification of the arguments used by the deliberators was done in a Wizard of Oz

fashion, where during the chat a human expert3 mapped the given sentences into the known

arguments in the previously built argumentation framework (consisting of 40 arguments, see

Section 2.2.2). The deliberator who was assigned an agent received 3 suggestions on the right

side of the screen in a textual form following each presented argument in the discussion (by

either of the deliberators). Suggestions started to appear after encountering 2 arguments in the
1As part of Experiment 4, in the conversations about “Influenza Vaccinations”, one of each paired study partic-

ipants was equipped with an argument provision agent, either the TLA or the TLR. Hence, the analysis presented
in this section reflects only half of the study participants who participated in Experiment 4.

2Per Intel’s request, Intel employees were not asked to provide their demographics, hence the presented num-
bers are based on the student group and our estimation concerning the Intel group.

3In order to prevent the expert from being biased toward one of the agents, the expert was not involved in any
other part of the research and, in particular, in building the agents.
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deliberation to facilitate a short learning period for the agent. We emphasize that, the agents,

excluding the TLA and the TRL agents, had no prior knowledge of the deliberator and required

no information from the study participant prior to or during the deliberation. Study participants

could not select a suggested argument by clicking on it, but had to type their arguments in a

designated message-box. This restriction was implemented to avoid “lazy” selections.

All obtained deliberations consisted of 4-20 arguments (mean 9), and took between 5-21

minutes (mean 12). Deliberations ended when one of the deliberators chose to end it, just as

in real life. Yet, in order to receive the 15 NIS payment (the price of a cup of coffee and a

large pastry in the University cafeteria), the deliberators had to deliberate for a minimum of 5

minutes.

At the end of each session, the study participant who was equipped with an agent was asked

to provide her subjective benefit from the agent on the following scale; Very positive, Positive,

Neutral (neither positive nor negative), Negative, Very Negative.

Evaluation

We evaluated the agents’ quality using the study participants’ subjective reported benefit and

the normalized acceptance rate which is defined as follows: For each conversation we calcu-

lated the percentage of arguments the study participant used from the agent’s suggestion. Then,

we averaged those percentages to calculate the normalized acceptance rate for each agent. The

Normalized Acceptance Rate of the PRH agent was significantly higher than the other agents,

averaging 62% acceptance (the study participant’s acceptance rate ranged between 20% and

100%), whereas the PRD agent averaged 26% (0%-50%), the REP agent averaged 19% (0%-

50%) and the REL agent averaged 47% (10%-100%). The comparison of the TL agents, TLA

and TLR, with the PRH agent is biased. The TL agents do not have training data on the target

topic (“Influenza Vaccinations”) and hence cannot compete with the PRH agent which special-

izes in the target topic. Nevertheless, the TL agents (TLR achieved 42% (0%-80%) and TLA

achieved 25% (0%-50%)), were outperformed1 by the REL agent (47%) which also does not

use training data on the target domain. Note that the REL agent does not require any training

data, hence it uses a much simpler modeling than the TL agents. The WRL, RND and TRY

agents performed very poorly, achieving 3%, 10% and 11%, respectively. The PRH agent out-

performed the other 8 agents in a statistically significant manner (p < 0.05), using post-hoc

univariate ANOVA. See Graph 2.4.

1This result is not statistically significant.
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As for the study participants’ subjective Reported Benefit, again, the PRH agent outper-

formed the others in a convincing manner. All 17 study participants equipped with the PRH

agent reported a positive benefit (5 reported very positive, 12 reported positive), which is sig-

nificantly better than the contending agents in the p < 0.05 range using Fisher’s Exact test. For

comparison, 2 study participants reported very positive benefits, 10 reported positive benefits

and 5 neutral benefits from the PRD agent, whereas no one reported very positive benefits, 12

reported positive benefits and 5 reported neutral benefits from the REL agent. Also, only 10

study participants reported positive benefits from the TLA and TLR agents (combined), with

the other 24 study participants reporting neutral benefits. RND, WRL and TRY agents again

performed very poorly with very few study participants reporting positive benefits.

PRD REP REL WRL PRH TRY TLA TLR RND
0

0.2

0.4

0.6

0.8

1

Figure 2.4: Normalized Acceptance Rate for the agents. The error bars indicate standard errors.

Discussion

A strong positive correlation of 0.78 was demonstrated between the study participants’ nor-

malized acceptance rate and their subjective reported benefit. However, it is hard to claim that

the results suggest a causal relation between the two as both are probably correlated with the

quality of the suggested arguments, which was not explicitly evaluated.

The PRH agent stood out on both examined axes, the normalized acceptance rate and the

subjective reported benefit, surpassing the other 8 agents, including the PRD and REL agents

which provided the inspiration for its design. A close examination of these agents’ results can

provide a possible explanation; while the average reported benefit from the PRD agent was

higher than the one reported from the REL agent, the normalized acceptance rate was lower.

We believe that providing predicted arguments is beneficial to the user as it strengthens her
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beliefs and opinions, yet it does not provide her with any novel insights. Consequently, using

the suggested (predicted) arguments might seem trite, and may cause the user to feel unoriginal

or like a conventional deliberator. On the other hand, the REL agent provided novel, yet closely

related arguments. However, some of these arguments did not fit the beliefs or desires of the

user, resulting in a lower subjective benefit. Apparently the combination of the two policies,

captured by the PRH agent, takes advantage of the better of the two polices, resulting in a

dominating policy.

To our surprise, the lowest ranking agent on both of the axes that we examined was WRL.

As the only agent that does not attempt to predict its users’ argumentative behavior we believed

that it would provide the users novel arguments from another point of view which would enrich

the deliberators’ knowledge and perspective resulting in a good subjective benefit. However,

only 1 of the 17 study participants equipped with WRL reported a positive benefit whereas the

rest reported neutral benefits.

The TRY and RND agents performed poorly as well. Despite the very limited predictive

abilities of Argumentation Theory (Section 2.2.2), we hoped that we would observe study par-

ticipants using TRY’s suggested justified arguments. Nonetheless, study participants reported

low benefits from the agent and the analysis revealed a low acceptance rate for its arguments.

The TL approach, which failed to predict people’s argumentative behavior, has been shown

to provide reasonable policies. However, using the TL approach requires prior knowledge

about the deliberator (in the form of prior discussions) and rather complex modeling. Hence,

the TL agents were dominated by the REL agent which not only achieved better acceptance

rates1 and higher subjective benefits but also required much simpler modeling.

Overall, the results demonstrate that given prior discussions on the desired domain, the

PRH is the dominant approach. However, in the absence of such data - for example when dis-

cussing a new or relatively unexplored topic - the REL policy can provide an easy to implement

methodology which has been shown to outperform theory-based and TL-based policies.

Interestingly enough, none of the study participants reported negative or very negative ben-

efits from any of the agents. The fact that no one reported a negative or a very negative benefit

is very encouraging; even when the advice was not used by the study participants, the agent did

not “bother” them. This finding indicates that argument provision agents, regardless of their

algorithms or policies, hold much potential in real world implementation.

1This result is not statistically significant.
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2.2.4 Conclusions

We performed a pioneer, large scale empirical study with over 1000 human study participants

on the prediction of human argumentative behavior in discussions and its implications in the

designing and deployment of automated argument provision agents.

Four prediction methods - Argumentation Theory, Heuristics, Machine Learning and Trans-

fer Learning - as well as nine argument provision agents were implemented and extensively

tested with hundreds of human study participants.

We first conclude that the prediction of human argumentative behavior is possible and that

its use in designing argument provision policies is beneficial.

We show that Argumentation Theory, despite its appealing properties, does not provide a

useful prediction method nor does it provide a favorable argument provision policy in delib-

erations. This finding suggests that other aspects of argumentation in addition to justification

should be explored to better bridge over the differences between human argumentative behavior

and Argumentation Theory.

We further show that the use of the Relevance notion, which was first introduced in this

study, provides a simple yet beneficial prediction method and argument provision policy. Note

that only an argumentation framework is needed for the implementation of this approach. No

training phase is needed nor does it require the collection and annotation of argumentative

dialogs prior to deployment.

The use of Machine Learning (ML) in argumentation has been shown to provide a valuable

prediction method. However, this prediction did not translate into favorable argument provision

methods without the inclusion of the relevance heuristics. We claim that ML is needed to

further investigate argumentative behavior in the real world, and its combination with simple

heuristics can enhance its attractiveness as an argument provision policy in deliberations.

The Transfer Learning (TL) approach provided poor results as a prediction method and

unfavorable results as an argument provision policy. We believe that a more fruitful use of TL

in argumentation can be achieved in simpler and more restricted domains. For example, when

predicting the argumentative choices of a salesman’s overtime it is reasonable to deem that

similar persuasive arguments will be used when pitching similar goods - for instance, a Toaster

and a Microwave oven. However, this study considered deliberations on varying, unrelated

topics which resulted in disadvantageous results of the TL approach.
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Regardless of policy, none of the study participants reported a negative or a very negative

benefit from the agent’s suggestions, with many study participants reporting positive and very

positive benefits. This finding emphasizes the potential held by automated agents in the context

of argument provision and the promising possibilities that the prediction of human argumenta-

tive behavior holds in designing such agents.

2.3 Argumentative Persuasion

In this section we explore how automated argument provision agents could be used to help peo-

ple in a persuasion setting. Recall that persuasion is remarkably different from the deliberation

structure we considered in Section 2.2. Namely, while in deliberations the deliberators merely

exchange opinions and beliefs and do not strive to maximize any explicit utility function, per-

suasion is designed to influence others by modifying their beliefs or actions. Namely, there is

an explicit goal.

People often engage in persuasive interactions through dialog in which parties who hold

(partially) conflicting points of view can exchange arguments. Therefore, an automated agent

should be able to support its user by presenting arguments for her to use during a dialog. Note

that for an automated agent to independently engage in a dialog on its user’s behalf (without the

help of its user), the agent should be able to map natural language statements into arguments,

phrase arguments in a natural way, etc. As discussed in Section 2.2, despite recent advance-

ments in NLP and IR and their studied connections to argumentation, state-of-the-art tools have

yet to achieve sufficient performance for real-world use. Hence, throughout this work we use

a human persuader/annotator whom we hired as a research assistant. In order to prevent the

research assistant from being biased toward one of the agents, the research assistant was not

involved in any other part of the research (and did not co-author any subsequent publications)

and in particular he was not involved in building or designing the agents. Specifically, the

human persuader had no way of knowing which agent was providing him the advice.

Persuasive technologies offer various techniques for an automated agent (the persuader)

to convince a human (the persuadee) to change how she thinks or what she does [105]. Some

of these techniques use argumentative dialogs as their persuasion mechanism. However, as

discussed in Section 2.2, strategical aspects of argumentative persuasive dialogs are still un-

derdeveloped (see [106] for a review). Argumentation Theory has recently investigated the
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challenge of finding optimal persuasion strategies in dialogs [107, 108]. In particular, the pro-

posed approaches do not assume that the opponent will play optimally, which is a common

assumption in game theoretical analysis of persuasion dialogs [109, 110]. Furthermore, they

do not assume perfect knowledge of persuadees’ characteristics. The proposed methods have

yet to be investigated with people, mainly due to their assumed strict protocols for the dialog

which make their implementation with people very challenging.

In this section we present a novel methodology for designing automated agents for hu-

man persuasion through argumentative dialogs without assuming a predefined protocol. Our

methodology is based on a newly designed argumentation framework called the Weighted Bipo-

lar Argumentation Framework (WBAF) which we introduce in this chapter and for which we

suggest a semantic. The framework and semantics are aimed at modeling the initial beliefs

held by a reasoner (in our case, the persuadee) as well as the fuzzy nature in which arguments

and opinions within the framework affect each other. Unlike classic semantics which label

each argument in the framework as justified or not, our suggested semantics allows each ar-

gument to carry a continuous value representing its justification level within the framework.

Then, we formally define the persuasion task given the assumption that the persuadee acts

stochastically. The persuasion task’s goal is to maximize the probability that the persuadee will

take the desired action or change her views on a given matter by presenting arguments. We

reduce the persuasion task to a Partially Observable Markov Decision Process (POMDP) [111]

and approximate its solution using the prediction of the persuadee’s argumentation framework

and argumentative behavior. This prediction is done using ML techniques based on collected

human argumentative data as described in Section 5.5. Using the obtained policy, which ap-

proximates the optimal policy for the corresponding POMDP, our agent presents arguments to

its user for use during a dialog.

In two field experiments, with a total of more than 100 human subjects, we show that

our agent, which we named SPA, was able to assist its user to persuade subjects to change

their opinions and take a desired action significantly more often than when interacting with a

baseline agent and no worse than when subjects attempted to persuade each other without an

agent’s help. To the best of our knowledge, this is the first work within the context of strategical

argumentation to consider the optimization of persuasive dialogs with people.
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2.3.1 Related Works and Background

Theoretical modeling and strategical studies of agents’ behavior in persuasion interactions,

within both argumentation theory and multi-agent systems, have presented logics, protocols

and policies which enable agents to engage each other in a meaningful manner [112, 113, 114,

115, 116, 117]. In this realm, studies rely on the assumption that the engaging agents adhere

to strict protocols and logics or that the agents are given unrealistic prior knowledge on their

opponent’s knowledge and beliefs [106]. Furthermore, strategic persuasion is inherently NP-

complete [118].

The literature on the optimization of persuasive strategies in argumentative dialogs can

be divided into 2 broad approaches: 1) Game Theory – in which the agent assumes that its

counterpart maximizes expected utility acts optimally. 2) Heuristic-Based – in which the agent

uses a strategy following some rule-of-thumb notion.

In the Game Theory approach, theoretically founded methods and guarantees are provided

for computing optimal argumentative strategies (e.g., [110]). However, we have shown that

people often do not adhere to the optimal, monolithic strategies that can be derived analytically

in the discussion context in Section 2.2. Therefore, in this section we focus on the Heuristic-

Based approach.

In the Heuristic-Based approach, the persuadee is neither assumed to be strategical nor

is she assumed to act optimally. Several heuristics for persuasive dialog policies have been

proposed in the literature, for example, heuristics selecting arguments that support the agent’s

most important values [119], revealing as little information as possible [120] or presenting

arguments which have a high success rate from past experiences [121]. As observed in [122],

a history of previous dialogues can be used to predict the arguments that the persuadee might

put forward. Naturally, this prediction (sometimes called persuadee or opponent modeling) is

a key component in designing persuasive arguments; a recent example is presented in [123]. In

this realm, the persuadee is usually assumed to act stochastically, which is an assumption that

we also apply in this work. However, the persuader is not assumed to have perfect knowledge

of the persuadee’s characteristics. To address this shortcoming, we utilize the predicting of

people’s argumentative choices using ML techniques, similar to the approach used in Section

2.2. Namely, given a certain state of the dialog, the agent can estimate the persuadee’s next

argument using ML.
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Hadoux et al. [108] suggested a variation of the Markovian model to optimize persuasive

behavior in dialogs. As in previously suggested modeling, the authors impose restrictive as-

sumptions on the persuader’s and persuadee’s behavior which are relaxed in this work. Hunter

[107] also presented a probabilistic modeling of the persuasive dialog using an asymmetrical

dialog procedure, in which only the persuader can posit arguments. In this work, we assume

a symmetric dialog in which both parties can posit arguments. Neither of the works men-

tioned above, like most other works in the field, have been evaluated with people. This fact

raises concerns regarding the applicability of the suggested model and well thought out theo-

retical modeling when accounting for human argumentative behavior. As previously discussed,

very little investigation has been done regarding how well the proposed Argumentation The-

ory modeling applies to humans. These papers do not account for persuasive argumentative

interactions.

The NLP community has also addressed the issue of automatic persuasion in various set-

tings. This has been done for example by generating personalized smoking cessation letters

[124], ranking textual arguments by their persuasiveness [125] and analyzing the persuasive-

ness of arguments in online forum discussions [126]. The proposed methods focus on linguistic

features rather than strategical human-agent interaction, and thus complement the proposed no-

tions of this chapter.

2.3.2 Theoretical Modeling

Following the discussion in Section 2.2, we use the BAF framework (Definition 1). However,

in persuasive settings, one should account for the fact that people associate different belief

levels in arguments, as suggested in [127, 128], and different strength levels with interactions

between arguments, as suggested in [62].

Therefore, throughout this section we use the newly proposed Weighted Bipolar Argumen-

tation Framework (WBAF) which integrates the basic notions from the Bipolar Argumentation

Framework [60], the Weighted Argumentation Framework [62], the Quantitative Argumenta-

tion Debate (QuAD) Framework [128] and the Trust Argumentation Framework [127].

Definition 6. Let V be a completely ordered set of elements with a minimum element (Vmin)

and a maximum element (Vmax). A Weighted Bipolar Argumentation Framework (WBAF) <

A,R, S,W,B, ω > consists of a finite set A called arguments1, two binary relations over A

1Represented as short textual statements.
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called attack (R) and support (S), an interaction weighing function W : R ∪ S → V and an

argument belief function B : A → V . ω ∈ A is a designated argument which represents the

discussed issue.

We will refer to the WBAF as the “argumentation framework” from this point forward.

In Definition 6, we assume 2 types of possible interactions between arguments: attack

and support. That is, if argument a ∈ A relates to an argument b ∈ A, then aRb or aSb

holds, respective of the relation type. It is argued that the use of both support and attack

relations in argumentation frameworks is essential to represent realistic knowledge (see [64]

for a survey). We also allow relations to carry different weights. The weighing function W :

R ∪ S → V returns a value for each pair of arguments belonging to the attack or support

relations representing the degree to which one argument attacks or supports the other. Based

on preliminary experiments, we assume that while the attack and support relations are not

disputable in our modeling, each agent may have a different W function. We also incorporate

a belief function B : A → V in our model. The belief function represents the belief that

a reasoner has in each argument, regardless of other arguments. Again, beliefs are personal

and different agents may have different beliefs, as we noticed in our experiments. ω denotes

the argument of interest. Specifically, a reasoner seeks to evaluate ω in the context of the

argumentation framework.

Example 2. The following is part of an argumentation framework on the topic “You should

have a Computer Science Master’s Degree” as detailed in Section 2.3.5.

A consists of the following arguments: ω =“You should have a Computer Science Master’s

Degree”, a = “A Master’s Degree helps in getting well-paying jobs.”, b =“Experience is

more important than education. Therefore, a master’s degree will not help in getting better

jobs.” and c =“Conducting academic research is challenging and interesting”. R is defined

as {< b, a >} since argument b attacks argument a. S is defined as {< a, ω >,< c, ω >}
since both a and c directly support ω. W and B can be defined differently by each reasoner.

For example, W can be defined as W (< b, a >) = 0.5,W (< a, ω >) = W (< c, ω >) = 0.2,

indicating that the reasoner who uses this argumentation framework believes that b’s attack on

a is stronger than a’s support for ω and c’s support for ω. B can be defined as B(a) = 0.1,

B(ω) = 0.5,B(b) = B(c) = 0.7, indicating that the belief of the reasoner in a (not taking into

account any other arguments) is lower than her belief in b. See Figure 2.5 for an illustration of

Example 2.
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Figure 2.5: An example of a WBAF, as specified in Example 2. Nodes represent the arguments,
arrows indicate attacks and arrows with diagonal lines indicate support. The numbers within the
nodes represent the belief function and the numbers next to the edges represent the weighing func-
tion.

In our framework we assume that a reasoner uses an evaluation function v : A→ V which

assigns a real value to each argument while contemplating the argumentation framework. Note

that v is different from the belief functionB as the belief function captures the belief a reasoner

has in his own argument, regardless of other arguments in the argumentation framework. The

evaluation function v can be defined in various ways capturing different underpinning princi-

ples. In any suggested evaluation function one needs to address 3 issues:

1. Propagation - how does the valuation of argument a influence argument b given the

weight of the relation between a and b?

2. Summation - how do attacking (supporting) arguments accrue?

3. Consolidation - how are the attacking arguments and supporting arguments incorpo-

rated?

These three issues are addressed in definition 7, which is an extension of the gradual valu-

ation in Bipolar Argumentation Frameworks [60] to gradual belief valuation in WBAFs.

Definition 7. Let WBAF =< A,R, S,W,B, ω > where W and B are defined over V , and

let V ∗ be the set of all finite length tuples of values in V . Let h : V ×V → V be a propagation
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function, evaluating the quality of attack/support which one argument has over another; let

fatt : V ∗ → Fatt (resp. fsup : V ∗ → Fsup) be the summation function, evaluating the quality

of a set of attacking (resp. supporting) arguments; and let g : Fatt × Fsup × V → V be the

consolidation function which combines the impact of the attacking arguments with the quality

of the supporting arguments and the initial belief in the argument.

Consider a ∈ A with arguments b1, . . . , bn as attacking arguments (biRa) and c1, . . . , cm

as supporting arguments (ciSa). A gradual belief valuation function on AF is v : A → V

such that v(a) = g(fsup(h(v(b1), w(b1, a)), . . . , h(v(bn), w(bn, a))),

fatt(h(v(c1), w(c1, a)), . . . , h(v(cm), w(cm, a))),

B(a)).

An instantiation of a gradual belief valuation function is considered legitimate if it satisfies

the following axioms (for convenience, in the following f indicates both fatt and fsup):

1. h(x, y) must be non-decreasing in both x and y.

2. xi > x′i → f(x1, . . . , xi, . . . , xn) > f(x1, . . . , x
′
i, . . . , xn)

3. f(x1, . . . , xn) > f(x1, . . . , xn, xn+1)

4. f() = α ≤ f(x1, . . . , xn) ≤ β1.

5. g(x, y, z) must be non-decreasing in x and z and non-increasing in y.

The above axioms capture basic principles that should be followed by any legitimate grad-

ual belief valuation function. Axiom 1 assures that the propagating value from one argument

to another depends on the source argument’s justification level and the interaction weight in a

non-negative manner. Axioms 2, 3 and 4 assure that the summation function increases in the

number and quality of the relevant arguments, yet the value is bounded. Axiom 5 assures that

the consolidation function does not decrease in the summed strength of the supporting argu-

ments and does not increase in the summed strength of the attacking arguments. Furthermore,

it assures that the function does not decrease in the belief level of the argument.

Definition 7 gives rise to a family of valuation functions. Given an argument of interest,

the value returned by the valuation function represents the reasoner’s ability to support that

argument and defend it against potential attacks. The higher the strength level, the easier it is

1α (β) is the minimal (maximal) value of Fsup (resp. Fatt)

53



2. ADVICE PROVISION IN ARGUMENTATIVE DIALOG

to support and defend the argument, and the harder it is to attack it. In this study we use the

following instantiation:

h = min, V = [−1, 1], Fsup = Fatt = [0,∞],

fsup(x1, . . . , xn) = fatt(x1, . . . , xn) =
n∑
i=0

xi + 1

2

and g(x, y, z) = max{ 1
1+y −

1
1+x , z}.

The above instantiation is inspired by the ArgTrust application [127], which uses a propa-

gation function of min, and extends the gradual valuation function definition in [60] to incor-

porate belief and propagation. The motivation for this choice is twofold: first, the selection of

min as a propagation function induces an upper bound on the affect one argument has on the

other. The selection of the summation and consolidation functions is a natural extension of [60]

and provides desirable properties such as the ones described above as axioms. An illustration

of the use of the above gradual belief valuation function is presented in Example 3.

Proposition 1. The suggested instantiation is a gradual belief valuation function.

Example 3. Using Example 2’s argumentation framework, our proposed gradual belief val-

uation function will provide the following: v(ω) = 0.53,v(a) = −0.43,v(b) = 0.7 and

v(c) = 0.7. If we were to remove a and b from the argumentation framework, v(ω) would

decrease to 0.37. Similarly, if we remove c from the argumentation framework, v(ω) would

decrease to 0.3 (its belief level).

We assume that the higher v(ω) is within a reasoner’s argumentation framework, the more

positive the reasoner’s attitude will be towards the topic of interest (ω). Therefore, in a persua-

sive setting, it is the persuader’s task to try and maximize the persuadee’s valuation v(ω). We

discuss this task next in Section 2.3.3.

2.3.3 Persuasive Dialog Optimization

A persuasive dialog is a finite sequence of arguments < a1, a2, . . . , an > where arguments

with odd indices are presented by the persuader and arguments with even indices are presented

by the persuadee. A dialog is terminated when the persuader uses the “terminate” argument,

which is only available to him.
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We denoted D as the set of all finite length dialogs. For every even index of the dialog, the

persuader observes the current state of the dialog d ∈ D and posits an argument a according to

a persuasive policy π. That is, π maps each possible even length dialog to an argument that the

persuader should posit.

A persuasive agent seeks to execute an optimal persuasive dialog policy, π∗. Namely, π∗

maximizes the expected value of v(ω) in the persuadee’s argumentation framework by follow-

ing it until the dialog terminates.

We consider an environment in which the both the advising agent and the human persuader

are omniscient, namely, they are aware of all arguments affecting ω, the designated argument

which represents the discussed issue. On the other hand, we assume that the persuadee may

only be aware of a subset of the arguments of which the persuader is aware. This asymmetrical

situation is common when the persuader is an expert in the discussed issue and the persuadee

is not. Namely, an extensive WBAF which contains all possible arguments affecting ω is main-

tained by the persuader. However, each persuadee holds a different WBAF that may differ from

the one held by the persuader. Consequently, the persuader seeks to estimate the persuadee’s

WBAF and strives to influence her. The persuader can influence the persuadee’s evaluation

of ω (denoted as v(ω)) under the persuadee’s argumentation framework by introducing new

arguments of which the persuadee was unaware. Once presented with an argument of which

the persuadee was unaware, we assume that the argument is added to the persuadee’s argu-

mentation framework and v(ω) is updated accordingly. In our environment, the persuadee’s

argumentation framework is not assumed to be known to the persuader prior to or during the

dialog. However, we do assume that the persuader can obtain a probability distribution χ of the

persuadee’s possible argumentation frameworks, perhaps from past interactions. However, due

to the infinite number of possible argumentation frameworks (recall that the WBAF’s B and

W functions may return continuous numbers), constructing and using χ is not straightforward.

Note that the persuader can only be certain that arguments that have actually been presented in

the dialog are in the persuadee’s argumentation framework.

We assume that the persuadee’s choice of arguments depends heavily on her argumenta-

tion framework. Namely, after an argument is presented by the persuadee, the persuader may

change her estimations of the persuadee’s argumentation framework as the persuadee’s argu-

ments act as “signals” to her argumentation framework. Namely, when the persuadee posits

argument a, the persuader learns that a is part of the persuadee’s argumentation framework.
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Then the persuader can speculate why the persuadee chose to posit that argument. For exam-

ple, a reasonable explanation may be that the persuadee thinks that a is well supported in her

argumentation framework. A more practical way to look at this phenomenon, which we use

later, is that the persuader speculates which argumentation frameworks are likely to result in

the persuadee presenting argument a given the current state of the dialog.

Given any non-terminated dialog d, an optimal persuasive dialog policy π∗ satisfies the

following equation:

π∗(d) = argmaxa Eπ∗ [v(ω)|da] (2.1)

where Eπ∗ denotes the expected value given that the agent consistently follows policy π∗ until

the dialog terminates.

Note that calculating π∗ is infeasible due to the infinite number of possible argumentation

frameworks and the exponential number of possible dialogs. Therefore, our persuasive agent

assists the human persuader by approximating the optimal persuasive dialog policy and propos-

ing arguments for her to use. We address both issues next in the design of our agent, SPA, in

Section 2.3.4.

2.3.4 Strategical POMDP Agent (SPA)

In order to approximate the optimal solution for the dialog optimization problem (Section

2.3.3), we show a reduction of this problem to a Partially Observable Markov Decision Process

(POMDP) [111]. As discussed in Section 2.3.3, we do not assume that the persuadee’s argu-

mentation framework is known to the persuader prior to or during the dialog. In other words,

the persuadee’s state, i.e., her argumentation framework, is only partially observable to the per-

suader. Nevertheless, the persuader does see the dialog that takes places, which we will refer

to as the observation, and can be used to derive insights regarding the persuadee’s state. As

the dialog progresses more arguments are presented, which change the persuader’s observation

and possibly the persuadee’s state if new arguments are added to her argumentation framework.

The persuader posits arguments, i.e., takes actions, in order to influence the persuadee’s argu-

mentation framework. That is, following an action by the persuader a change in the system

occurs according to some transition function which we will soon discuss. The persuadee also

presents arguments in the dialog. However, the persuadee cannot posit arguments of which

she is unaware (i.e., they are not in her argumentation framework), therefore the persuadee’s

arguments only change the observation and thereby, as discussed in Section 2.3.3, play an im-

portant role in estimating the persuadee’s state. Naturally, the persuader seeks to maximize the
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expected value of v(ω) in the persuadee’s argumentation framework by following the optimal

persuasion policy. At the same time, the persuader wishes to avoid prolonging the dialog, be-

cause long dialogs may bother or annoy the persuadee. To that end, the persuader may use a

discounting factor to favor short dialogs.

We model the persuasive dialog optimization problem as a Partially Observable Markov

Decision Process (POMDP).

Definition 8. A Partially Observable Markov Decision Process is a tuple

< S,A,T, D,R,Φ, γ > where:

• S is the set of all possible argumentation frameworks. s ∈ S is a persuadee’s argumen-

tation framework.

• A is the set of all arguments that may affect the evaluation of ω and the argument “ter-

minate”. a ∈ A is an argument that the persuader can posit, i.e., a is in the persuader’s

argumentation framework. Recall that we assume that the persuader is omniscient, and

thus aware of all arguments affecting ω (see Section 2.3.3).

• T represents the state transition dynamics, where T : S × A × S 7→ {0, 1}. T(s, a, s′)

is an indicator function specifying whether a transition from s to s′ using a is valid.

Formally,

T(s, a, s′) =

1 if s′ = s⊕ a

0 otherwise

where s⊕ a is the resulting framework from adding argument a to s.

• D is the set of all possible finite length dialogs. In our setting, D is also the set of all

possible observations.

• R : S×D 7→ V is the reward function for arriving at state s with dialog d. We define

R(s, d) =

0 if d is non-terminated

v(ω) otherwise

• Φ is the conditional probability Φ(d | s′, a). We will discuss Φ later in this section.

• γ is the discounting factor, representing the likelihood for the persuadee to be bothered

or annoyed by a prolonged dialog.
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SPA approximates the optimal solution for the above POMDP using Monte-Carlo Planning,

an algorithm known as POMCP [129]. POMCP is a general purpose algorithm for approximat-

ing an optimal policy in large POMDPs. The POMCP algorithm uses a Monte-Carlo search

tree to evaluate each argument that the persuader can posit (at odd levels of the tree) given the

state of the dialog (a node in the tree). The search tree is rooted in the empty dialog.

The deployment of the POMCP algorithm does not necessitate the explicit definition of Φ.

Instead, POMCP requires 3 components:

1. I, a black-box simulator for sampling s ∈ S according to each state’s initial probability

χ (discussed in Section 2.3.3).

2. G(s, d, a), a generative model of the POMDP. This simulator returns a sample of a suc-

cessor state (s′), dialog (d′) and reward (r) given (s, d, a), denoted (s′, d′, r) ∼ G(s, d, a).

3. πrollout, a policy that is deployed once leaving the scope of the search tree.

SPA approximates I using Algorithm 2.1. Namely, SPA is given an annotated corpus C

of dialogs between humans (without any agent intervention) on a given topic ω. SPA assumes

that the use of an argument a in C is an indicator of its likelihood to appear in the persuadees’

argumentation frameworks. Therefore, Algorithm 2.1 samples an argument subset A′ out of

all arguments available in C according to each argument’s Maximum Likelihood Estimation

(MLE) [130]. R and S are defined according to a manual annotation of the relation between

each pair of arguments in C. The annotation process was the same as described in Section

2.2. For the definition of B and W SPA is given two answer sets of questionnaires answered

by human participants, denoted Q1 and Q2. In Q1, human participants rate the persuasive-

ness of each argument in C on their own, namely, while disregarding all other arguments of

which they may be aware. We model each participant’s answers in Q1 as the participant’s B

function in the corresponding argumentation framework. In Q2, the same participants whose

answers were recorded in Q1 rate the degree to which arguments affect others. That is, par-

ticipants are presented with pairs of arguments from C for which a relation was annotated in

the first place. Participants rate the degree to which the first argument affects the second one.

We model each subject’s answers in Q2 as the subject’s W function in the corresponding ar-

gumentation framework. In order to sample B and W , and thus complete the definition of the

sampled argumentation framework, SPA uses the well-established Kernel Density Estimation

(KDE) sampling method [131]: First, SPA samples a participant at random from the list of
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participants and retrieves her answers in both Q1 and Q2. Then, SPA uses a Gaussian KDE

method to smooth out the contribution of each of the subject’s answers (in Q1 and Q2) over a

local neighborhood of possible answers, resulting in a probability distribution centered around

the participant’s actual answers. Then, SPA samples the probability distribution and uses the

sample as B and W . This process makes it possible to sample an infinite variety of B and W ,

while using a finite set of points as “anchors” for the sampling process.

Algorithm 1 Algorithm 2.1 for Simulating I

Require: Dialog corpus C, answers sets Q1, Q2.
1: A← getArguments(C)
2: A′ ← {ω} . Create a set with the designated argument
3: for all a ∈ A do
4: MLE(a)← (#a appears in C)/|C|
5: Add a to A′ with a probability of MLE(a)

6: S,R← manually annotate relations among arguments in A′

7: id← uniformly sample a participant id.
8: B ← KDE(Q1(id))
9: W ← KDE(Q2(id))

10: return < A′, R, S,W,B, ω >

SPA approximates (s′, d′, r) ∼ G(s, d, a) using Algorithm 2.2. In other words, similar to

the input of Algorithm 2.1, SPA is given (the same) annotated corpus C of dialogs between

humans (without any agent intervention) on a given topic ω. If a = “terminate” then s′ =

s, d′ = da (denoting the concatenation of a to the end of dialog d), and r = vs(ω) (the

evaluation of ω in the argumentation framework s). Recall that once the persuader posits

“terminate”, the dialog ends. Otherwise, the dialog continues with an argument posed by the

persuadee. To simulate the persuadee’s answer, a Machine Learning algorithm, P (a′|d), is

trained offline using C to predict the likelihood of each argument being presented next, given

dialog d. Algorithm 2.2 returns s′ = s ⊕ a, denoting the addition of argument a to s and

d′ = dab where b is an argument sampled according to P (b|da). The reward can be defined as

r = −ca where ca is the cost of positing argument a. We define r = 0 for all arguments as we

assume there is no direct cost for positing arguments. In our modeling, the cost of prolonging

the dialog is captured by γ (the discounting factor).

As for the rollout policy πrollout, SPA uses a simple policy where an argument a is selected

at random from odd indices of the dialog and the predication model P (a|d) (see Algorithm

2.2) is used for even indices to simulate the persuadee’s responses.
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Algorithm 2 Algorithm 2.2 for Simulating G(s, d, a)

Require: Dialog corpus C.
1: P ← predModel(C) . Constructed once.
2: if a=“terminate” then
3: return < s, da, vs(ω) >

4: Add a to s.
5: b ∼ P (da) s.t b ∈ s.
6: return < s, dab, 0 >

Training SPA

In order to train SPA, we need to construct a prediction model P to estimate the likelihood

that an argument b will be presented next, given dialog d. To that end, SPA uses the ML

methodology suggested in Section 2.2. The method uses a standard decision tree learning

algorithm that returns a probability model which estimates the probability of each possible

argument to be presented next. P is used in the definition of G(s, d, a) – the generative process

of the POMDP (see Definition 8).

During its training, the POMCP algorithm maintains a search tree which keeps changing

and expanding as long as the algorithm runs. Many POMDP-based applications that implement

the POMCP Algorithm, especially in game playing [132], train the POMCP algorithm offline

by playing against itself. Namely, two instances of the POMCP algorithm are implemented

and are trained simultaneously. The first POMCP learns to play against the second POMCP,

which in turn learns to play against the first. This methodology cannot be implemented in

the scope of this work as we assume that the persuadee is not strategical and hence cannot be

represented as a POMCP instance. However, the prediction model P does capture the non-

strategic behavior of the persuadee, hence it is used in the definition of G(·). Note that during

actual deployment SPA uses the persuadee’s actual arguments instead of simulated arguments

provided by sampling P .

2.3.5 Evaluation of SPA in Attitude Change Tasks

First we evaluate SPA in an attitude change task. In an attitude change task the agent’s goal is

to increase positive attitudes and decrease negative attitudes towards a given topic. The topic

we chose to focus on was “You should have a Computer Science Master’s Degree”, where the

persuader’s goal is to change senior computer science students’ attitude towards the enrollment

to a master’s program. This topic is of great interest to senior students and hence it was selected.
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Data Collection

Phase 1 - We recruited 56 senior bachelors students studying Computer Science – 37 males

and 19 females with an average age of 28. First, each student was asked to rate a series of

five statements using an online questionnaire. The statements related to the students’ personal

academic experience, such as “I would volunteer during my studies if I would get credit for it”.

The statement of interest to us was “I plan to enroll in a Master’s degree program”. For each

statement, students provided a rating on the following Likert scale; 1-Strongly Agree, 2-Agree,

3-Neutral, 4-Disagree and 5-Strongly Disagree.

Students were represented in the system using a special identification number that was

given to them prior to the experiment by our research assistant. We ensured that the students

were aware that the identifier could not be traced back to their identity in order to avoid pos-

sible effects on the students’ behavior. Students were divided into 3 groups according to their

answers to the question of interest: Positive, Neutral and Negative.

A week later, we matched the students such that each student was coupled with a student

from outside her group. The coupling was carried out manually by our research assistant who

asked the subjects for their preferred time slots and matched every couple accordingly. The

students were asked to converse about the topic “You should have a Computer Science Master’s

Degree” for a minimum of 5 minutes, and to try to convince their interlocutor to adopt their

point of view. Dialogs ranged in length from 5 arguments to 11 (mean 7). Each dialog ended

when one of the deliberators chose to exit the chat environment. All dialogs were manually

annotated for arguments and the relation between those arguments by a human expert using the

annotation methodology used in [15], resulting in an annotated dialog corpus C.1 Immediately

after the chat, students were again asked for their rating of the statement “I plan to enroll in a

Master’s degree program” using the same scale.

Earlier, we showed that people do not adhere to the reasoning rules proposed by the ar-

gumentation theory in real-world deliberations. Apparently this result extends to persuasive

interactions as well. For example, only 67% of the students participating in this phase of the

data collection used a conflict free argument set in their dialog. Namely, 33% of the students

used at least two arguments a and b such that a attacks b or vice versa during their dialog.

1A second expert human annotator was also asked to annotate the dialogs in order to ensure the quality of the
annotation. In 10% of the cases, a disagreement between the two annotators was recorded, making the annotation
relatively reliable.
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Phase 2 - We recruited an additional 107 senior bachelor students studying Computer Sci-

ence – 68 males and 39 females with an average age of 27. Students were asked to answer

two online questionnaires, a week apart. In the first one, students were asked to independently

rate the persuasiveness of each of the 16 arguments in C on a scale of 0 to 1, where 0 is “The

argument is not persuasive at all” and 1 is “The argument is very persuasive”. In the second

questionnaire, the students were asked to rate the degree to which one argument effects another

over pairs of arguments. The scale that was used was again 0 to 1, where 0 stands for “No

effect” and 1 is “Very strong effect”.

In C, 16 distinct arguments were detected (8 pro and 8 con). First, a prediction model P

was trained using the methodology discussed in Section 2.3.4. For comparison, we also con-

sidered using a Bigram model [100]. In Bigram, the model calculates the probability P (a2|a1)
for every pair of arguments a1, a2. That is, the probability that a2 will follow a1. These prob-

abilities are estimated using a Maximum Likelihood Estimator with smoothing on the dialogs

from C. Both models were evaluated in a one-left-out fashion where each dialog was taken out

of C one at a time; both models were trained over the remaining dialogs and were evaluated in

relation to the left-out dialog. The perplexity measurement of P was significantly lower than

that of Bigram (p < 0.05), which makes it preferable.

Experimental Setting

For the evaluation of SPA we recruited 30 senior bachelor students studying Computer Science,

20 males and 10 females with an average age of 28. Students were first asked to rate two

statements using an online questionnaire. The statements were: 1) “I plan to enroll in a Master’s

degree program”, and 2) “A Master’s degree will help me in the future”. For each statement,

students provided a rating on the same Likert scale as used in Section 2.3.5, namely 1-Strongly

Agree, 2-Agree, 3-Neutral, 4-Disagree and 5-Strongly Disagree.

The agent’s goal was to assist its human user (our researcher assistant) in persuading stu-

dents to change their opinion and rate the 1st statement higher. That is, to encourage them to

enroll in a master’s degree program. If a student already planned to enroll in a master’s degree

program prior to the experiment (i.e., ranked the 1st statement as “Strongly Agree”, which was

the case for 2 students), then the agent sought to persuade the student to rate the 2nd statement

higher. Note that none of the students provided the highest rating for the 2nd statement prior to

the dialog.

We used a between-subjects experimental design with 3 conditions:
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1. SPA. SPA was trained for 72 hours in which more than 22,700 sessions were simulated.

For the evaluation of SPA, we replaced the use of the prediction model P with the per-

suadee’s actual arguments. Recall that P was used to simulate the persuadee’s response

in the offline training of the POMCP (Section 2.3.4). For the evaluation we used the

student’s actual arguments as presented in the dialog.

2. Baseline. The Baseline agent uses the relevance heuristic suggested in Section 2.2 and

presents a random argument that has not yet been presented in the dialog which directly

relates to the last argument presented in the dialog. Of course, the agent only suggests

arguments that positively relate to ω, namely, that support it indirectly. If no such argu-

ment exists, the agent suggests an argument that directly supports argument ω and does

not relate to the last argument presented in the dialog. If all directly supporting argu-

ments of ω were already presented, the agent finishes the dialog. We wanted to compare

our method with another method that has already been tested with human subjects. Un-

fortunately, existing proposals in persuasive argumentation were not tested with people

to date. We hope to inspire other researchers in the field to test their proposed methods

with human subjects.

3. Human. Recall that during the data collection of human dialogs (with no agent interven-

tion, see Section 2.3.5) the students’ rating changes were recorded. We used the answers

of the 56 participants as an additional benchmark in the analysis.

Subjects were pseudo-randomly assigned to each of the first 2 conditions (the 3rd condition

is described as part of the data collection in Section 2.3.5), such that each of the two participants

who rated the 1st statement in the questionnaire as “Strongly Agree” was assigned to a different

agent (SPA or Baseline).

A week after answering the questionnaire, each student was asked to engage in a chat.

Note that students were not told that they would interact with a person who is assisted by an

automated agent. On the other hand, they were not told that they would interact with another

person who is not assisted by an automated agent either. This was done to avoid biasing the

results.

As discussed earlier in this section, the automatic extraction of arguments from texts is not

in the scope of this work. Therefore, the identification of the arguments used by the students

was done using a Wizard of Oz methodology, where during the chat our research assistant (who
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is an expert annotator) mapped each of the persuadee’s sentences into an argument extracted

from C (see Section 2.3.5). If no argument in C fit the presented statement, a designated

“NULL” argument was selected. This rarely occurred. The possibility of adapting the agent’s

framework online will be addressed in future work. The Wizard of Oz was instructed to frame

and rephrase the agent’s argument as he sees fit. For example, the wizard could add discourse

markers such as “However”, “Moreover”, etc. to bolster the natural flow of the dialog.

At the end of the dialog, the participants were asked to answer the online questionnaire

once again.

Results

Of the 15 students who were matched with the SPA, 4 students (26.6%) changed their rating

by one category; three subjects changed from Positive to Very Positive and one from Neutral to

Very Positive. Only one student (6.6%) of the 15 students who were matched with the Baseline

agent changed her rating (from Negative to Neutral). Of the 56 students who were asked to

persuade each other in Section 2.3.5, 15 (26.7%) changed their opinion by at least 1 category.

Of this group of 15 students, 4 (7.4%) changed their opinion by 2 categories. This result is

slightly better than the results obtained by SPA, though the difference is not statistically sig-

nificant. The Baseline agent was significantly outperformed by the other examined conditions

using Fisher’s exact test, p < 0.05.

2.3.6 Evaluation of the SPA in Behavior Change Tasks

We also evaluated the SPA in a behavior change task. In a behavior change task the agent’s

goal is to assist its user in persuading its interlocutor to choose a desired action that does not

suit the interlocutor’s initial choice. A prominent example of such a behavior change task is

persuading people to make healthier life style choices [105]. The practical decision we chose

to focus on was “Would you rather receive a piece of chocolate cake or an energy bar as a

free snack?”, where the persuader’s goal is to change its interlocutor’s choice given her initial

one. Therefore, two persuasive policies were learned, one that is aimed at persuading people

to choose the piece of chocolate cake, and one to persuade people to choose the energy bar.

Unlike the attitude change task (Section 2.3.5), in the evaluation of the behavior change task we

wanted to make the decision-making concrete and practical in order to assert that the change

would take place. Therefore, participants were awarded their chosen snack at the end of the

experiment (see Section 2.3.6).

64



2.3 Argumentative Persuasion

SPA assumes that a higher v value suggests a higher probability that an alternative will

be chosen by the persuadee. Therefore, the agent seeks to maximize the probability that the

persuadee will take the desired action by maximizing its v value.

Data Collection

Phase 1 - We recruited 28 participants – 28 males and 20 females, with an average age of 33.

Instead of rating a series of questions on a Likert scale, as in Section 2.3.5, in this experiment

we asked the participants to answer only a single question with a binary answer - “Would you

rather receive a piece of chocolate cake or an energy bar as a free snack?”. The students were

divided into 2 groups according to their answers.

A week later, we again matched the subjects such that each participant was coupled with

a participant from outside her group. The coupling was carried out manually by our research

assistant who asked the participants for their preferred time slots and matched every couple

accordingly. The participants were asked to discuss the topic “Would you rather receive a

piece of chocolate cake or an energy bar as a free snack?” for a minimum of 5 minutes, and

try to convince their interlocutor to adopt their point of view. Dialogs ranged in length from

4 arguments to 11 (mean 7). Each dialog ended when one of the participants chose to exit the

chat environment. Immediately after the chat, the participants were again asked to answer the

binary question “Would you rather receive a piece of chocolate cake or an energy bar as a free

snack?”. All dialogs were manually annotated for arguments as well as the relation between

the arguments by a human expert using the annotation methodology used earlier, resulting in

an annotated dialog corpus C.

Similar to the analysis presented in Section 2.3.5, only 79% of the participants participating

in this phase of the data collection used a conflict free argument set in their dialog. Namely,

21% of the students used at least two arguments a and b such that a attacked b or vice versa

during their dialog.

Phase 2 - We recruited 40 additional participants – 24 males and 16 females, with an av-

erage age of 30. The participants were asked to answer two online questionnaires. In the first

one, the participants were asked to independently rate the persuasiveness of each of the 26 ar-

guments extracted from the dialogs collected in Phase 1 (denoted C) on a scale of 0 to 1, where

0 is “The argument is not persuasive at all” and 1 is “The argument is very persuasive”. In

the second questionnaire, the participants were asked to rate the degree to which one argument
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effects another over pairs of arguments. The scale that was used was 0 to 1, where 0 stands for

“No effect” and 1 a “Very strong effect”.

In C, 26 distinct arguments were detected (13 in favor of a piece of chocolate cake and

13 against). A prediction model P was trained to estimate the likelihood that an argument b

would be presented next given dialog d. Similar to the analysis in Section 2.3.5, the perplexity

measurement of P was again significantly lower than that of a Bigram prediction method (p <

0.05), which makes it preferable.

Experimental Setting

For the evaluation of SPA we recruited 30 participants - 15 males and 15 females, with an

average age of 29. The participants were first asked to answer the question “Would you rather

receive a piece of chocolate cake or an energy bar as a free snack?”. Of the 30 participants,

16 preferred a piece of chocolate cake and 14 preferred an energy bar.

We used a between-subjects experimental design with 3 conditions, the same conditions

used in Section 2.3.5. Namely: SPA, Baselines and Human.

The participants were pseudo-randomly assigned to each of the 2 agents (SPA and Base-

line), such that each agent was assigned 15 participants, 8 of whom preferred a piece of choco-

late cake and 7 preferred an energy bar. At the end of the dialog, the participants were asked

again to choose between a piece of chocolate cake and an energy bar. The participants were

awarded their snack of choice in return for their participation in the experiment.

Results

Of the 15 students who were matched with SPA, 3 students (20%) changed their decision – 2

from a piece of chocolate cake to an energy bar and 1 from an energy bar to a piece of chocolate

cake. Only one participant (6.6%) of the 15 participants who were matched with the Baseline

agent changed her decision (from a piece of cake to an energy bar). Out of the 28 subjects

who were asked to persuade each other in Section 2.3.6, only 3 subjects (10.7%) changed their

decisions following the chat. This result is worse than the results obtained by SPA, though the

difference is not statistically significant.

2.3.7 Conclusions

We presented and evaluated a novel methodology for human persuasion through argumentative

dialogs. To that end, we proposed a new argumentation framework called Weighted Bipo-
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lar Argumentation Framework (WBAF) and suggested a gradual belief valuation method for

allowing reasoning within that framework. Our methodology, combining the WBAF argumen-

tative modeling and machine learning on human generated dialogs and argumentative data,

enabled our automated agent, SPA, to persuade people in 2 distinct environments. In both an

attitude change environment and a behavior change environment, SPA was able to perform on

a human-like level and significantly better than a baseline agent.

2.4 Remarks

The work described in this section is part of an ongoing effort to investigate the connections and

challenges between Argumentation Theory and people. We hope that the encouraging results

we revealed will inspire other researchers in the field to investigate other argumentation-based

methods in human experiments. We believe that bridging the gap between formal argumenta-

tion and human argumentation is essential for making argumentation practical for a wider range

of applications. Furthermore, we hope that this work will inspire other researchers in NLP and

IR to tackle the problem of automatically mapping natural language statements into arguments

as well as other open problems of great importance in argumentation-based systems. These

include the automatic extraction of arguments from texts [133], the automatic identification of

relations between natural language arguments [80], and so forth.

We plan to continue this line of work by investigating other human argumentative interac-

tions such as negotiations [134]. In negotiations, both parties try to maximize some personal

utility in the face of partially conflicting interests, while striving to reach an agreement. Fur-

thermore, we plan to investigate settings in which both sides of the interaction are assisted by

an advising agent.

During the research process we constructed a rather large annotated corpus, in both English

and Hebrew, which we would be pleased to share for future research. Some of our data is

available at http://u.cs.biu.ac.il/˜rosenfa5/TiiS_experiments.zip.

2.5 Fundamental Notions in Argumentation and Further Experi-
mental Details

Dung’s Fundamental Notions

Argumentation is the process of supporting claims with grounds and defending them against

attacks. Without explicitly specifying the underlying language (natural language, first order
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logic. . . ), argument structure or attack/support relations, Dung has designed an abstract argu-

mentation framework [59]. This framework, combined with proposed semantics (reasoning

rules), enables a reasoner to cope and reach conclusions in an environment of arguments that

may conflict, support and interact with each other. These arguments may vary in their grounds

and validity.

Definition 9. A Dungian Argumentation Framework (AF) is a pair < A,R >, where A is a

set of arguments and R is an attack relation over A×A.

Conflict-Free: A set of arguments S is conflict-free if there are no arguments a and b in S such

that aRb holds.

Acceptable: An argument a ∈ A is considered acceptable w.r.t. a set of arguments S iff

∀b.bRa→ ∃c ∈ S.cRb.

Admissible: A set S is considered admissible iff it is conflict-free, and each argument in S is

acceptable with respect to S.

Dung also defined several semantics by which, given an AF , one can derive the sets of ar-

guments that should be considered Justified (to some extent). These sets are called Extensions.

The different extensions capture different notions of justification where some are stricter than

others.

Definition 10. An extension S ⊆ A is a set of arguments that satisfies some rules of reasoning.

Complete Extension: E is a complete extension of A iff it is an admissible set and every

acceptable argument with respect to E belongs to E.

Preferred Extension: E is a preferred extension in A iff it is a maximal (with respect to set

inclusion) admissible set of arguments.

Stable Extension: E is a stable-extension in A iff it is a conflict-free set that attacks every

argument that does not belong in E. Formally, ∀a ∈ A\E,∃b ∈ S such that bRa.

Grounded Extension: E is the (unique) grounded extension of A iff it is the smallest element

(with respect to the inclusion) among the complete extensions of A.

The above semantics have been modified to fit the BAF modeling as described in [64]. This

modification is done without losing the semantics’ theoretical underpinnings.
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Scenarios used in Experiment 1

The following 6 scenarios were presented to each study participant in random order. Also, the

4 arguments from which the study participant was asked to select her argument were shuffled

as well to avoid biases.

Scenario 1

This scenario is based on [88].

During a discussion between reporters R1 and R2 about the publication of information I con-

cerning person X , the following arguments are presented:

R1: I is important information, thus we must publish it.

R2: I concerns person X , where X is a private person and we cannot publish information

about a private person without his consent.

If you were R1, what would you say next?

A. X is a minister, so X is a public person, not a private person.

B. X has resigned, so X is no longer a minister.

C. His resignation has been refused by the chief of the government.

D. This piece is exclusive to us; if we publish it we can attain a great deal of appreciation from

our readers.

In this example, all mentioned semantics agree on a single (unique) extension which con-

sists of all arguments except ”Resigned” (option B) and ”Private Person” (R2’s argument).

Thus, all arguments except ”Resigned” and ”Private person” should be considered Justified,

regardless of the choice of semantics.

Scenario 2

This scenario is based on [88].

A murder has been committed and the suspects are Liz and Peter. Two investigators (I1 and I2)

try to decide who the main suspect is: Liz or Peter. The following pieces of information are

available to both investigators:

• The CSI-team analysis suggests that the killer is a female.

• The CSI-team analysis suggests that the killer is small.
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• Peter is small.

• A witness claims that he saw the killer who was tall.

During the discussion between the investigators the following arguments are presented:

I1: ”Liz should be our primary suspect, as the type of murder suggests that the killer is female”.

I2: ”Also, the witness’ testimony indicates Liz”.

If you were I1, what would you say next?

A. The witness is short-sighted, he is not reliable.

B. The crime scene analysis suggests that the killer is small, which doesn’t fit Liz’s physical

description.

C. Liz is tall, that fits.

D. The killer has long hair and uses lipstick, those are female characteristics.

Scenario 3

This scenario is based on [64].

Two doctors (D1,D2) discuss whether or not to install a prosthesis on patient X .

During a discussion between the doctors the following arguments are presented:

D1: ”The patient cannot walk without a prosthesis, we should install it.”

D2: ”The installation of a prosthesis requires surgery.”

If you were I1, what would you say next?

A. We can use local anesthesia to lower the risks in the operation.

B. The patient is a tour guide; he needs to walk in order to keep his job.

C. Surgery carries the risk of a post-op infection.

D. Post-op infections are difficult to cure; we should take this into consideration.

Scenario 4

This scenario is based on [86].

During a discussion between two judges (J1,J2) about whether Alice can be accused of breach

of contract, the following arguments are presented:

J1: ”Alice admitted to signing a contract and failed to meet her obligation.”
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J2: ”Alice was forced to sign a contract, therefore it is not valid.”

If you were J1, what would you say next?

A. A witness said that Alice was coerced by a known criminal into signing the agreement.

B. The witness in Alice’s favor is not objective; she is a close friend of Alice.

C. The witness in Alice’s favor works in the same shop, so she is a valid witness.

D. A well-known criminal is known for threatening local businesses in Alice’s area.

Scenario 5

This scenario is based on [69].

Two military men (M1,M2) discuss whether or not to attack an enemy post. During a discus-

sion between the military men the following arguments are presented:

M1: ”A high value target is likely to be at the enemy’s post, we should consider attacking it.”

M2: ”The presence of enemy troops does indicate it.”

If you were M1, what would you say next?

A. An Informant reported seeing a large number of vehicles in the area.

B. We should also consider that the mission may not be very safe.

C. Our UAV reported that there are a small number of fighters in the area.

D. Our UAV is not reliable; its picture quality is low.

Scenario 6

This scenario is presented in Example 1 and is based on [87].

Argument List Used in Experiment 3

The argument list used in Experiment 3 was presented to the study participants in Hebrew. The

following is a translation of that list. Note that the arguments were presented in random order

to avoid biases, and study participants were given time to review the arguments before the chat

commenced.

1. Vaccination is the best protection against influenza and can help prevent it.
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2. The flu vaccine increases some people’s risk of getting sick.

3. There is a 20% chance that you could get vaccinated and still end up with the seasonal

flu.

4. Immunity develops if the body’s immune system fights a disease on its own.

5. For young healthy adults, the shot is less effective as their immune system is strong.

6. Not all types of the flu have vaccines, and many of them are more dangerous than those

with a vaccine.

7. Each year, the flu shot is specially formulated to protect against the standard flu as well

as a couple of other strains.

8. The CDC recommends that everyone over the age of 6 months get vaccinated against

influenza.

9. It reduces the risk of getting the flu by 60%.

10. Flu shots can be life-saving.

11. Some types of flu can cause death in some cases.

12. Less than half of the population choose to receive the flu shot each year.

13. It’s the responsible thing to do if you care about your grandparents/parents/children.

14. The flu is very rare in our region; the chance of contracting it is low.

15. The public is unaware of the severity of the flu.

16. Over-use of the flu-vaccine can actually alter flu viruses and cause them to mutate into a

more deadly strain.

17. Getting the shot will not cause you to get the flu.

18. You might experience some flu symptoms in the days immediately following the vaccine.

19. Flu shots may not be safe for some people (due to allergic reactions, for example).

20. The shot can cause soreness, redness or swelling in your arm.
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21. Who can guarantee that a future study will not prove that the shot is harmful in the long

run?

22. Each person responds differently to the vaccine, depending on his or her age, immune

system and underlying medical conditions.

23. Most doctors recommend getting the vaccination.

24. Some doctors do not recommend getting the vaccination.

25. Flu shots are easy to get, they are available in almost every clinic.

26. The flu shot is administered for free.

27. Getting the shot can take time, you have to wait in line.

28. More than 200,000 people in the U.S. are hospitalized every year due to flu-related symp-

toms.

29. Severe cases of the flu usually occur among the old and ill.

30. You can spare yourself the aches and pains of the flu and loss of work days.

31. You may have the flu virus without showing symptoms and infect others.

32. Serious complications are much more likely to occur among the elderly and the ill.

33. The flu has potentially serious complications.

34. I’m not old and am in good general health.

35. I prefer to avoid needles as much as I can.

36. I have never had a flu shot and I have never had the flu.

37. I’m against vaccinations altogether.

38. I may be / I am allergic to the vaccine.

39. There is no reason to believe that you are allergic to the shot.

40. The vaccination is just another way to get money from people.
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Gradual Valuation and Cayrol’s Calculation

Definition 11. Let W =< A,R, S > be a BAF. Consider a ∈ A with R(a) = {b1, . . . , bn}
and S(a) = {c1, . . . , cm}. A gradual valuation function on W is v : A→ V such that v(a) =

g(fsup(v(b1), . . . , v(bn)), fatt(v(c1), . . . , v(cm))) where the summation function fdef : V ∗ →
Fdef (resp. fsup : V ∗ → Fsup) valuates the quality of all of the attacking (resp. supporting)

arguments together, and g : Fatt × Fsup → V is the consolidation function which combines

the impact of the attacking arguments with the quality of the supporting arguments.

An instantiation f of fsup or fatt must adhere to the following rules:

• xi > x′i → f(x1, . . . , xi, . . . , xn) > f(x1, . . . , x
′
i, . . . , xn)

• f(x1, . . . , xn) > f(x1, . . . , xn, xn+1)

• f() = α ≤ f(x1, . . . , xn) ≤ β1

Instantiations of g(x, y) must increase in x and decrease in y.

The following instantiation of v is used throughout the chapter (taken from [88]). Let

V = [−1, 1], Fsup = Fatt = [0,∞], fsup(x1, . . . , xn) = fatt(x1, . . . , xn) = Σn
i=0

xi+1
2 and

g(x, y) = 1
1+y −

1
1+x .

1α (β) is the minimal (maximal) value of Fsup (resp. Fatt)
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Chapter 3
Advice Provision in Traffic Enforcement

3.1 Introduction

About 1.25 million people die worldwide each year as a result of road accidents and many more

are injured [135]. An essential component in mitigating serious traffic accidents (accidents that

cause death or injury) is efficient traffic enforcement, which is based on giving drivers the

feeling that they are likely to be caught and sanctioned when breaking the law [136]. Unfor-

tunately, traffic police cannot cover the entire road network given the limited number of police

cars and officers [137].

Within the Security Games (SG) field, optimal police allocation mechanisms for mitigating

various types of crimes have been developed. The generic SG framework consists of a defender

(traffic police) who has a limited number of resources (police cars) to protect a large set of

targets (road segments) from adversaries (reckless drivers) [138, 139]. Unlike Chapter 2, in SG

settings, it is common to assume that a central command allocates the security resources which

in turn follow the prescribed allocation to the best of their ability. In this chapter, we provide

an advice provision solution for such central commands, focusing on the traffic enforcement

task.

To the best of our knowledge, [140] is the only work in the scope of SG which addresses

traffic enforcement. The authors model the problem as a Stackelberg Security Game (SSG)

where traffic police seek to apprehend reckless drivers who in turn seek to avoid apprehension.

In an SSG, the traffic police commit to a mixed strategy where drivers can first observe and

then respond as best as possible. In practice, traffic enforcement seeks to reduce traffic acci-

dents (and not necessarily to apprehend reckless drivers) [141]. Furthermore, due to dynamic
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environment factors which influence driving behavior (weather, traffic jams, etc.), drivers have

been shown to act in a less strategical manner, responding to changes in their environment, in-

cluding the observed police presence in current and past rounds [142]. Therefore, SSGs seem

unsuitable for the task of preventing serious road accidents.

Non-strategical adversaries in SG settings have recently been modeled as opportunistic

criminals that choose where and when to commit a crime in real-time based on police presence

and the attractiveness of the potential targets [143]. Opportunistic criminals react to police

actions and do not consider their behaviors’ effect on future police actions. We adopt this

approach in this study, and model the drivers, and thus accidents, as adversaries that react to

police allocations. However, unlike [143], drivers may react to both present and past police en-

forcement allocations, making the authors’ Markovian assumption ineligible. For example, it

has been shown that drivers continue to react to police presence long after the enforcement op-

eration has ceased [142]. Basilico et al. [144] investigated non-Markovian strategies for robotic

patrols. However, the authors assumed the attacker is strategic, and therefore their approach is

inapplicable. To our knowledge, no work has efficiently addressed the non-Markovian property

in SG.

Most allocation mechanisms in SG simplify the computational task by assuming that plan-

ning for each police unit separately will bring about a (near-)optimum solution [145]. However,

this is not the case in traffic enforcement. For example, experts from the Israeli Traffic Police

(ITP) claim that if police cars are stationed at the same place and time, their effectiveness in

reducing traffic accidents cannot be assumed to be greater than the effectiveness of a single

police car at the same point and time, a fact we leverage in this chapter. Furthermore, signif-

icant benefits may accrue from coordination across multiple police units, e.g., allocating two

police cars in adjacent road segments could have a stronger impact than allocating a single

police car. This notion relates to the coordinated actions notion in [146] which captures the

combined effects of multiple defenders guarding the same target simultaneously. As a result,

the computational task of deriving optimal traffic enforcement allocation in order to prevent

serious road accidents is both coupled and non-Markovian, which makes it computationally

intractable. Namely, the optimal allocation of traffic enforcement at time t could depend on the

trajectories of all police cars (i.e., coupled) up to time t (i.e., non-Markovian).

In order to address these shortcomings, we first formulate the TRAFFIC ENFORCEMENT

ALLOCATION PROBLEM (TEAP). We prove that deriving or approximating the optimal solu-

tion to a TEAP is hard, and remedy this hardness by introducing an optimal novel algorithm
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called the RELAXED OPTIMIZATION SOLVER ENHANCER, or ROSE for short. ROSE uses

a master/slave optimization approach, aimed at reducing the computational burden of directly

solving the TEAP, and leverages common characteristics of TEAPs that have not been inves-

tigated in previous works. In an extensive empirical evaluation, we show that ROSE favorably

compares to several baseline approaches, achieving significant speed-up, using both synthetic

and real-world road networks. Throughout this chapter, we assume that the central command

fully adheres to the provided advice as it provably minimizes the expected number of accidents.

As a result, the proposed solution does not account for unexpected discrepancies in following

the provided advice (e.g., a police car being unexpectedly delayed or removed from the avail-

able force). Therefore, special emphasis is placed on scalability of the provided solution so

that it could be efficiently executed at any point in time where the provided advice becomes

undesirable or infeasible.

The TEAP formulation is based on the prediction of the risk of an accident at different

road segments and different times, as well as the effectiveness of varying police enforcement

allocations. We model the former using a newly developed state-of-the-art accident prediction

model, based on a large set of features (110) and 11 years of collected accident reports. Our

model achieves an Area Under the Curve (AUC) of 0.87. Both models are available at http:

//www.biu-ai.com/trafficPolice in order to encourage other researchers to tackle

the important and challenging task of preventing serious traffic accidents.

Our proposed solution, based on the ROSE algorithm and our prediction model, is cur-

rently being implemented by the Israeli Traffic Police (ITP) in field trials.

3.2 Traffic Enforcement Allocation

We model the interaction between drivers and police as a repeated game over T (<∞) rounds,

which takes place on a road network, represented as a graph G = 〈V,E〉 where V = {v} is the

set of intersections and E = {e = (u, v)} is the set of road segments. We assume no accidents

occur off-road, and therefore E is the set of enforcement targets in this chapter (intersection v

is considered part of the road segments that share v, thus there is no need to consider v as a

different target). Without loss of generality, we assume that the time it takes to traverse each

road segment is 1 round; this assumption can be relaxed by including dummy vertices.

The traffic police has k(<< |E|) police cars at its disposal. At each round t, the police

places enforcement on a subset of size k from E, which we refer to as the allocation at round
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t denoted at, such that the allocation respects the graph’s connectivity constraints and no more

than a single police car is assigned to any edge. Namely, at round t, each police car can either

stay in its current road segment (enforce for a longer period of time) or move to an adjacent edge

given at−1. a1 can assume any subset of size k of E. We denote the traffic police allocation

history at round t as Ht = 〈a1, . . . , at〉. We use the notation H[et] as an indicator of whether a

police car is assigned to road e at round t, et for short. Simultaneously, drivers choose whether

to obey the law (drive safely) or not at each road segment e ∈ E.

We assume that drivers’ actions at round t are visible to the police. For example, the ITP, as

with many other police departments, uses anonymous cellular reports provided by commercial

companies to evaluate the distribution of speeds on each road in real-time. Other technological

aids such as speed cameras are also in use. Note that while the police do not consider the

behavior of each driver individually, they do obtain aggregated statistics on traffic behavior

for the entire road network. On the other hand, drivers are only exposed to a noisy signal

regarding the police allocation. For example, common applications such as WAZE and other

technological instruments such as police scanners allow drivers to have an indicator of police

presence at et. However, these indicators are not completely accurate (police presence in a

road segment is not always reported in WAZE, an indicator of police presence may not be

up-to-date, a police car may be covert, etc.). As a result, the game is conducted under one-

sided uncertainty. Due to this uncertainty, the drivers base their actions at et according to

at (although not completely visible) and the police’s past allocations (Ht−1), which together

constitute Ht.

Following recent advancements in predictive policing, including the prediction model con-

structed in the course of this research, and in the same spirit as in previous works such as [147],

we define the risk of accidents occurring at et as risk(et). The risk function measures the like-

lihood that a serious traffic accident will occur at et in the absence of police enforcement (in the

[0,1] range). We further define the effectiveness of enforcement as eff(Ht, et). eff measures

the effect that the police allocation history has on the risk of accidents occurring at et.

The traffic police are interested in minimizing the total expected number of accidents oc-

curring throughout the game. Formally, they seek to minimize the following objective of the

optimization problem which we denote the TRAFFIC ENFORCEMENT ALLOCATION PROB-

LEM (TEAP):
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notation meaning

t ≤ T Game round index.

et Road segment e at round t.

at Defender’s allocation in round t.

Ht Defender’s allocation history at round t.

H[et] Indicator of whether police is present at et.

risk(et) Likelihood of a car accident occurring at et in the absence of police enforcement.

eff(et, Ht) The effectiveness of police enforcement on et.

Table 3.1: Summary of key notations in the TEAP formulation.

minHT

∑
t=1,...,T

∑
e∈E

risk(et)(1− eff(et, Ht)) (3.1)

risk(et) cannot be influenced by police enforcement but rather through modification of

the road’s characteristics (e.g., number of lanes), traffic (e.g., reducing speed-limit), etc. On

the other hand, eff heavily depends on police enforcement, Ht. We assume both risk(et) and

eff(et, Ht) are known to the police and can be computed in polynomial time.

A summary of the notations used in this chapter is available in Table 3.1.

The solution to Eq. (3.1) prescribes a pure strategy for the traffic police. The police could

optimize over all rounds simultaneously, however this approach is computationally expensive.

Moreover it needs to solve a possibly non-convex optimization problem as the police must

consider drivers’ responses (modeled within eff). Unfortunately, approximating the optimal

solution to a TEAP, within any constant factor, is hard even for a single driver and a single

police car.

Theorem 1. TEAP cannot be approximated within any factor of c ≥ 1 in polynomial time,

unless P = NP .

For the proof see Section 3.8.
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Two key computational challenges arise from the TEAP formulation. First, the arbitrary

risk and eff, which can take any polynomial time computable form and depend on an un-

bounded history of police actions (eff), pose a significant optimization challenge. Second, the

space of possible police strategies (joint schedules for all police cars) grows exponentially in

the number of resources and the number of time steps which make the computation even more

challenging.

3.3 Optimizing Police Strategy

In this chapter we derive an optimal pure strategy for traffic enforcement for T steps. Our goal

is to find the pure strategy that will minimize the total expected number of serious accidents.

In our framing, any randomized mixed-strategy, which is the combination of pure strategies,

results in a greater number of crimes than the optimal pure strategy, as in [143].

Given Theorem 1, we resort to remedying the hardness of solving the TEAP by introducing

an optimal novel algorithm called the RELAXED OPTIMIZATION SOLVER ENHANCER, or

ROSE for short. ROSE uses a master/slave optimization approach, aimed at reducing the

computational burden of directly solving the TEAP. It exploits the fact that no two police cars

are allowed to enforce the same road segment at the same time. ROSE is guaranteed to return

an optimal solution, hence, in the worst case, ROSE will run in exponential time. Nevertheless,

experimental results (see Section 3.4) on road networks of varying characteristics show that

ROSE is able to derive an optimal solution significantly faster than competing approaches.

Before introducing ROSE, we first cast the TEAP as a binary graph flow problem and

present an exponential sized Binary Integer Program (BIP) to solve it.

3.3.1 TEAP as Graph Flow

We model the TEAP using a transition graph [148]. The transition graph is a compact rep-

resentation which captures the spatio-temporal structure of the road network and allows us to

handle the exponential strategy space by avoiding the enumeration of all pure strategies. Tech-

nically, given a road network G, we transform it into a T time-expanded graph GT such that

each vertex v (edge e) is replicated T times, one for each round, denoted vt (et).

Each vt in the transition graph is associated with the number of police cars that start their

trajectories in it minus the number of police cars that end their trajectory in it, denoted bvt . bvt
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is assumed to be known in advance and cannot be changed by the police.1 The resulting flow

problem can be formulated as the following mathematical program:

min
HT

∑
t

∑
et

risk(et) · (1− eff(et, Ht)) (3.2)

s.t
∑
v′t−1

Ht[(v
′
t−1, vt)t−1]−

∑
v′t+1

Ht+1[(vt, v
′
t+1)t+1] = bvt ∀vt ∈ GT

(3.3)

HT [et] ∈ {0, 1} ∀e, t (3.4)

Constraints (3.3) and (3.4) are standard binary flow constraints. Let Sol = {et|HT [et] =

1} denote the set of ets that were assigned a unit of flow (a police car) in the optimal assignment.

We transform the above mathematical program into a 0-1 integer linear program (or Binary

Integer Problem, BIP for short) of exponential size, using the following procedure: risk(et)

and eff(et, Ht) are enumerable; for every et and possible HT (which is bounded in size by

2|V ||E||T |) one can conceptually calculate the value of risk(et) · (1− eff(et, Ht)) offline and

store it in a table. For every entry i in the table, which assumes a possible allocation history

H i
t , we denote V isitedi = {et|H i

t [et] = 1} as the set of ets that assumed the value of 1 under

H i
t . Let V aluei denote the value of risk(et) · (1 − eff(et, Ht)) for entry i. For every entry

i we create a new binary variable pi which takes the value of 1 if Sol ∩ V isitedi = V isitedi.

To that end, we add the constraint:

pi =
∏

et∈{V isitedi}

HT [et] (3.5)

Equation (3.5) might seem non-linear at first. However, it is rather easy to linearize it using

a fixed-size set of linear constraints that will force the indicator pi to assume the correct value (a

short explanation of the procedure is available at http://www.leandro-coelho.com/

linearization-product-variables/).

1This formulation allows police cars to start and finish their paths at different times and locations.
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Let Pow(i) be the set of all strict (proper) subsets of V isitedi. We then modify the opti-

mization objective (3.2) using the inclusion-exclusion principle:

minHT

∑
t

∑
et

∑
i

pi(V aluei+ ∑
V isitedj∈Pow(i)

(−1)|V isitedj∩V isitedi|+1V aluej) (3.6)

Intuitively, for a given et and i, we shall refer to the summed term as a penalty if the

summed term is positive, and otherwise reward.

Clearly, the result is a BIP. Furthermore, the resulting BIP is not sensitive to the number

of police cars. The correctness of the above procedure follows that of the inclusion-exclusion

principle. In order to understand the procedure better, consider the following example:

Example 4. Assume a time-expanded graph with 2 vertices (v, u) expanded over 3 time steps

(v1, u1, v2, u2, v3, u3) such that v1 and u1 are connected to v2 and u2, and v2 and u2 are

connected to v3 and u3. There are 2 guards, starting at nodes v1 and u1, and they finish their

trajectories at v3 and u3. Overall, the problem induces 8 binary decision variables, written in

short as Iv1,v2 , Iv1,u2 , Iu1,v2 , Iu1,u2 , etc. risk is set to 1 for all edges. eff is set to 1 for all

edges and strategies except for (v1, v2) which is set to 0.6 if Iv1,v2 = 1, 0.8 if Iu1,v2 = 1 and

to 0.5 if both Iv1,v2 = 1 and Iu1,v2 = 1. We introduce three new variables p1, p2 and p3, and

three new constraints: p1 = Iu1,v2 , p2 = Iu1,v2 and p3 = Iu1,v2 · Iu1,v2 . Thus, the optimization

objective is: minI 8 + (0.6 − 1)p1 + (0.8 − 1)p2 + (0.5 − (0.6 + 0.8) + 1)p3. Note that

the terms associated with p1 and p2 are rewards (they intuitively help the optimizer lower the

objective) and the term associated with p3 is a penalty (it obstructs the optimizer from lowering

the objective).
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3.3.2 Linear Optimization Using ROSE

The resulting BIP of the procedure above cannot scale up due to the exponential number of

variables and constraints (see evaluation in Section 3.4). To overcome this limitation we intro-

duce a novel master/slave-based optimization algorithm, ROSE. The Master program consists

of two levels: At the high level the Master program maintains a subset of penalty terms, de-

noted P . At the low level a BIP solver is used to solve a relaxed BIP in which only a subset of

penalty terms are introduced along with their associated binary variables, pi. At the beginning

of the execution, P contains all penalty terms of Eq. (3.6) and the low level solver generates a

solution, Sol, while contemplating only pi variables associated with reward terms. Given Sol,

the Slave program is executed to examine whether any penalty term p ∈ P is triggered, that

is, the Slave program checks whether any binary variable pi associated with a penalty term in

P should assume the value of 1 given Sol. If no penalty terms from P are triggered, the Slave

returns an empty set, indicating that an optimal solution has been found and ROSE terminates;

otherwise, a set of penalty terms P ′ ⊆ P is returned. The returned P ′ is injected into the

relaxed BIP and removed from P by the Master.

The Slave program can return any subset P ′ ⊆ P as long as it obeys the following two

rules: 1) P ′ = ∅ if no penalty terms from P are triggered under Sol; and 2) P ′ contains at

least one penalty term (if such exists). We use an elementary implementation of the Slave

program, returning all triggered penalty terms from P . The investigation of more elaborate

Slave programs that predict which penalty terms are most beneficial to introduce, in terms of

minimizing ROSE ’s run-time, is left for future work.

Proposition 2. ROSE always terminates and returns an optimal solution.

A proof is available in the Appendix (Section 3.8).

BIP solvers are sensitive to the number of constraints. Therefore, ROSE’s computational

performance depends on the number of penalty terms in P which can be avoided in the iterative

penalty generation process. Namely, the choice of the Slave function has a significant effect on

computation time. Similar to other iterative methods such as cutting plane and column genera-

tion [149], it is hard to guarantee the computational benefit of the approach in the general case.

While ROSE may be inefficient in some cases (e.g., no penalty term can be avoided regard-

less of implementation of Slave), in several settings, including realistic and real-world traffic

enforcement settings, it can bring about a significant improvement in runtime. For example, as

discussed in [146], eff is submodular in many security settings. Namely,
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Algorithm 3 ROSE
Require: Time-expanded graph GT , BIP Solver Solver.

1: function MASTER

2: BIP ← Initialize BIP with reward terms
3: P ← Penalty terms
4: Sol← ∅
5: repeat
6: Sol← Solver(BIP )
7: P ′ ← Slave(Sol, P )
8: if P ′ = ∅ then
9: return Sol

10: P = P \ P ′
11: Introduce P ′ into BIP
12: function SLAVE(Sol,P)
13: P ′ = {p|p ∈ P ∧ p is triggered by Sol}
14: return P ′

Definition 2. eff is submodular if for every et, e′t and Ht ⊆ H ′t, eff(et, Ht ∪ {e′t}) −
eff(et, Ht) ≥ eff(et, H

′
t ∪ {e′t})− eff(et, H

′
t)

A submodular eff means that performing an additional enforcement activity (allocating a

police car at e′t) has diminishing gains in effectiveness. In Section 3.4 we show the significant

runtime benefits that can be generated by ROSE when this property holds.

3.4 Evaluation

For reproducibility purposes and to allow future research on traffic enforcement, we estab-

lished a realistic simulation environment which we named SECURE. SECURE consists of 3

components: 1) Several real-world road networks; 2) A state-of-the-art prediction model for

modeling risk; and 3) A submodular eff function. risk and eff, which are described be-

low, are derived from 11 years of accident data, extensive literature on accident prevention and

analysis and human expert knowledge from the ITP. Further details are provided in the Ap-

pendix (Section 3.8) and the complete source code is available at http://www.biu-ai.

com/trafficPolice.

We evaluated ROSE on synthetic road networks and the Israeli road network, which are

available on SECURE.

ROSE was compared with 4 baseline solutions: First, a Naı̈ve solver which solves the

entire BIP (Eq. (3.6)) in its general form. Second, it is compared with a Random solver
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which for each police unit selects an action at random at each time step, resolving conflicts

locally. Third, ROSE is compared with a Greedy solver, which computes a greedy path for

each individual police car iteratively, capturing a (wrongly) assumed additivity in individual

police car gains. Greedy considers a simplified version of eff which only accounts for the

marginal gains that an enforcement in a road segment will generate given the current allocation

of other police cars. Given the calculated path, Greedy updates the simplified eff given the

visited road segments and continues to the next police car. Finally, we compare ROSE with

Domain Expert allocations from the ITP. We could not evaluate Cartesian product solutions,

which capture the joint effects of all police units, such as the ones presented in [143, 150],

due to their lack of scalability in the number of road segments (we were unable to solve road

networks larger than 5 road segments, which are unrealistic).

The resulting allocations were evaluated on the basis of two criteria: 1) Quality, the re-

duction in the objective value (Eq. (3.6)) between no-police enforcement and the provided

solution; 2) Runtime and Scalability of the deployed algorithm with respect to the number

of police cars, road segments and the density of the road network [151]. Recall that we are

especially interested in low runtime due to the need to recalculate the proposed allocation once

an unexpected discrepancy occurs.

The evaluation was conducted on a personal computer with 16 GB RAM and a CPU with

4 cores each operating at 4 GHz. The BIP solver was GUROBI [152].

3.4.1 Synthetic Road Networks

We evaluated ROSE, Naı̈ve, Random and Greedy on a series of synthetic road networks. We

used 2 sets of synthetic road networks: Small networks (each consisting of 40 to 100 road seg-

ments in intervals of 10) and realistic networks (each consisting of 200 to 400 road segments

in intervals of 100). Connectivity between road segments (i.e., the network density) was ran-

domized such that each two road segments are connected by an intersection with a probability

ranging between 0.05 and 0.15 (in intervals of 0.05), allowing for different topologies. risk

uniformly sampled a value in the [0, 1] interval for each road segment and round and eff was

defined as in the SECURE simulation. The number of police cars was set to either 5, 10 or 15

and T was a set for 8, 16 or 24. Overall, 270 networks were evaluated. A 30 minute timeout

was set for all conditions and networks.
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Quality

As expected, ROSE and Naı̈ve returned optimal allocations. On average, they reduced 22.7%

and 5.3% of the no-enforcement objective value in small and realistic networks, respectively.

On the other hand, on average, Random and Greedy reduced 1% of the no-enforcement ob-

jective value in both small and realistic networks. In realistic networks Greedy exceeded the

timeout for all networks of sizes 300 and 400 and thus its quality could not be evaluated prop-

erly. In our trials, Random and Greedy did not result in an optimal allocation in any of the

cases. Figures 3.1a and 3.1e illustrate these results.

Runtime and Scalability

We began by analyzing the non-optimal algorithms, aimed at reducing runtime. Random took

negligible time under all settings (< 3 seconds). Greedy was linear in the number of police

cars (it iteratively solved the problem for each police car separately) but was exponential in the

size of the network. For example, for a network of size of 100 with a density of 0.1, 10 police

cars and T = 16, ROSE took exactly 1 second to derive an optimal solution while Greedy took

289 seconds, and produced a suboptimal solution. Greedy reached the timeout for all realistic

networks.

Analyzing the Naı̈ve and ROSE conditions head-to-head provided interesting insights.

First, in all tested networks, ROSE performed faster than Naı̈ve. On average, for small net-

works, ROSE required only 19% of the runtime needed by Naı̈ve. We were able to manually

engineer circumstances in which Naı̈ve outperformed ROSE, mainly in very small networks

(size < 40) or in networks with a high number of police cars (> 25). The runtime differences

increased significantly depending on the network sizes and density but slightly decreased in

the number of police cars and network densities. Similar to Greedy, Naı̈ve was unable to solve

most networks of size 200 and all networks of size 300 (and above) in 30 minutes time. See

Figures 3.1b,3.1c, 3.1d, 3.1f, 3.1g and 3.1h.

3.4.2 Real-World Road Networks

We evaluated ROSE using the Israeli road network. For the Israeli road network, unlike syn-

thetic networks, we used the risk prediction model available at SECURE. T was set to 8, 16

and 24 and the number of police cars varied between 5 and 30 (in intervals of 5) according to
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the abilities of the Israeli police (totaling 18 settings in total). We also evaluated a Domain Ex-

pert condition in which we asked an experienced ITP superintendent who specialized in traffic

enforcement to provide an allocation.

The Israeli road network is much larger than the synthetic networks analyzed previously,

consisting of 715 road segments, but with a very low density (on average, each intersection

connects between 3 and 4 road segments). Therefore, the results depict slightly different pat-

terns. The results show that both in terms of quality and runtime ROSE outperforms the Naı̈ve,

Greedy and Domain Expert conditions by a large margin. Naı̈ve achieves the same solution

quality as ROSE (5.5%) but requires up to 6 times longer runtime. For example, when T = 16

and with 10 police cars, ROSE required only 45 seconds compared to almost 4 minutes re-

quired by Naı̈ve. Greedy and Random produced extremely poor solutions across the condi-

tions, averaging less than 0.5%. Greedy required a significantly longer runtime than ROSE and

reached our timeout of 30 minutes in most cases. As expected, Random required negligible

runtime under all settings (< 2 seconds). The results are provided in Table 3.2.

The Domain Expert produced allocations where police cars were allocated permanently at

the most risky road segments. The quality of the proposed allocation was about 0.5%.

3.5 Discussion

When presenting a new formulation, such as the TEAP, and new solutions such as ROSE,

it is important to consider the limitations. ROSE allows us to optimally solve large TEAPs

with significant runtime improvement compared to baseline approaches. This improvement

is most significant for large, dense networks. However, ROSE’s runtime is slightly impaired

with the increase in the number of police units. The reason is simple: with an increase in

the number of police cars, penalty terms are more likely to be triggered by feasible solutions.

Therefore, in a “congested” TEAP (i.e., small network with many police cars), ROSE could

be counterproductive. In our experiments, such road networks were solved very quickly by

both ROSE and Naı̈ve. According to ITP experts, traffic police worldwide use a network size

– police car ratio similar to the one deployed in Israel. Therefore, in real-world deployment in

other countries, one is most likely to encounter large networks with a relatively low number of

police resources, such as the settings investigated in this chapter.

The TEAP solution is a pure strategy for the police, which makes predictability an issue.

Unlike various other security models such as adversarial robotic patrolling (e.g., [153, 154,

155]), in this thesis, TEAP assumes that the drivers react to police presence and essentially
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T = 8 T = 16 T = 24

Police Cars ROSE Naı̈ve ROSE Naı̈ve ROSE Naı̈ve

5 5 33 31 153 58 352

10 7 36 45 191 212 402

15 11 36 219 301 384 875

20 12 40 119 263 471 695

25 21 53 394 487 1432 1520

30 36 40 479 520 N/A N/A

Table 3.2: Runtime of ROSE and Naı̈ve for the Israeli road network with varying numbers of
police cars and T . Runtime was measured in seconds. N/A means that a timeout of 30 minutes was
reached.

do not learn the police’s actual policy. This assumption may lead to repetitive police alloca-

tions which drivers may (eventually) understand and anticipate. A practical solution to this

concern is to (periodically) define additional allocation constraints that impose or restrict the

enforcement of a specific road segment, similar to the entropy-based approach suggested in

[140]. Today, police forces occasionally define road segments that must or must not be visited

during a shift due to special enforcement needs (e.g., road work). The insertion of these con-

straints into the TEAP formulation is straightforward. An automatic process may randomly

select which road segments must/must-not be enforced in a given allocation such that every

road segment has at least a user-defined ε probability of being enforced at every time step.

If the advice was not followed by the police, for example, due to a police car being unex-

pectedly delayed, the calculated allocation may become undesirable or infeasible. An efficient

way to resolve this issue is for central command to allocate the police cars per the provided al-

location, assuming perfect execution. Only after a non-default transition occurs does the central

command resolve the TEAP starting from the current state [145]. Given the positive runtime

results of ROSE, such reallocation should not pose a significant computational concern.
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3.6 Related Notions in Traffic Enforcement

It has been established that a significant reduction in the occurrence of serious traffic acci-

dents can be achieved by efficient traffic police allocation [136]. Specifically, efficient traffic

enforcement has been shown to reduce a wide range of high-risk, illegal driving behaviors,

including driving while under the influence of drugs/alcohol, speeding, lack of seat belt use

and red-light running, and thus reduces traffic accidents (e.g., [156, 157]). Therefore, recently,

traffic police forces have begun to implement the predictive policing paradigm [158] through

which police officers can identify people and locations at increased risk. From a methodolog-

ical standpoint, the effort of predicting traffic accidents has mainly focused on aggregative

analysis, specifically on the prediction of the annual number of serious accidents per road seg-

ment using statistical methods such as Poisson or negative binomial regression models [159].

Such aggregation is limited in its use to police forces as the allocation of traffic police enforce-

ment requires a prediction on a much more finely-grained level. To the best of our knowledge,

the state-of-the-art prediction models provide prediction for three hour time-frames. Overall,

despite its promise and successful implementation, predictive policing does not provide police

officers with a means to derive optimal enforcement allocations. In this chapter, we were able

to construct a prediction model that provides beneficial predictions for one hour time-frames

by using a unique set of features and 11 years of collected data.

The Gambler’s Fallacy is the phenomenon where people tend to put ample weight on pre-

vious events, believing that they influence future outcomes. This phenomenon manifests itself

in the context of traffic patrol in the form of halo effects. For over 4 decades traffic halo ef-

fects have been validated repeatedly, showing that enforcement effects are not restricted to the

specific time and space in which the enforcement is performed. Two such effects are called

time-halo and distance-halo [142]. To our knowledge, this is the first study to formulate and

integrate halo effects in enforcement optimization. Existing works on modeling human behav-

ior in SG settings such as [160, 161, 162] consider the adaptive nature of human behavior to

successes and failures in past rounds. However, the integration of halo effects in such models

is not straightforward.

3.7 Conclusions

In this chapter we introduced a novel framework for designing traffic police allocation in real-

istic settings. First, we modeled the interaction between drivers and traffic police as a Traffic
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Allocation Enforcement Problem (TEAP) and proved that accurately solving or approximating

the optimal solution of a TEAP is hard. Next, we casted the TEAP as a binary graph flow

problem, which in turn is translated into a unique binary optimization problem, and we showed

how to solve it efficiently and optimally by a new algorithm called the RELAXED OPTIMIZA-

TION SOLVER ENHANCER, ROSE. Extensive empirical evaluation, with real and synthetic

road networks, demonstrates the benefits of our approach.

We are currently implementing the proposed solution with the ITP in field trials.

We hope that this chapter will encourage other researchers to tackle the important and

challenging task of preventing serious traffic accidents. To assist others with this challenge,

we also provide a realistic simulation environment, that we named SECURE, which includes a

state-of-the-art accident prediction model together with useful road networks and data.

Recall that we assume that a central command allocates the security resources which in

turn follow the prescribed allocation to the best of their ability. Therefore, unlike other chap-

ters in this thesis, special emphasis was placed on deriving optimal advice and adapting it to

unexpected changes in the environment.

3.8 Proofs and Further Experimental Details

Theorem 1. TEAP cannot be approximated within any constant factor of c ≥ 1 in polynomial

time, unless P = NP .

Proof. To prove the theorem, we give a reduction from SAT to TEAP with one driver and one

police car: On input Φ(x1, . . . , xn), construct n+ 1 nodes V = {vi}, i = 1, . . . , n+ 1. Then

connect node i with node i + 1 (i = 1, . . . , n) using 2 directed edges, one for xi = True and

one for xi = False, and a single directed edge from vn+1 to v1 representing Satisfiable (S).

Consider the resulting graph G = (V,E) as the road network for a TEAP with T = n + 1.

A single police car starts at v0. Let risk assume 0 for all edges in all rounds except for edge

S at round t + 1, which assumes the value of 1. Let eff assume 0 for all edges, rounds and

allocation histories except for eff(S,Ht), which assumes the value of 1 if the police trajectory

(Ht) corresponds to a satisfying assignment for Φ(x1, . . . , xn) and 0 otherwise. Clearly, the

driver’s action (causing an accident at edge S or not) can be decided in polynomial time.

The above construction takes polynomial time. Assume to the contrary that such an ap-

proximation polynomial time algorithm App(G) exists. If there is no satisfying assignment to

Φ, then every trajectory the police car may take will bring about an objective value of 1, thus
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App(G) ≥ c. If there is a satisfying assignment, then the defender can take the respective

trajectory and receive a value of 0, hence App(G) = 0.

Proposition 1 ROSE always terminates and returns an optimal solution.

Proof. The Slave program introduces at least one penalty term to the relaxed BIP at each non-

terminal iteration. Due to the finite number of penalty terms, ROSE terminates after a finite

number of steps. At each iteration, the value of each feasible solution cannot decrease as ROSE

only introduces penalty terms to the objective function. When ROSE terminates, all penalty

terms triggered by Sol have been injected into the relaxed BIP, therefore the relaxed BIP’s

objective value under Sol is the optimal value under both the relaxed BIP and the original BIP,

and its objective value would not change if any additional penalties from P were to be added

to the objective function.

SECURE

SECURE consists of 3 components: 1) Several real-world road networks; 2) A state-of-the-art

prediction model for modeling risk; and 3) A submodular eff function. risk and eff are

derived from 11 years of accident data, extensive literature review on accident prevention and

analysis and human expert knowledge from the ITP. We will describe the main components

of SECURE. For complete details, source code and data see http://www.biu-ai.com/

trafficPolice.

risk

We obtained a record of 11 years of accident reports from the Israeli Central Bureau of Statistics

(2005-2015). By cross-referencing these reports with additional sources such as the Israeli GIS

database and weather reports, we were able to characterize each accident using 110 features,

including infrastructure characteristics (e.g., number of lanes), date and time characteristics

(e.g., weekend/weekday), weather (e.g., precipitation), traffic (e.g., average speed), etc. To the

best of our knowledge, this is the largest set of features ever to be used to predict serious car

accidents. For comparison, the Indiana traffic police have used an intelligent accident predic-

tion tool https://www.in.gov/isp/ispCrashApp/main.html which is based on

approximately 90 features that we use in our research as well. Experts in traffic enforcement

claim that only the Indiana and Tennessee State traffic police use accident prediction tools but

we were only able to obtain the latter’s features. Using more than 30,000 accident records and
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under-sampling the “non-accident” class (see [163]), we trained a deep neural network model,

that, given 110 features representing et, returns a value in the [0,1] range, acting as a proxy to

the likelihood of an accident occurring at et.1 We compared our prediction model to several

baseline prediction models such as logistic regression, SVM and XGBoost (which is currently

used by the Indiana traffic police). Our model achieves an AUC of 0.87, outperforming logistic

regression, SVM and XGBoost which recorded 0.78, 0.77 and 0.82, respectively.

eff

We based eff on [164], which used a unique database to track the exact location of the Dallas

Police Department’s patrol cars throughout 2009 and cross-referenced it with the car accidents

of that year. To the best of our knowledge, this is the most recent investigation of the topic. The

author found that if et is enforced, eff should assume a value of 36%. However, enforcement

effects are not restricted to a specific time and space in which the enforcement is performed. For

example, Time halo is the time and the intensity in which the effects of enforcement on drivers’

behaviors continue after the enforcement operations have concluded. It has been recorded that

longer enforcement efforts cause more intense time halo effects that can last for hours and affect

the next day(s) or even week(s) during the same time of day as the enforcement. Distance halo

is defined as the distance over which the effects of an enforcement operation last after a driver

passes the enforcement site. The most frequent distance halo effects are in the range of 1.5 -

3.5 kilometers from the enforcement site (see [142] for a review). In accordance with the ITP’s

estimations, we define time halo effects in the exponential diminishing form 36
2k

% where k ≥ 0

is the time-steps that have passed from the enforcement effort. To avoid negligible effects, we

prune the effect at k = 3. The Distance halo effect is defined to be 5%, given that the two road

segments are adjutant. Given the police allocation, eff assumes a simple submodular form

where eff takes the largest applicable effect and adds half of each of the smaller appropriate

effects to it. For example, if both et are et+1 are enforced (and no other time or distance halo

effects are appropriate), eff assumes 45% (= 36% + 18
2 %).

We are currently investigating a more data-driven approach for modeling eff in Israel.

1Note that serious accidents are sporadic events in both time and space. Therefore, directly estimating the
probability of accidents occurring at et is extremely challenging.
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(a) Quality/Police cars (T = 8) (b) Runtime/Police cars (T = 24)

(c) Runtime/Size (T = 24) (d) Runtime/Density (T = 24)

(e) Quality/Police cars (T = 8) (f) Runtime/Police cars (T = 24)

(g) Runtime/Size (T = 24) (h) Runtime/Density (T = 24)

Figure 3.1: Synthetic road networks: results for the small network sets are depicted in Figures (a)
to (d), and results for the realistic networks are depicted in Figures (e)-(h). Note that for the realistic
networks, Naı̈ve and Greedy exceeded the timeout and thus do not appear in Figures (e)-(h).
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Chapter 4
Advice Provision in Automobile Climate
Control Systems

4.1 Introduction

According to Lee and Lovellette [165], by 2030 a rising middle class in China and India will

cause a high demand for passenger cars that will result in approximately 1.1 billion cars on the

road worldwide, compared to 750 million in 2010. Such a fleet would probably not be able

to rely solely on fossil fuels for long. The growing interest in electrical cars seems to offer a

great solution to the escalating number of cars on the road [165]. Between 2012 and mid-2014,

there was an increase of 170% in electrical cars worldwide [166, 167]. Yet, one of the most

reported reasons for refraining from switching to electric cars is the relatively limited travel

range it has (w.r.t petrol cars). Auto experts have reported that the car’s climate control system

(CCS) reduces the cars power efficiency by up to 10 percent [168, 169]. Thus, reducing energy

consumption of the CCS is important in order to reduce the human ecological footprint and

extend the travel distance of electric vehicles.

There is a broad consensus that modifying a driver’s behavior may allow a reduction in

vehicle fuel consumption [170]. Inspired by these results, in this chapter, we propose an auto-

mated agent that advises a driver how to set the car’s CCS, in a way that would reduce energy

consumption while keeping the driver comfortable. The agent operates in a repeated interac-

tion environment, in which it offers adaptive advice to the driver. Unlike Chapter 2 and Chapter

3, here, the agent and the user’s goals do not necessarily coincide; while the agent is mainly

concerned with the cars energy consumption, the driver is usually more interested in her own
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comfort level. This partial conflict is a unique challenge in advice provision – the agent must

consider the driver’s comfort in order to provide reasonable advice. Furthermore, the agent

should consider the trust the driver has in it and take into account the long term effect of each

piece of advice.

We first present a methodology which combines a driver model, a CCS model and an envi-

ronment model in a Markov Decision Process (MDP) setting [171] in order to generate adaptive

advice for the driver on how to set her CCS. Our proposed modeling is solved to calculate an

advising policy which is used by a newly designed agent named MDP Agent for Climate control

Systems, MACS for short. MACS was tested and compared to the state-of-the-art Social agent

for Advice Provision (SAP) modeling [172] and a non-advising agent (Silent). Our experi-

ments, with 83 human drivers, show that subjects equipped with our agent significantly saved

energy compared to both competing agents. Subjects equipped with MACS reduced their CCS

energy consumption by 33% (on average) compared to subjects using a non-advising agent

(Silent). These results were unexpected compared to the limited savings reported in [173] for

a single interaction advising agent.

Note that our proposed strategic advice provision approach can also be implemented in

other human interacting systems where there is conflict between the users’ and the system’s

goals.

While MACS is able to persuade people to reduce the energy consumption of their CCS, it

does not know which settings would be comfortable for a driver. Specifically, MACS is unable

to predict which settings the driver would find comfortable and how these comfortable settings

may change over time. For example, if MACS would be extended to automatically adjust

the CCS features, it should be able to predict not only the likelihood that a piece of advice

would be accepted, but also which settings the driver would find compatible and then reason

about which settings to implement. To that end, in Section 4.3, we present an innovative online

learning algorithm, which we name Exponentron. We state a regret bound for our setting, which

theoretically compares the performance of our online algorithm relative to the performance of

the best batch prediction mechanism. In experiments with synthetic and real-world data sets,

we found that the proposed algorithm compares favorably with the classic time series prediction

methods by providing up to 41% improvement in prediction accuracy. Furthermore, we used

the proposed algorithm for the design of a novel intelligent agent for Natural Interaction with

humans in CCS using the Exponentron algorithm, which we named the NICE agent, for the

improvement of the communication process between a driver and its automotive CCS. Through
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an extensive human study with 24 drivers we show that our agent improves the communication

process and increases drivers’ satisfaction, exemplifying the Exponentron’s applicative benefit.

The integration of these two agents, MACS and NICE, is straightforward and is left for

future work.

Throughout this chapter, we mainly focus on the driver model, which considers the driver’s

preferences. Modeling the driver in a personalized manner is very challenging; First, different

drivers may have different preferences when it comes to CCS settings. Their preferences vary

according to the environment changes and can even change during the ride itself. Furthermore,

the interaction between the driver and the agent also affects the driver’s preferences and her

future reactions to new advice suggested by the agent. Second, driver’s preferences are hard

to communicate to the current state-of-the-art CCS interfaces that most cars offer, as observed

by the frequent changes drivers make in their CCS settings, indicating dissatisfaction with the

way the CCS adapts to their requests [174].

4.2 Strategic Advice Provision for Reducing Energy Consumption

To help reduce CCS energy consumption, this section presents an adaptive automated agent,

MDP Agent for Climate control Systems (MACS), which provides drivers with advice as to

how to set their CCS. First, we present a model which demonstrated 78% accuracy in predict-

ing drivers’ reactions to different advice in different situations. Using the prediction model,

we designed a Markov Decision Process which its solution served as the advising policy for

MACS.

In order to learn drivers’ preferences and behavior while they interact with an agent in

repeated interactions, we used 2 simple repeatedly interacting agents that were tested with 38

human subjects using a GM Chevrolet Volt electrical car. These agents used different advising

procedures and examined different advice as well as different interaction sequences from which

we were able to learn about the aforementioned factors. Generalizing findings from only 38

subjects was extremely difficult in repeated interaction settings, especially because we could

not simulate all of the different advice and interactions with our subjects.

Using machine learning techniques and careful selection of predicative features we were

able to overcome the above challenges and construct a personalized driver model for predicting

drivers’ reactions to advice depending on its content, the context in which it was given and the

previous agent-driver interactions. Predicting drivers’ reactions necessitates the identification
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of predicative features which describe the driver’s preferences, the environmental factors that

influence her decision-making and a representation of the trust between the driver and the agent

which affect her decision-making as well. We were able to identify a set of features with which

we can provide a probability assessment for each specific driver of whether she will accept the

given advice, based on the details of the advice, the current setting inside and outside the car

and interactions before the advice was given. In a similar fashion, an environment model was

constructed. A CCS model was obtained from previous work on a single interaction advice

provision in CCS settings [173].

MACS can be deployed in petrol and electric cars alike and hold both long-term and short-

term benefits for the driver and the environment.

4.2.1 Related Work

Persuasive technologies have been used in different domains that target behaviors, from a

healthy/safe lifestyle and the ecological behavior of an individual (see [175] for an excellent

review) to changing a group’s decision in voting [176]. These technologies use different tech-

niques to persuade humans to change how they think or what they do [105] and differ in their

theoretical background [177]. Among these persuasive technologies, one can find many agents

for the improvement of energy efficiency. In many of these works, the agent is not required to

provide advice as to how to achieve the goal, but persuade the user into doing so by provid-

ing socio-feedback or eco-feedback [178, 179]. For example, in [180] a mobile application is

presented that senses and reveals information about transportation behavior, in an attempt to

persuade people to increase their use of green transportation. In [181] the authors investigated

the design and evaluation of an intelligent agent that helps to persuade family members to con-

serve energy in their home. Other agents negotiate with humans in order to conserve energy, for

example in the work-place [182, 183]. In the context of automobiles, some agents use drivers’

observed behavior to automatically elicit the drivers’ intention and goals [184, 185, 186, 187].

Yet, to the best of our knowledge, the only work that deals directly with advice provision con-

cerning CCSs is [173].The authors propose CARE—a method to persuade a driver to reduce

the energy consumption of the climate control system of her electric car. CARE is designed for

a single round interaction with a driver, and is not adaptive to the driver’s actions. That is, the

driver receives advice which does not change throughout the ride. Furthermore, CARE requires

the driver to report her “initial comfort level” (how comfortable she feels at the beginning of the
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ride) in order to personalize the advice such that different drivers receive different advice de-

pending on their initial comfort level. Without obtaining this initial comfort level, CARE is not

personalized, and all drivers would receive advice depending solely on the external and internal

temperatures. In real world implementation we would like the agent to be able to personalize

and adapt the advice to the drivers’ actions and refrain from explicitly requesting data from

the driver, as requesting such information may be annoying and even dangerously distracting

[188]. In this work, the agent elicits the drivers’ preferences implicitly from their observed

actions and interactions with the system and does not require any additional information from

the driver, prior to or during the ride.

Agents who consider their own utility while offering advice are common in the literature.

While most of these works assume one-shot interactions, some do consider the long term effect

of the advice in repeated interactions [172, 189]. The two state-of-the-art approaches for the

latter used MDP modeling and maximized a weighted social utility function in a Social agent

for Advice Provision model (SAP). The MDP and SAP models were compared in [190] in

a simulated CCS environment, yet their results are inapplicable in our setting as the authors

assumed explicitly given utility functions for both the agent and the user. In our work, we con-

front a much greater challenge: first, we assume no prior knowledge of the driver’s preferences

and utility. Second, the utility which the driver gains from the different climate control set-

tings is not homogeneous among the drivers. Thus, an extensive context and preference-related

analysis of observed actions was conducted in this work to provide a probabilistic estimation of

the driver’s reactions to possible advice. This estimation was in turn combined into an advice

provision model in which the human driver could be persuaded to save the energy consumed

by her electric car’s climate control system.

4.2.2 The Chevrolet Volt Climate Control System

Our study is based on the GM Chevrolet Volt climate control system. In this system the drivers

have control over the setting S which is a tuple (T, F,D,M) consisting of the following vari-

ables:

• Temperature (T ): this variable can receive values between 16 and 35, and is associated

with a temperature in Celsius.

• Fan strength (F ): this variable can receive values between 1 and 6 and is associated with

the fan blower power.
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Figure 4.1: The Chevrolet Volt Climate Control System Main Screen

• Air delivery (D): in the Volt climate control system, the air delivery may be set to face

(panel), face and feet, only feet and windshield and feet. In our study we limited the air

delivery to either the face (in which D is set to 0) or the face and feet (in which D is set

to 1).

• Mode (M ): This variable may either be set to ‘eco’ (when M is set to 0) or to ‘comfort’

(when M is set to 1).

The Volt climate control system also allows the following additional variables to be set, which

we did not include in this study. These variables are heating of the driver and passenger seats,

recirculation to either manual or automatic, and a ‘fan only’ mode which does not use the

climate control’s compressor. We set the air source to recirculation in all of the experiments.

Figure 4.1 presents the climate control system panel.

Additional important parameters are E, which is the external temperature as displayed

in the central stack, and I , which is the internal temperature as we measured with a manual

thermometer located between the 2 front seats. We denote these two parameters jointly world

state v ∈ V , where V is the set of all possible world states.

Given a setting s, we use subscript sT to refer to the temperature in that setting, sF to refer

to the fan strength, sD the air delivery and sM the mode of the setting.

4.2.3 Energy Consumption Model

We followed the model of the CCS energy consumption as described in [173]. This model was

compared by the authors to others and yielded the greatest fit for the data they collected.

e(T, F,D,M,E, I) = (w1 · (−T ) + w2 · F + w3 ·D+

w4 · E + w5 · I) · (1 + w6 ·M) (4.1)
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We use the same w1, w2, ..., w6 calculated by the authors.

4.2.4 The Repeated Advice Provision Problem

In our setting, there is a repeated interaction between a receiver (the driver) and a sender (the

agent). The interaction is composed of rounds (intuitively, different rides in the car). In round t,

after i interactions in that round, the sender observes the state of the world v = (E, I) ∈ V , the

current climate control settings s = (T, F,D,M) ∈ S and the history of interactions with the

agent, ht,i, and suggests that the receiver change its climate control setting to some d ∈ S. The

agent is also allowed to “remain silent” and not offer any suggestion. After observing advice d

from the sender (if given) the receiver chooses one of the following reactions {accept, reject}.
Regardless of d and the timing, the receiver can choose any s′ ∈ S at her discretion.

The prediction model, which we describe below, is intended to assessP (accept | d, t, v, s, ht,i),

the probability that the receiver will choose to accept the sender’s suggestion d at the time and

context in which d was provided.

For a given world state v, settings s and history ht,i−1, we define the sender’s expected cost

for advice d as follows:

ECt,iS (v, s, ht,i−1, d) =
∑

a∈{accept,reject}

P (a | d, t, v, s, ht,i−1)

(R(a, v, s, d) + γ(t, i)
∑

v′∈V,s′∈S

p(v′, s′ | a, v, s, d)(min
d′

ECα(t,i),β(t,i)s (v′, s′, ht,i, d′))) (4.2)

R(a, v, s, d) is the immediate reward/cost function, which in our domain is the expected

energy consumption given the current world state v, setting s, advice d and the driver’s reaction

a. γ(t, i) is the discount factor, which represents the difference in the significance between

future rewards and present rewards. p(v′, s′ | a, v, s, d) is the probability of reaching world

state v′ and setting s′ from state v and setting s, when the receiver takes action a and the advice

was d, which in our case corresponds to the probability that the world state will change from v

to v′ and the setting will change from s to s′ between consecutive interactions. Note that not

only may the settings s change according to the receiver’s action, but also the world state v.

For example, acceptance (a = accept) of suggestion d while in state v may change the internal

temperature.
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Intuitively, ECα(t,i),β(t,i)s sums up the expected utility in the current time period and in

the future. α(t, i) = t +
⌊
tl−mod(i/tl)

tl

⌋
and β(t, i) =

i+ 1, if i < tl

1, otherwise
where tl is the

limit on the number of interactions per round. ECα(t,i),β(t,i)s considers the possible responses

and multiplies the probability that the receiver will choose this action (P (a | d, t, v, s, ht,i))

with the sum of two elements: The first specifies the immediate reward (R(a, v, s, d)) and

the second specifies the expected future reward. The future expected reward first depends on

whether the interactions will continue at all, which will happen with a probability depending

on the number of rounds and interactions γ(t, i). Then, it depends heavily on the future world

state v′ and setting s′. For any possible future world state v′ and settings s′ that will occur with

a probability of p(v′, s′ | a, v, s, d) the agent will choose the best advice d′ and will obtain,

recursively, the expected utility from giving this advice in the next interaction i + 1 with the

updated history ht,i.

The advice that minimizes the sender’s cost is

π∗(v, s, ht,i−1) = argmindEC
α(t,i),β(t,i)
S (v, s, ht,i−1, d) (4.3)

where π∗ is the advice function.

Hitherto, we have dealt with all variables in the optimization problem exceptP (a | d, t, v, s, ht,i)
and p(v′, s′ | a, v, s, d) which require estimations. The following subsection concerns the data

collection and analysis which in turn resulted in prediction models for the above.

Data Collection

In order to estimate P (a | d, t, v, s, ht,i) we recruited 38 subjects, of whom 20 were males and

18 were females1 ranging in age between 23 and 67, with a mean of 35.

Each subject was given 10 minutes to be in the car and he or she was free to tell the ex-

perimenter what settings to set in the climate control system once the experiment began. The

experiment screen (see Figure 4.1) was displayed on a laptop while the central stack screen was

covered. The system presented advice (if available) as a small “Go Eco-Friendly” button on

the bottom left side of the experiment screen. The subject could choose to click on that button

at any given moment, and thereby change the climate control setting to the advice suggested by

the agent (see Figure 4.2). Notice that the advice itself is not presented to the driver before “Go

1All experiments with human subjects were approved by the corresponding IRB.
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Figure 4.2: The Chevrolet Volt Climate Control System Advice Screen

Eco-Friendly” is applied. At that point, the system merely presents the energy saving that the

advice would yield if applied. During the next 10 seconds the drivers could choose whether to

accept the advice (keep the new settings) or reject it (return to her previous setting). If for the

next 10 seconds the driver does not react, the new setting is automatically accepted1. Regard-

less of the advice, the subject could change the climate control settings in whichever way she

saw fit – the experimenter updated the climate control of the car as many times as requested by

the driver. While in the car the subject was given a cell phone with a driving simulator “Bus

Simulator 3D”2 to be played while the experiment was conducted. The motivation was to set

the conditions similar to regular driving conditions and give the subjects something to do. After

10 minutes, the subject had to exit the car and wait until the inside of the car was warm again

to simulate initial conditions. This phase took about 10 minutes while the car was switched

off and the car doors and trunk were left open. Then, the subject reentered the car to simulate

a new trip. This process was then repeated again. That is, each subject spent 30 minutes in

the car in three 10-minute sessions and an additional 20 minutes waiting between the different

rounds. Thus each subject spent about 60 minutes in our garage, which included the collection

of demographic data and payment (the subjects were paid 100 NIS each, the price of a fancy

lunch in Israel).

In order to accumulate a variety of advice and drivers’ responses, we developed algorithms

for repeated advice provision. The goal of these algorithms was to simulate varying interactions

between the agent and different subjects. Simulating different interactions is challenging. The

time with each driver is limited, thus testing all possible advice in every possible order is

1We designed several GUI’s to provide advice and carried out an experiment to identify the most preferred
GUI.

2Available for free at Google Play store.
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impossible. Consequently, we needed to collect data on “reasonable” interactions, that is,

interactions which we believed people might consider accepting as the agent’s advice.

We used the advice that would have been generated by CARE [173] as a starting point.

We removed the initial comfort level parameter from CARE’s comfort model and retrained the

model using the data that the authors originally collected. We emphasize that the goal of the

experiment was not to evaluate these algorithms but rather to collect data on drivers’ behavior

as the basis for the development of a methodology for advice provision in repeated interactions.

During the experiment we logged all of the actions performed by the agent, all of the actions

performed by the subjects and the energy consumption of the car.

We implemented two algorithms; The Pusher algorithm, which advises the settings that

maximize the comfort level but consume no more than the average between the current con-

sumption and the “ideal consumption” – that is, CARE’s advice. The intuition behind this

algorithm is that the system will always try to persuade the subject to choose the “ideal” set-

tings. The Lenient algorithm, which advises the settings that maximize the comfort level but

consume no more than the “ideal consumption” (CARE’s advice) plus the delta between the

user’s maximal consumption and the current consumption. The intuition behind this algorithm

is that if the driver is willing to compromise and consume less energy (than her maximal con-

sumption) the system is also willing to compromise and offer more “generous” advice (in terms

of energy consumption).

Nineteen subjects participated in the experiments with the Pusher algorithm. The average

number of times in which new advice was suggested to a subject per session was 3.44. In 74%

of the cases the subject chose to consider the advice and clicked the “Go Eco-Friendly” button.

Furthermore, in 59% of these cases she chose to accept the advice. Similarly, 19 subjects

participated in the experiments with Lenient. The average number of times that new advice

was given to a subject per session was only 1.18. Moreover, in only 59% of the cases in which

new advice was proposed, the subject chose to consider the advice and chose the “Go Eco-

Friendly” button. Furthermore, in 59% of these cases she chose to accept the advice. There

was no significant change between the sessions.

We compared the energy consumption per condition. While in the first condition the con-

sumption was slightly higher (0.1605KWH vs 0.1525KWH), the difference was not statistically

significant. It is also interesting to observe that the energy saving average “Go Eco-Friendly”

suggested to the subject was -16.86% with Pusher and -36.91% with Lenient.
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As for the rounds: in the first round 0.76 of the times that new advice appeared, the subjects

clicked on it. Nonetheless, only 0.69 of the times the subjects clicked on new advice in rounds

2 and 3. In the first round the subjects rejected 0.37 of the advice received, in the second round

0.46 and in the third 0.42. The number of pieces of advice received per subject dropped from

2.8 in round 1 to 2.6 in round 2 and 2.2 in round 3. The average saving of the advice offered

dropped from -22.5% in round 1 to -20.8% in round 2 and -18.1% in round 3. The average

consumption was reduced from 0.162 in round 1 to 0.155 in rounds 2 and 3. Combining all

of this data, it seems that although the subjects received less advice in the latter rounds, they

apparently consumed less energy. This is because the subjects were probably influenced by

the first round and consumed less energy to begin with and therefore required less advice.

However, the advice still seemed to have a large impact on the subjects in the later rounds as

well.

We also separated all rounds according to the algorithms used (Pusher, Lenient). With the

Pusher algorithm the acceptance rate of new advice (percent of advice in which the subjects

also clicked on “Go Eco-Friendly” and also accepted the advice) did not vary much between the

rounds (0.45 in the first round, 0.41 in the second and 0.49 in the third). Lenient demonstrated a

major drop from the first round’s acceptance rate, from 0.57 to 0.1 in the last round’s acceptance

rate.

Prediction Model

Recall that in order to calculate Equation 4.2 we need to estimate P (a | d, t, v, s, ht,i−1). Given

the data obtained in the Data Collection phase, denoted Λ, we extracted features, as described

in Table 4.1, which help predict the driver’s response given the advice d, the round t, the world

state v, and the interaction history ht,i−1. For each d,t,v,s,ht,i−1 we encountered in the data

we extracted the features and labeled the instances accepted or rejected according to their

status. This process merely translated the interaction (which was in a textual format) to a set of

vectors, whereby each was a set of features and a label, i.e., the subject’s response. This vector

represented a single interaction in the experiment and was used in the prediction model.

The resulting labeled set ψ was divided in a one-left-out fashion, where for every subject

j we created ψj as a test set and ψ−j as a training set. Then, a prediction model using the

K-Nearest-Neighbors algorithm (KNN) was created. The Algorithm was trained on ψ−j and

tested over ψj for every j. KNN is a classical non-parametric lazy classifying algorithm in
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notation meaning

save d’s energy saving percentage of the advice.

∆T d’s temperature difference from current sT .

∆F d’s fan difference from current sF .

∆I d’s temperature difference from current I .

d% the advice acceptance rate thus far.

d%t the advice acceptance rate in round t.

acc∆T the average ∆T of accepted advice so far.

acc∆F the average ∆F of accepted advice so far.

rej∆T the average ∆T of rejected advice so far.

rej∆F the average ∆F of rejected advice so far.

acc∆t
T the average ∆T of accepted advice in round t.

acc∆t
F the average ∆F of accepted advice in round t.

rej∆t
T the average ∆T of rejected advice in round t.

rej∆t
F the average ∆F of rejected advice in round t.

Table 4.1: List of Features
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which an object is classified according to its k nearest neighbors (k is a positive integer, typ-

ically small). If k = 1, then the object is simply assigned to the class of that single nearest

neighbor. The classes in our settings were accepted and rejected, and k was set to 21 as it

provided the highest prediction accuracy on ψ.

Unfortunately, ψ turned out to be very unbalanced where of the 436 instances in ψ, 324

were accepted and 112 were rejected instances. This was caused due to the use of the Pusher

and Lenient agents that only advised settings which we a priori believed the driver would

accept (predicted comfort of at least 7). We used 2 methods to overcome this problem: 1)

We oversampled the minority group (rejected). 2) We synthetically injected instances in the

following manner – for every rejected labeled instance in ψ we added rejected instances for

any warmer1 advice than the one rejected. For example, if a subject rejected a setting of

T = 23, F = 1 she would most likely reject T = 24, F = 1 and T = 25, F = 1 as well. We

were very careful with this injection and ensured that the suggestion was rejected because it

was too hot and not because it was too cold. We only synthetically created instances for actual

rejected instances with temperatures higher than 22 and fan lower than 3.

Of the 436 suggestions, we correctly classified 337 instances (78%), where we had greater

success with accepted instances (85%) than with the rejected group (59%). Moreover, we

identified which features were good predicative features and which were not. Namely, the

features save, ∆T , ∆F , ∆I , ∆F , d% were found to be influential whereas the rest had little (if

any) effect on the accuracy rate (the features appear in Table 4.1).

We note that the use of different machine learning algorithms such as SVM and Decision

Trees provided very similar yet lower prediction rates (72%, 63%, respectively).

The use of the KNN algorithm also provided a probability measurement ofP (a | d, t, v, s, ht,i−1),

which was needed to design the agent. We estimated P (a | d, t, v, s, ht,i−1) as the number of

accepted labeled instances among the 21 nearest neighbors divided by 21. That is, if 7 of the

21 nearest neighbors are labeled accept we would assume that the probability of the current

advice d to be accepted, in the context in which it is given, would be 1/3. This method achieved

a Mean Absolute Error of 0.37 and a Root Mean Squared Error of 0.42.

1Data collection and experiments were conducted during the summer period.
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Agents

Based on both the prediction model and the energy consumption model we constructed two

agents, the SAP agent and MACS. MACS tries to solve the optimization problem given in

Equation 4.3 whereas the SAP agent does not.

MACS: An MDP [171] is a tuple (O,A,T,R) where

1. O is the set of possible states of the system (S);

2. A is the set of possible advice the agent can suggest; in our case it is S∪{“silent”};

3. T represents the interaction dynamics – the driver’s reactions to advice and the environ-

mental changes;

4. R is the energy consumption function for each s ∈ S.

Acting in an MDP results in a sequence of states and actions o0, a0, o1, a1, o2, . . .

A policy π is a sequence of mappings (µ0, µ1, µ2, . . . , µtl), where, at time t, the mapping

µt(·) determines the action at = µt(ot) to take when in state ot. tl denotes the limit on the

amount of advice the agent can suggest.

The objective is to find an optimal policy that minimizes the expected cost accumulated

over time. In particular, a policy π is good if its Expected Cost is low. Expected Cost is defined

as:

ExpectedCost(π) = E[

tl∑
t=1

γtR(ot)|π] (4.4)

γ is the probability of continuing to the next round. In our environment the decision maker

is the advisor (the agent), which has to decide which, if any, advice to provide. The driver

controls the actual dynamics of the system as she controls the actual climate control settings.

We model this environment using an MDP. Each state o ∈ O consists of a world state v, the

current climate control setting s, interaction number i, round number t and the advice accep-

tance rate thus far, d%. These states cover all possible scenarios in which the agent is required

to provide advice or to remain silent. There is an infinite number of states, which require dis-

cretization. We discretized the environment by rounding degrees to the closest integer and the

acceptance rate was restricted to 2 digits after the floating point. This process resulted in about

100,000 states. The current state is completely observable by the agent from the car’s data and

the previous interaction with the driver. As such, no uncertainty is induced regarding the state

in which the agent works.
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The agent can only suggest climate control settings to the driver or it can remain silent, i.e.,

A = T × F ×D×M ∪ {silent}, where T × F ×D×M is the space of all possible climate

control settings. Notice that all of these actions are possible at each state.

T(o, d, o′) provides the probability of reaching MDP state o′ given advice d in MDP state

o. In our environment this transition is controlled mainly by the driver. The driver is free to

change the climate control settings whenever she chooses to, and as shown in [173], drivers

are also influenced by the agent’s advice, even when it is rejected. Because the drivers are free

to change the climate control settings regardless of advice, it is hard to model these changes.

Furthermore, the external and internal temperatures may vary during the experiment. This

makes it extremely hard to accurately assess T. For example, after advice is rejected the climate

control settings are automatically switched back to the previous ones. Before the next advice

appears, a period that we set to 60 seconds (as proposed by our engineers) to avoid distracting

the driver, the driver can change the CCS setting in whichever way she wants and the internal

temperatures tend to decline. We did not detect any clear behavior with regards to the drivers

changing settings except when they were considering whether to accept or reject advice. Thus,

we assumed that the climate control settings change only by explicitly accepting them and/or

at the beginning of each round. This assumption is restricted only for modeling; in actual

implementation the driver receives advice according to her actual state, regardless of how she

reached that state, namely by advice or by manual changes. Due to the short time intervals in

which the experiment is conducted (10-minute episodes), the external temperature is unlikely

to change and therefore was assumed to remain constant. The internal temperature on the

other hand tended to change, mostly decreasing during the experiment. We estimated these

changes using pc(v′ | a, v, s, d) which was assessed using another KNN model (with k again

set to 21). Each instance in ψ was translated into a feature vector containing a, v, s, d and

was labeled with the change of the I during the 60 second intervals between the different

suggestions. For example, given I = 35, E = 36 , T = 19, F = 2, D = 0,M = 0,

the advice of T = 22, F = 1, D = 0,M = 0 which was accepted, we estimated a 9.5%

chance of I decreasing by 1 degree Celsius and a 90.5% chance of I not changing. This was

due to the fact that 2 of the 21 nearest neighbors experienced a decline of 1 degree Celsius

and 19 did not. In addition, the driver can choose to ignore the advice by avoiding clicking

on the “Go Eco-Friendly” button. This factor was also learned statistically by a Maximum

Likelihood Estimator, denoted ps(stop | t, i). That is, given t, i, we estimated the probability

of an interaction to stop at t, i (not to continue to i+ 1) by dividing the number of instances in
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round t and interaction i which did not continue to i+ 1 by the number of instances of round t

and interaction i in ψ.

T is derived from the prediction model described above, pc(·) and ps(·). The prediction

model provides us with the probability of suggestion d being accepted in state o, which leads

us to a new state – o′. Yet, regardless of the estimation, pc(·) and ps(·) are applied and therefore

there are multiple possible outcomes: “accept” with I declining by 1 degree Celsius, “accept”

with no change to I , “ignore” etc. . . If we predict that the driver will stop the interaction we

again assume she will keep the current setting of the climate control system.

The R function is naturally derived from the previously described Energy Consumption

Model. At each phase the agent faces a cost, which is the energy consumed by the CCS. The

accumulation of all costs encountered during the interaction is the payoff to the agent, which it

tries to minimize.

Recall that tl is the horizon of the interaction, which in our experimental setting is set to

9 (3 rounds, 3 pieces of advice per round). tl was chosen according to GM’s experience in

designing driver-interaction systems. γ is 1 if t ≤ 9, and otherwise 0. This is due to the fact

that we do not distinguish between the different rounds in terms of energy consumption. t in

Equation 4.4 indicates the current number of the interaction (t ≤9).

We solved the MDP problem using Dynamic Programming [191] and received a policy π∗,

which determines which advice d (if any) to provide in every state o. We note again that π∗,

an optimal policy for the given MDP, does not take into account the manual changes the driver

can perform. Nevertheless, if the driver reconfigures the climate control setting manually (by

changing her climate control setting) the suggestion will be according to her new state. We

anticipate that π∗ will still provide solid recommendations.

To deploy π∗ in the GM Chevrolet Volt car, we enumerated all states and advice as <

o,Π∗(o) > pairs and saved them in a table. The agent loads the table at the beginning of the

interaction and simply identifies each state (when needed) and provides the specified advice.

SAP agent: According to social preference theory, people consider the outcomes of others

as well as their own when making strategic decisions. SAP modeling explicitly reasons about

the trade-offs between the costs to both participants in the selection process based on a social

weight [190]. SAP modeling provides advice that maximizes a social utility function which

is a weighted sum of the agent and human’s utilities. SAP uses simulation runs of repeated

human-agent interaction to identify the weights that maximize the agent’s utility over time.
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In climate control settings the agent’s utility is based on the energy consumption and the

driver’s utility is based mainly on her comfort level. Unfortunately, the driver’s comfort level

(even if the driver is able to quantify it) is not available to the agent in a real car deployment.

In [190], the authors asked the participants explicitly to quantify their comfort level on a scale

of 1 to 10 where 7 means —“I’m comfortable; I would like to drive under these conditions”.

However, preferences over final outcomes vary according to the reference point from which

those outcomes are judged [192]. That is, the comfort level setting s provided depends heavily

on the last setting the driver experienced. Therefore, the proposed comfort level function is not

adaptive to the reference point and the projected comfort level from setting s relies solely on s’s

components – sT , sF , sD and sM . Nevertheless, we wanted to test the predicative ability of the

comfort level function (as calculated in [190]). An analysis of Λ (see Section Data Collection)

revealed that although suggesting only settings in which the comfort level suggested will result

in a comfort level of 7 (at least), we encountered 41% misclassifications – that is, 41% of the

suggestions were rejected despite their expected comfort level being 7 or more.

In order to work around this problem we propose to estimate the driver’s comfort using the

prediction model described above. We assume that there is a strong correlation between the

acceptance probability of a suggestion and the utility that the suggestion provides to the driver

– the higher the probability of acceptance, the higher the utility of the driver and vice versa.

The SAP agent provides advice d which maximizes the following social utility function u,

given a defined weight w.

u(d) = −w · e(d) + (1− w) · P (accept | d, t, v, s, ht,i−1) (4.5)

That is, given w (which is defined offline) and t, v, s, ht,i−1 the SAP agent searches for

advice d which maximizes u. This advice will be presented to the driver.

In order to compute the optimal weight w∗ of the social utility function we performed

an (offline) exhaustive search over all possible weights in the interval [0, 1] in steps of 0.01,

each simulated with 100,000 games of 9 interactions. At each interaction in the simulation,

similar to MACS, the SAP agent provides advice while maximizing Equation 4.5. If the advice

is considered by the simulated driver (using ps(·)), P (accept | d, t, v, s, ht,i−1) is applied to

simulate the driver’s response. Immediately thereafter, the change in I using pc(·) is simulated.

In order to avoid online calculations we generated all states offline and created a table of

< s, d >.
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Empirical Evaluation

The aforementioned agents, MACS and SAP agent, together with a Silent agent (that does not

provide any advice), were tested in the exact same fashion as described in the Data Collection

section above.

We recruited 45 subjects in order to evaluate the 3 agents. Of the 45 subjects, 23 were

males and 22 were females ranging in age from 23 to 72 with a mean of 41.

Each subject spent about 60 minutes in our garage. Due to that fact, we could not imple-

ment a within-subject experimental setting (it would take too long). In our between-subjects

experimental setting the testing of policies in extremely similar world-states is important for

the integrity of the results. All subjects who took part in this stage of the research participated

in the experiments between mid-August 2014 and mid-September 2014. In these 4 weeks, be-

tween 11 : 00 − 15 : 00 (the time of the experiment), temperatures in our garage were almost

constant. All participants experienced temperatures between 35-37 degrees Celsius, without

any exceptions.

Results: The MACS and the SAP agent were limited to 3 pieces of advice per round (9

overall), yet neither of them reached the 9 suggestion limitation. MACS offered 6.07 pieces of

advice to each subject whereas the SAP agent offered 6.13 suggestions (on average). Of the

91 suggestions MACS offered its 15 subjects, 84% of the time (76) “Go Eco-Friendly” was

clicked, and 58% of such clicks resulted in the suggestion being accepted (44). On the other

hand, SAP offered 92 pieces of advice to its 15 subjects, yet only 64% of the time “Go Eco-

Friendly” was clicked (59), and 54% of such clicks resulted in the suggestion being accepted

(32).

When we break down the data according to rounds, we can see that the low click rate of

the SAP agent starts from the first round and keeps declining. In the first round 67% of the

time new advice was presented, the subjects clicked on “Go Eco-Friendly”. However, in the

second and third rounds a decline was recorded – 65% and 59%, respectively. The amount of

advice given per round also declined from 2.2 in the first round to 2.1 in the second and 1.8

in the third. However, the average savings from the advice offered increased from 32.5% in

the first round to 33.3% and 35.8% in the second and third rounds, respectively. The average

energy consumption varied across the rounds, where in round 1 an average consumption of

0.249KWH was recorded and only 0.216KWH was recorded in the second round. In the third

round the consumption increased to 0.247KWH.
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Figure 4.3: Agents’ energy consumption per round (on average, in KWH).

MACS, on the other hand, kept a relatively constant click rate (the percentage of times new

advice was considered via the “Go Eco-Friendly” button) across the different rounds, i.e., 85%,

82%, and 83%, respectively. Similarly to the SAP agent, in the first round 2.2 pieces of advice

were presented to the subject (on average). Yet in the second round it offered only 1.8 pieces of

advice and 2 in the third round. As for the energy consumption, in the first round 0.191KWH

on average was recorded whereas in the second and third rounds 0.158KWH and 0.173KWH

were recorded, respectively.

Analysis: A total of 45 participants took part in the experiment. We used a between-subject

design, with three levels of conditions (MACS, SAP agent, and Silent). Each participant per-

formed the task under one of the three conditions and performed three consecutive runs. The

data was analyzed with a univariate ANOVA, with condition and repetition as the independent

factors and the energy consumption as the dependent variable. Post-hoc comparisons among

the three conditions were also run.

The energy consumption was significantly affected by the condition, F(2,126)=14.0, p <

0.001, η2 = 0.18. Figure 4.3 shows the mean energy consumption (per round) and 95%

confidence intervals under the three experimental conditions. Post-hoc comparisons among

the conditions (using Bonferroni correction for multiple comparisons) showed that MACS was

significantly different from both the SAP and Silent agents, p < 0.001. On average, a subject

using MACS consumed 33% less energy than the benchmark group of Silent. Subjects who

used the SAP agent consumed 5% less energy than the subjects equipped with Silent, though

this difference was not found to be statistically significant using the post-hoc comparison.
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Discussion

A decline in the clicking rate (the percentage of times new advice was considered by clicking

on “Go Eco-Friendly”) is natural as the subjects learn different settings and perhaps find a

setting in which they are unwilling to compromise. Therefore, there is a small decline in the

pieces of advice provided by the agents as the experiment proceeds. Both MACS and the SAP

agent offered 33 pieces of advice in the first round opposed to 30 and 27 in the last round,

respectively.

Our results show that MACS outperforms the SAP agent in our repeated interaction CCS

settings. This result contradicts previous results presented in [172], which showed that the

SAP based agent outperformed the authors’ MDP based agent. However, recall that in our

implementation of SAP we used the probability estimation of the driver to accept a suggestion

rather than the driver’s actual utility function which we could not articulate. Learning the

driver’s precise utility function, if one even exists, may be possible, but would certainly require

a lot more data on each driver.

Our findings show that the SAP agent was much more aggressive in its suggestions than

MACS. On average, the SAP agent offered to reduce 33.7% of the energy consumption in its

advice, whereas MACS offered to reduce the energy by 23.1%. It seems that this aggressiveness

was the reason some subjects stopped trying the advice. Those who did choose to continue to

click on the “Go Eco-Friendly” button demonstrated a relatively good acceptance rate (54%).

In the implementation of both the MACS and SAP agents, we used a KNN prediction model

to assess P (a | d, t, v, s, ht,i−1). We reevaluated the model to examine whether its predictions

of drivers’ reactions to advice were accurate w.r.t the observed interaction with the MACS and

SAP agents. When we tested the model on the data collected by the Pusher and Lenient algo-

rithms (using the 1-left-out methodology) we revealed a prediction accuracy of 78%, a Mean

Absolute Error of 0.37 and a Root Mean Squared Error of 0.42. We retested the prediction

model using the interactions with the MACS and SAP agents as a test-set. The model’s pre-

diction accuracy was found to be 76% while its Mean Absolute Error and Root Mean Squared

Error were 0.39 and 0.41, respectively. These findings suggest that our prediction model is able

to generalize across different drivers and agents.

It has been shown in literature that women are more likely to “express thermal dissatisfac-

tion” and are more sensitive to cooler conditions in indoor experimentation than men [193].
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Our data also shows a significant difference between men and women in automotive CCS set-

tings. On average, a woman equipped with one of the three agents (MACS, SAP agent and

Silent) set her CCS to 22 degrees and a fan speed of 2, whereas a man, set his CCS to 20

degrees temperature and a fan speed of between 3 and 4 on average. Consequently, men con-

sumed 0.72KWH and women consumed 0.59KWH (on average, per subject) in 3 rounds total.

This difference was statistically significant using post-hoc testing (p = 0.02). Although women

accepted more advice than men on average (59% vs. 51%) the difference was not statistically

significant and does not provide an explanation for the difference in energy consumption.

4.2.5 Conclusions

In this section we presented a methodology for the development of a repeated interacting agent

for automobile climate control systems, MACS. MACS offers adaptive advice which considers

the drivers’ reactions and the long term effect of each piece of advice. The use of machine

learning techniques enabled us to satisfactorily predict different drivers’ reactions to different

advice, which in turn was used for the modeling of MACS. This prediction and modeling

resulted in an adaptive policy which was found to be beneficiary – drivers equipped with MACS

consumed 33% less energy (on average) than those who were not.

We can conclude that an MDP modeling for the long-term effect of advice is good practice

for advising agents operating in environments with repeated settings. The use of machine learn-

ing techniques helped us bridge over the lack of prior knowledge of the human’s preferences

and desires which is required to correctly model interactions. Despite the very few examples,

which required simulating different repeated interactions in a reasonable fashion, and having

limited prediction accuracy over the minority group we were able to generalize our findings to

provide solid prediction accuracy and beneficiary adaptive advising policies.

The methodology presented herein can be used in different domains and settings which

require strategic advice provision by self-interested agents and is not restricted to automotive

climate control systems.

Our agent and methodology are being considered for implementation in future GM cars.

In this section we presented our investigation of a setting in which the advising agent’s

goal does not coincide with the user’s goal. This partially-conflicting setting is also common in

other environments, e.g., in economical settings [194]. We intend to broaden our investigation

of the proposed methodology to other fields in future work.
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4.3 Better Adapting to Driver’s Needs

In an interview-based preliminary experiment we conducted with 18 drivers, we noticed that

the drivers’ satisfaction from their CCS is affected not only by the target cabin setting of the car

but, and even more importantly, by the cabin setting endured during the adjustment process.

Furthermore, we observed that people have different preferences for both situations. However,

their preferences during the adjustment process exhibit similar exponential decay tendencies.

For example, Alice’s target interior cabin temperature is 21◦ C and she wishes to reach it as

fast as possible (she does not mind enduring extreme CCS settings in the process). Bob, on

the other hand, wants to reach 19◦ C but refrains from settings in which the fan speed is higher

than 3 and thus prefers milder adjustments. However, both prefer that the interior temperature

will decrease exponentially.

Exponential decay functions are popular in modeling real-world phenomena. For example,

the decrease in radioactivity levels of radioactive substances, the cooling of an object in a cold

environment [195] and human decline of memory retention in time [196] are all assumed to

decay exponentially in time and are usually modeled using exponential decay functions.

There are several learning algorithms for the prediction of exponential decay time series

such as the Bayesian [197], regressive [198] or autoregressive [199] methods based on labeled

training data (i.e., a set of observed time series). However, most of these algorithms introduce

two limitations: First, the algorithms are batch in nature and need to receive the entire training

set in advance. As such, batch algorithms cannot adapt to changes over time in the modeled

phenomenon which may occur after the initial training phase, for example when modeling

human preferences over time. Second, the algorithms are general purpose, and do not exploit

the exponential decay nature of the time series. While a few online learning versions of the

above models have been investigated recently [200], to the best of our knowledge, none have

specifically addressed exponential decay time series.

In this section we present an online learning algorithm, which we call Exponentron, for

the prediction of exponential decay time series. The online learning algorithm takes place in

a sequence of consecutive rounds. During each round, the learner first receives a time series

instance. Then, the learner is required to predict its parameters. At the end of the round, the

learner obtains the correct parameters, and uses this information to improve its future predic-

tions.
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The Exponentron algorithm focuses on a special hypothesis family capturing the assumed

exponential decay behavior of time series. It is aimed at optimizing the square loss function,

and like other online learning algorithms it does not require any training data before deploy-

ment.

We state a regret bound for the Exponentron algorithm. Regret bounds are common in the

analysis of online learning algorithms. A regret bound measures the performance of an online

algorithm relative to the performance of the best competing hypothesis, which can be chosen

in hindsight from a class of hypotheses, after observing the entire time series.

Empirically, we show that the algorithm significantly outperforms classic time series pre-

diction methods’ accuracy in predicting assumed exponential decay time series in two repeated

real-world settings by up to 41%. Exponentron is then used for the enhancement of driver-

automotive CCS interaction. A novel intelligent agent for Natural Interaction with humans in

CCS using the Exponentron algorithm, which we named the NICE agent, is presented. The

NICE agent was extensively evaluated with 24 human drivers in hot summer conditions. The

agent successfully reduced the number of interactions needed by the driver to achieve her de-

sired comfort state by 19% compared to state-of-the-art CCSs. The agent was also shown to

achieve high driver satisfaction.

4.3.1 Time Series Preliminaries

A time series s = (s0, s1, . . . , sT ) is an ordered sequence of values measured in equally spaced

time intervals, where st ∈ R denotes an element at time t, 0 ≤ t ≤ T . In this work, we assume

that the time series was created by an exponential decay process. Assuming (s0, s1, . . . , st−1)

is the beginning of a series, the prediction of the next element is denoted ŝt.

Intelligent agents often use time series prediction to improve their decision-making. A few

recent examples include the repositioning of bikes in bike-sharing systems based on the pre-

diction of bike usage [201], maintenance scheduling based on the prediction of ongoing game

scores [202] and the prediction of passenger demand for better taxi routing [203]. A com-

mon theme among these systems is the use of classical, general purpose time series prediction

methods as the basis for their domain-specific proposed approach and design.

Among the most commonly applied techniques for forecasting the continuation of a time

series given its beginning are the autoregressive (AR) model, the autoregressive-moving aver-

age (ARMA) model (see [199] for a review) and the exponential smoothing (ES) forecasting

method (see [204] for a review).
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The autoregressive (AR) model generates its prediction using the following equation:

ŝt = c+

p∑
i=1

ϕist−i (4.6)

where c, p and ϕi are parameters of the model.

An AR model is in fact a linear regression of the current value of the time series against

one or more prior values of the time series. The value of p is called the order of the AR model.

The most commonly applied AR method, which is also used in this study, uses p = 1. This

model is sometimes denoted AR(1).

A popular extension of the AR model uses a moving average (MA), resulting in the autoregressive-

moving average (ARMA) model [199]. ARMA is also known as the Box-Jenkins Approach.

The ARMA model generates its prediction using the following equation:

ŝt = c+

p∑
i=1

ϕist−i +

q∑
i=1

θiet−i. (4.7)

where ej = sj − ŝj and c, p, q, ϕi, θi are parameters of the model.

AnARMAmodel is in fact a linear regression of the current value of the time series against

one or more prior values of the time series and one or more prior noise terms. The value of p

is called the order of the AR part of the model and q is the order of the MA part of the model.

The most commonly applied ARMA method, which is also used in this study, uses p = q = 1.

This model is sometimes denoted ARMA(1, 1).

Another prediction method is the exponential smoothing (ES) scheme (also known as the

exponentially weighted moving average), which weighs past elements of the time series using

exponentially decreasing weights. The most suitable exponential smoothing method, which is

used in this study, is the double exponential smoothing method, denoted ES. ES forecasts the

continuation of a time series using the following equations:

ŝt = αst−1 + (1− α)(ŝt−1 + bt)

bt = γ(ŝt − ŝt−1) + (1− γ)bt−1
(4.8)

where 0 < α ≤ 1 and 0 < γ ≤ 1.

There are several methods for choosing ŝ0 and b0. The most common one, which is also

used in this study, is ŝ0 = s0 and b0 = 0. Note that single exponential smoothing does not fit

time series which present trends, and therefore, was unsuitable for this study. Triple exponential
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smoothing, also known as the Holt-Winters exponential smoothing technique [205], is popular

in forecasting seasonal time series. In our settings we assumed no seasonality. The smoothing

parameters, α and γ, used by the ES method are usually found using grid search.

Note that the above three methods are both general purpose (that is, they can fit a large

variety of time series) and work batch (the models’ parameters do not change during the pre-

diction).

An online version of the ARMA model, denoted O-ARMA was recently analyzed in

[206]. The proposed version uses the ARMA model specified in Equation 4.7, yet the model’s

parameters may change over time. Nevertheless, note that this method is still a general purpose

model as is the basic ARMA model.

In this section we provide a solution to the task of online prediction of the continuation of

an assumed exponential decay time series. To the best of our knowledge, no intelligent system

or machine learning algorithm have addressed this challenge to date.

The above four models (AR, ARMA, ES and O-ARMA) are evaluated as baseline mod-

els in Section 4.3.2 of this study, showing the Exponentron algorithm’s superiority.

4.3.2 The Exponentron Algorithm

We assumed the following set of hypotheses:

ŝt(θ) = a+ b e−c (t−t0), (4.9)

where θ = (a, b, c) is the set of 3 parameters that should be estimated, θ ∈ R3
+, and t0 ∈ R+

is a time offset parameter.

In this work we focused on online settings, where learning takes place in rounds. In round t,

the algorithm observes the series (s0, s1, . . . , st−1) and is required to make a prediction for the

next element in the series, ŝt. The algorithm maintains a set of parameters that are constantly

updated every round. After making its prediction, ŝt, the correct value, st, is revealed and an

instantaneous loss `(ŝt, st) is encountered. The round ends by an update of the parameters θ

according to the encountered loss. In this work we use the squared loss function, namely

`(ŝt(θ), st) = (ŝt(θ)− st)2 = (a+ b e−c (t−t0) − st)2. (4.10)

Our algorithm, which is called Exponentron, is given in algorithm 4. The algorithm is

aimed at minimizing the cumulative loss.
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The algorithm starts with a set of feasible parameters θ0 ∈ R3
+, that is, θ0 = (a0, b0, c0)

satisfies the constraints on the parameters. We initialize t0 by setting the first prediction to be

correct, namely, ŝt = st for t = 0, and get

t0 = log((s0 − a)/b)/c. (4.11)

Now the set of parameters needs to satisfy the constraints a ≤ s0, b ≥ 0 and c ≥ 0.

The following proposition states that the hypothesis function is a convex function.

Proposition 3. The hypothesis function

ŝt(θ) = a+ b e−c (t−t0) (4.12)

is a convex function in the set of parameters θ = (a, b, c).

Proof. Since b > 0 we can rewrite it as b = eb̃, and the hypothesis becomes ŝt(θ) = a +

eb̃−c (t−t0). Now it is easy to verify that

ŝt(αθ1 + (1− α)θ2) ≤ αŝt(θ1) + (1− α)ŝt(θ2),

for the sets θ1 = (a1, b̃1, c1), and θ2 = (a2, b̃2, c2) that satisfy the constraints, and α ∈
(0, 1).

Since our loss function in Eq. (4.10) is also a convex function, evidently the loss is convex.

Our algorithm is based on gradient projected methods [207, pp. 228]. The algorithm starts

with a set of feasible parameters θ0 ∈ R3
+, that is, θ0 satisfies the constraints. At the t-th round

the algorithm predicts the next element in the time series based on the parameters θt−1. Then,

if the encountered loss, `(ŝt(θt−1), st), is greater than zero, the parameters are updated by a

gradient step: θ′ = θt−1 + ηt∇θ`, where the gradient of the loss is the following vector:

∇t = 2(ŝt(θ)− st)[1, e−c (t−t0),−b(t− t0)e−c (t−t0)]. (4.13)

The parameter ηt is the learning rate. Specifically in our case we set ηt = η0/
√
t, where η0 is

chosen when the algorithm starts (as in [208, 209]).

At the end of each round the algorithm projects θ′ on a set of constraints in order to attain

θt, a feasible vector.

Note that the Exponentron algorithm does not require any training before deployment.
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Algorithm 4 The Exponentron Algorithm

Require: initialize θ0, learning parameter η.
1: observe s0 and set t0 according to Eq. (4.11)
2: for t = 1, 2, . . . , T do
3: predict ŝt = at−1 + bt−1 e

−ct−1 (t−t0)

4: observe true value st
5: encounter loss `(ŝt, st)
6: update parameters and project
7: at = min{s0, at−1 − 2ηt(ŝt − st)}
8: bt = max{0, bt−1 − 2ηt(ŝt − st)e−ct−1 (t−t0)}
9: ct = max{0, ct−1 + 2ηt(ŝt − st)bt−1

(t− t0)e−ct−1 (t−t0)}

Often the performance of an online algorithm is measured by how competitive it is with the

hypothesis of the best fixed parameters θ∗. This is captured by the notion of the algorithm’s

regret, which is defined as the excess loss for not consistently predicting with the parameters

θ∗,

regret(θ∗, T ) ,
T∑
t=1

`(ŝt−1(θ), st)−
T∑
t=1

`(ŝt(θ
∗), st). (4.14)

The following theorem states that the regret of the Exponentron algorithm is bounded.

Theorem 1. The Exponentron algorithm has the following regret bound for every θ∗ in R3
+,

regret(θ∗, T ) ≤
√
T

2
‖θ‖2+ 1

2
√
T

T∑
t=1

‖∇t‖2. (4.15)

Proof. The analysis is based on the stochastic gradient descent with a projection analysis [207].

θt−1 denotes the set of parameters before the update, θt−1/2 denotes the set of parameters after

the gradient step, and θt denotes the set of parameters after the projection step. Thus

‖θt − θ∗‖2−‖θt−1 − θ∗‖2

= ‖θt − θ∗‖2−‖θt−1/2 − θ∗‖2

+ ‖θt−1/2 − θ∗‖2−‖θt−1 − θ∗‖2

≤ ‖θt−1/2 − θ∗‖2−‖θt−1 − θ∗‖2

= ‖θt−1 − η∇t − θ∗‖2−‖θt−1 − θ∗‖2

= −2η (θt−1 − θ∗) · ∇t + η2‖∇t‖2

≤ −2η
(
`(ŝt(θt−1), st)− `(ŝt(θ∗), st)

)
+ η2‖∇t‖2
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From the second line to the third line, we used the property of projections, ‖θt − θ∗‖2≤
‖θt−1/2 − θ∗‖2. We now sum over all t, and find

‖θT − θ∗‖2−‖θ0 − θ∗‖2

≤ −2η

T∑
t=1

(
`(ŝt(θt−1), st)− `(ŝt(θ∗), st)

)
+

1

2
η

T∑
t=1

‖∇t‖2

Rearranging the terms, we reach the desired result.

Exponentron Evaluation

We first evaluated the Exponentron algorithm using synthetic exponential decay time series.

Then, we evaluated the Exponentron algorithm in two real-world prediction tasks of significant

importance: First, we evaluated the Exponentron in predicting drivers’ desired interior cabin

temperature during a drive. Specifically, we focused on the cooling condition, where a driver

wishes to cool the interior cabin temperature of a car in order to achieve a comfortable state.

Second, we used the algorithm to predict the number of arriving calls at a call center. Specif-

ically, we considered a call center in which human service agents can handle both inbound

calls and other back-office tasks, making the prediction of arriving calls an important factor in

real-time work schedule adjustments and managerial decision-making [210].

We compared Exponentron with 3 well-known batch time series prediction methods,AR,ARMA

and ES, which are described in Section 4.3.1.

Synthetic Data Prediction

To gain intuition about the relative strengths of the Exponentron algorithm, we evaluated the

Exponentron in a synthetic exponential decay time series prediction task.

To this end, we synthetically generated 1,000 exponential decay time series, which all start

at the value 100 at t = 0, denoted s0 = 100. Each time series is represented as a tuple

θ = (a, b, c) and is generated according to Equations 4.9 and 4.11; st(θ) = a + b e−c (t−t0)

where t0 = log((s0 − a)/b)/c. We synthetically generated the time series by sampling a ∈
U [10, 80], b ∈ U [20, 90] and c ∈ U [0.1, 0.5].1 We then randomly assigned 900 time series

to a training set and the remaining 100 time series were assigned to the test set. The training

set time series were used to train the Exponentron algorithm, together with the four baseline

1a, b and c were chosen as such to allow a significant range of possible hypotheses and yet restrict the range to
allow a reasonable first estimation of a, b and c by each of the tested algorithms.
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models described in Section 4.3.1. The coefficients used by the AR and ARMA methods

were learned using a simple linear regression over the training set time series. Similarly, the

smoothing parameters used by the ES method were found using a grid search. O-ARMA

was implemented according to [206]. The Exponentron’s initial parameters, θ0, were set to the

least squares regression parameters calculated based on the training data as described in [211].

The three models were tested over the test set time series. Overall, we found that Exponen-

tron significantly outperformed each of the tested baseline models using univariate ANOVA

with the prediction method as the independent factor and the prediction mean absolute error as

the dependent variable, p < 0.05. An illustration of the predicted values made by the Expo-

nentron and the ARMA model is presented in Figure 4.4.

Figure 4.4: All the time series were sampled from the confined space between the upper and lower
bounds. The green line is one of the tested time series (represented by a = 79, b = 20, c =
0.15) and the purple and light blue lines are the predictions made by Exponentron and ARMA,
respectively.

This synthetic experiment demonstrates the advantage of the Exponentron in the prediction

of exponential decay time series. We then investigated the advantages of Exponentron using

two real-world data sets as detailed in the following subsections.

Predicting Desired Climate Changes Inside a Car

Data Collection: The cabin temperature time series is (s0, s1, . . . , sT ) where s0 is the initial

cabin temperature when a driver turns the CCS on, and sj is the cabin temperature k seconds

after sj−1. In our setting, k was set to 15 seconds. 1 A driver’s preferred cabin temperature

1A time interval of 15 seconds was chosen to allow sufficient time for our thermometer to adapt to the changing
temperature inside the car. The thermometer specification states that it takes up to 15 seconds for the thermometer
to adapt to its environment.
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time series is (s∗0, s
∗
1, . . .) where s∗0 = s0 and s∗i is the desired cabin temperature at time frame

i. A cabin temperature is said to be steady if in a period of 1 minute the driver does not change

the CCS features and the cabin temperature does not change more than ε. In our setting, ε was

set to 0.1◦C.1. We focus on the task of predicting s∗i given (s∗0, . . . , s
∗
i−1) until a steady cabin

temperature has been reached.

We recruited 28 drivers, ranging in age from 25 to 57 (mean age of 35), 22 males and

6 females. Each subject was asked to enter a car, which was parked in a garage, in order

to experience the environmental conditions with temperatures ranging from 21◦C to 31◦C,

averaging 27◦C. Each subject was presented a newly designed graphical interface presented

on a tablet which we call the natural interface. The natural interface presents natural terms

such as “Too cold”, “Too hot” and “Noisy”, which are unavailable in most CCSs. Each subject

was instructed to interact with the system, such that after any button was pressed the subject

had to manually change the features of the CCS using the car’s standard interface with the

help of our research assistant. Namely, the natural interface did not have any functionality

at this point. The session stopped once the cabin temperature of the car was steady. While

in the car the subject was given a cell phone with a driving simulator “Bus Simulator 3D”2

to be played while the experiment was conducted. The motivation was to set the conditions

similar to regular driving conditions and give the subjects something to do. Unfortunately, due

to insurance reasons, we could not conduct the study while subjects were actually driving.3

The subject was then asked to exit the car for a period of 10 minutes while the car doors were

left open in order to simulate the initial conditions. Note that the subject could choose to click

on any button at any given moment, thereby changing the CCS (manually).

During the session, the internal cabin temperature of the car was recorded using a state-

of-the-art thermometer that we placed between the driver’s and the front passenger’s seats.

The temperature was measured once every 15 seconds (again, to allow sufficient time for our

thermometer to adapt).

Overall, 56 time series were collected. The shortest time series consisted of 6 data points

whereas the longest consisted of 26 data points (mean of 13).

1The accuracy interval of our thermometer.
2Available free at Google Play store.
3“Bus Simulator 3D” was also used in previous human-CCS interaction studies in order to simulate driving

conditions [20].
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Method Mean Absolute Error (per 15 seconds)

AR(1) 0.21

ARMA(1, 1) 0.2

ES(1, 0) 0.24

O-ARMA(1, 1) 0.18

Exponentron 0.13

Table 4.2: Prediction of desired temperature inside the car. Numbers indicate the mean absolute
error made by each prediction method per 15 second frame.

Analysis: The Exponentron algorithm, in conjunction with the three baseline models de-

scribed in Section 4.3.1, was evaluated based on the collected data. The baseline models were

trained and evaluated using a one-left-out methodology. Namely, we removed one series at a

time from the data set and used the remaining series as training data. All four models were

trained as described in Section 4.3.2.

Note that the Exponentron algorithm and O-ARMA do not necessitate any training prior

to deployment, but instead require an initialization of their parameters (θ0 in Algorithm 4).

Nevertheless, we chose to set the initial parameters to the least squares regression parameters

calculated based on the training data using a one-left-out methodology as described in [211].

We also examined the initialization of Exponentron’s parameters using only a subset of the

training data. Surprisingly, using any single time series from the training data to determine Ex-

ponentron’s initial parameters resulted in a less than 10% decrease in Exponentron’s accuracy

compared to using all of the training data.

Exponentron’s mean absolute error was found to be 0.13◦C per value in the time series.

Exponentron’s predictions were 35% more accurate compared to the best tested baseline model,

ARMA, which yielded a 0.2◦C mean absolute error. Table 4.2 provides a summary of the

tested models’ prediction errors.

Overall, we found that Exponentron significantly outperformed each of the tested baseline

models using univariate ANOVA with the prediction method as the independent factor and the

prediction mean absolute error as the dependent variable, p < 0.05.
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Inbound Calls in a Real-World Call Center

Real-World Call Center – Secondary Data: We used data collected and analyzed in [212].

The data accounts for all inbound calls that arrived at a small call center of a bank during

1999 [213]. On weekdays the center was open from 7am to midnight (17 hours) and provided

service to over 2,000 callers (on average). We focused on the 16:00-24:00 (8 hours) time

frame, in which an average of approximately 750 calls arrived at the call center in an assumed

exponential decay manner.

Following the original analysis procedure, we processed the data such that all national

holidays were removed and each of the daily recordings was translated into a time series. For

this evaluation we used a time series of the form (c17, c18, . . . , c24) where ci was the number

of arriving calls during the (i−1)th hour of the day. For example, all calls that arrived between

17:00 and 18:00 counted as c18.

Overall, 222 time series were constructed. Each time series consisted of 8 data points.

Analysis: The Exponentron algorithm, together with the baseline models described in Sec-

tion 4.3.1, was evaluated using the same procedure as described in Section 4.3.2. Again, we

noticed that using any single time series from the training data to determine Exponentron’s

initial parameters resulted in a less than 15% decrease in Exponentron’s accuracy compared to

using the entire training data.

At each time frame of one hour Exponentron’s mean absolute error was found to be 5.8

calls. Exponentron’s predictions were 41% more accurate compared to the best tested base-

line model, ARMA, which yielded a mean absolute error of 9.8 calls. Table 4.3 provides a

summary of the tested models’ prediction errors.

Figure 4.5 demonstrates the predictions provided by Exponentron and ARMA(1, 1) for

the number of arriving calls per hour during the evening of February 8th, 1999.

Overall, Exponentron significantly outperformed each of the tested baseline models using

pairwise t-tests (p < 0.05).
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Method Mean Absolute Error (hourly)

AR(1) 10.2

ARMA(1, 1) 9.8

ES(0.9, 1) 13.7

O-ARMA(1, 1) 10

Exponentron 5.8

Table 4.3: Prediction of call arrivals in a real-world call center. Numbers indicate the mean abso-
lute error made by each prediction method.

Figure 4.5: The prediction of inbound calls made by the ARMA and Exponentron models for the
evening of 8/2/1999.

4.3.3 The Exponentron-Based NICE Agent

In this section we focus on an agent-human interaction challenge in CCSs. We aimed to auto-

matically adjust the CCS features in order to provide comfortable settings for the user. Specif-

ically, we addressed a situation in which a driver enters a hot vehicle and the agent’s goal was

to automatically set and adjust the car’s CCS features to the driver’s satisfaction throughout the

ride.

The agent’s main goal was to produce the driver’s desired cabin setting in the car, namely,

the appropriate interior cabin temperature and other CCS features. Reaching the target cabin

settings is not instantaneous, and may take time and adjustment of the CCS features.
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Background

Recent evidence suggests that drivers’ current user experience often does not meet drivers’

wishes, making many drivers desire more natural car interfaces [214, 215]. For that purpose,

some intelligent systems use drivers’ observed behavior to automatically elicit the drivers’ state

or goals [216]. For example, in [217], the authors showed that learning drivers’ behavior can

improve the performance of the adaptive cruise control system to the drivers’ satisfaction. Oth-

ers offer more expressive interfaces that are more natural for the driver to use and understand

[218, 219]. Note that in this chapter thus far, we did not account for the possibility of the agent

automatically changing the CCS settings nor did we allow natural input from the driver.

The thermal comfort of human subjects has been exhaustively investigated over the last four

decades, resulting in the ISO 7730 standard1 [220]. The standard, which was also found to be

applicable in car cabins, is aimed at predicting the degree of thermal comfort of an average

person exposed to a certain steady environment (see [221] for a recent survey). Unfortunately,

the standard does not provide answers on how a system should bring about a comfortable state.

Furthermore, the standard relies on the assumption that user-specific parameters are avail-

able such as thermal sensitivity, clothing and activity level. Despite recent attempts to person-

alize thermal comfort models [222], state-of-the-art thermal comfort models do not provide

personalized or adaptive thermal comfort predictions.

Using the Exponentron algorithm, next we describe a competing approach which does not

necessitate the identification of user-specific characteristics prior to its deployment.

The NICE Agent Design

The NICE agent’s goal is to minimize the number of interactions needed by a driver to reach

her desired comfort state and maximize the driver’s satisfaction from the interaction process.

The agent implements the Exponentron algorithm (Algorithm 4) in order to predict the

driver’s desired climate changes during the ride and thereby change the CCS setting.

During the process, the driver may provide feedback to the agent using natural comments,

such as “Too cold” or “Too hot”, using the natural interface described in Section 4.3.2. These

comments, in turn, are used to adapt Exponentron’s predictions, as we describe below.

A CCS setting is a tuple ω =< temp, f, d >, where temp is the set temperature (an integer

between 16 and 35 degrees C), f is the fan strength (an integer between 1 and 8) and d is the

1Also known as Fanger’s Predicted Mean Vote (PMV) criteria.
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air delivery (1=face only, 2=face and feet, 3=feet). Two additional parameters are e, which is

the external temperature (the temperature outside the car), and i, which is the internal cabin

temperature. At time t, we denoted the CCS setting ωt, the external temperature et and the

internal cabin temperature it.

The NICE agent uses 3 models; a CCS model, a human driver model and an Exponentron

prediction model. The construction of these models is described later in this section. The

NICE agent uses the three models in the following manner: At time t, the NICE agent predicts

the driver’s desired cabin temperature for the next time frame, ît+1, using the Exponentron

prediction model. Given ît+1, the agent calls the CCS model and receives and implements a

CCS setting, ωt, which is predicted to produce ît+1. Given that no comment is presented by

the driver during the next 15 seconds, the agent assumes that Exponentron’s prediction, ît+1,

and the CCS setting, ωt, suit the driver’s preferences and the process is repeated. The com

signal takes the value of 0 since no comment was given by the driver. The driver can interrupt

the above process (which otherwise will continue throughout the entire ride) by providing

feedback. If a comment (c) is given within 15 seconds after implementing ωt, the agent uses

the human driver model to predict the driver’s desired CCS setting, ω̂t, and implements it

instantaneously on the CCS. Then, the system maintains the new CCS setting until 15 seconds

pass in which no further feedback is provided by the driver. Namely, if the driver provides

another comment before 15 seconds pass since his last comment, the human driver’s model is

called on once again and the 15-second timer is re-set. Once 15 seconds pass without further

comments, the resulting cabin temperature is used to update Exponentron’s parameters. To that

end, the com signal is set to 1. That is, Exponentron’s parameters can only be adjusted when

the driver interacts with the agent. Figure 4.6 illustrates the agent’s algorithmic scheme.

The CCS Model: Recall that the CCS model is used to determine which CCS setting ωt will

produce the desired change in the internal cabin temperature over a course of 15 seconds. For

that purpose, the model receives it, ωt−1 and ît+1.

To train the CCS model, thirty distinct CCS settings were selected such that their set tem-

perature, temp, was lower than the initial cabin temperature, i0, at the time of the experiment.

This property is required to enforce a cooling condition, which we examined in this study. We

counter-balanced the selected CCS settings to account for the different possible ωs; namely,

different temp, f and d values. Each CCS setting was manually configured to the CCS at the

beginning of the trial. The cabin temperature, i, and the external temperature, e, were recorded
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Figure 4.6: The NICE agent’s algorithmic scheme.

every 15 seconds until the car’s cabin temperature reached a steady state. Between every 2

consecutive experiments the car was turned off and the car doors were left open for 10 minutes

to simulate the initial conditions.

From the 30 trials we conducted over the course of 3 days, we recorded 657 measurements.

Each of the measurements corresponded to a change in the car’s cabin temperature, that is –

ij+1 − ij , given ej , and the CCS setting ω used in the trial. We fit the data using a simple

linear regression model which yields the best fit of the tested models1. Namely, we constructed

a model which, given it and ω, predicts it+1. To find a ω which is most likely generate the

desired change, we iterate through all possible ωs. In the case of a tie, where more than a

single CCS setting is expected to change the cabin temperature in the desired manner, the

model outputs one of the CCS settings which is most similar to the previous CCS setting, ωt−1.

Recall that a CCS setting is a vector < temp, f, d >, therefore similarity is easily defined. In

this work we used the cosine similarity.

Using cross-validation, the learned model yielded a mean absolute error of 0.15◦C and a

strong correlation coefficient of 0.9. In comparison, using the last cabin temperature change,

∆j = ij − ij−1, as an estimation for the next cabin temperature, îj+1 = ij + ∆j , yielded a

mean absolute error of 0.51 and a correlation coefficient of 0.3.

1We also examined other, more sophisticated modeling, for example SVM with kernels. These models did not
provide a significant improvement in prediction accuracy.

130



4.3 Better Adapting to Driver’s Needs

The Human Driver Model: Given a driver’s comment, the human driver model is used to

predict the driver’s desired CCS settings. The model is based on multi-dimensional regression:

At time t when a comment (denoted c) is given (i.e., a button is pressed), the model predicts

the desired CCS setting ω̂t, given ωt, et, it, c0 and the last 2 previously provided comments,

denoted c1, c2.

In order to train the human driver model, we used the data collected in Section 4.3.2. Recall

that in our experiment drivers were asked to interact with the newly designed natural interface

while changing the CCS settings manually. The experiment recordings were translated into

more than 100 vectors in the form of < ωt, et, it, c0, c1, c2 > as described above, with the

drivers’ manually set CCS setting, ω′, as their labels. Each session resulted in a different

number of vectors, depending on the session’s length.

The multi-dimensional regression consisted of 3 linear regression models, each predicting

a different component of the desired CCS setting ω′ =< temp, f, d >. Using cross-validation,

the prediction model yielded a mean absolute error of 0.9 in predicting the next fan speed, f ,

and a mean absolute error of 1.02◦C for the next set temperature, t. A high 97% accuracy in

predicting the desired air delivery, d, was also recorded.

The Exponentron Prediction Model: The Exponentron prediction model implements the

Exponentron algorithm. The Exponentron is trained according to the same procedure described

in Section 4.3.2. The model receives an additional input bit com, signaling whether the driver

provided a comment in the last time frame. If the com bit is 1, then an adaptation of the model

parameters is executed using the current cabin temperature it.

The θ learned parameters represent the driver’s preferences. Specifically, the parameter

a represents the driver’s intended steady state cabin temperature and the parameters b and c

represent the way in which the driver wishes to generate the desired cabin temperature.

Evaluation

Experimental Methodology: We recruited 24 drivers who did not participate in the data col-

lection phase described in Section 4.3.2, with an equal number of males and females, ranging

in age from 25 to 60 (mean age of 34). In a similar protocol to that described in Section 4.3.2,

each subject was asked to enter a car that was parked in a garage, recreating the environmen-

tal conditions with temperatures ranging from 32◦C to 37◦C, averaging 35◦C. Each subject

participated in two consecutive trials. In each trial the subject was equipped with either the
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Technical CCS or the NICE agent. The technical CCS presented buttons similar to those avail-

able in the common CCS, with which the driver could explicitly select her desired CCS setting.

Namely, it presented two scales: one for the fan speed and the other for the temperature.

The driver could change the setting by selecting her preferred fan speed and temperature on

the designated scales. Namely, in a single interaction, the driver could change the CCS setting

completely. Note that no intelligent agent was implemented to support it. The NICE agent used

the natural interface which is the same interface as the one described in Section 4.3.2. In both

conditions, the GUI was presented on a tablet covering the car’s central stack to avoid biasing

the results.. Each subject was instructed to interact with the system as she saw fit by using the

buttons available in the presented interface. While in the car the subject was given a cell phone

with a driving simulator “Bus Simulator 3D” to be played during the experiment.

Once the cabin temperature, i, reached a steady state, the session came to an end. Each

session lasted 2-6 minutes (mean of 4 minutes). After the session ended, the driver was asked

to exit the car for a period of 10 minutes while the car doors were left open in order to simulate

initial conditions. The process was repeated once more under the condition that was not exam-

ined in the first session. Subjects were counter-balanced as to which condition they experienced

first in order to maintain the scientific integrity of the results.

During each session we recorded the number of interactions needed by the driver in order

to reach her desired steady state. At the end of the experiment, the drivers were asked to fill

out a post-experiment questionnaire aimed at evaluating their satisfaction from the examined

interfaces.

Results and Analysis: We first analyzed the number of interactions needed by the drivers

to reach their desired steady states under the examined conditions. Then we summarized the

subjects’ answers in the post-experiment questionnaire. Note that the technical CCS was the

current state-of-the-art CCS and acted as the benchmark in the analysis.

The NICE agent required a significantly lower number of interactions from the driver com-

pared to the technical CCS using t-test (p < 0.05). The NICE agent averaged 5.35 interactions

carried out by the driver until a steady state was reached while the technical CCS averaged 6.54

interactions. Of the 24 subjects, only 8 subjects required more interactions while equipped with

the NICE agent compared to their benchmark score. See Figure 4.7 for a summary.
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Figure 4.7: Average number of interactions per interface (the lower the better). Error bars indicate
standard errors.

Recall that the NICE agent’s goal was to automatically set and adjust the car’s CCS setting

to the driver’s satisfaction throughout the ride. In order to assess the driver’s satisfaction from

the interaction, at the end of the experiment we asked each driver which, if any, of the tested

conditions she would want to see available in her car. Of the 24 subjects, 13 stated that they

wanted to use the NICE agent, while 10 subjects stated their preference for the technical CCS.

We also asked the subjects to state their satisfaction level from the tested conditions. The

subjects reported an average score of 6.2 out of 10 when asked for their satisfaction from the

technical CCS. This result is significantly lower, using t-test (p < 0.05), compared to the NICE

agent which recorded an average score of 7.2 out of 10.

To summarize, the results indicate that the NICE agent is able to reduce the number of

interactions needed by drivers to achieve their desired comfort states (6.54 vs. 5.35) to the

drivers’ satisfaction as portrayed in the increase of the subjects’ subjective satisfaction (7.2 vs.

6.2) and the subjects’ preferred interaction mode (13 vs. 10).

4.3.4 Conclusions

In this section we presented the Exponentron algorithm for online prediction of assumed ex-

ponential decay time series. The Exponentron algorithm was evaluated both theoretically and

empirically; theoretically we show a regret bound that compares our algorithm to the best batch

algorithm that is given the entire time series in advance. Empirically, Exponentron was evalu-

ated in synthetic and real-world prediction tasks in which it significantly outperformed classic

time series prediction methods. Furthermore, we demonstrated the Exponentron algorithm’s

benefit using the novel NICE agent, which significantly enhances the driver-automotive CCS

interaction process compared to standard CCS control.

From an applicative perspective, our proposed methodology is not restricted to CCS-based

agents. For example, in the development of personal assistance agents the prediction of human
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forgetfulness may be beneficial. Specifically, an agent may need to predict the time it would

take for its user to forget an important piece of information and provide a reminder for it.

The forgetting curve [196] predicts the decline of memory retention in time and is assumed

to decay exponentially for all people, though significant differences between individuals may

be observed. Significant differences over time may also be presented for any specific person,

which would necessitate online adaptation. In a similar fashion to natural interface presented

in Section 4.3.2, a user can express her feedback in a natural manner, e.g., “Remind me later”.

Future work will include the investigation of other time-dependent phenomena that are

likely to adhere to an a priori assumed functional behavior. For example, we will tackle the

challenge of automatically adjusting exercise levels in online tutoring systems. The progress

in which new skills are learned is commonly assumed to follow a sigmoid curve, with some

measure of skill on the Y axis and the number of trials on the X-axis [223]. In the spirit of the

presented work and the NICE agent’s design, the agent will be able to adjust the exercise level,

online, according to its estimation of the student’s learning curve. The student will be able to

express her feedback in a natural manner, for example “The exercises are too difficult”, and

thus cause the agent to adapt its behavior.

4.4 Remarks

The integration of the two proposed agents, MACS and NICE, can bring about a natural in-

terface in which the resulting agent can be used to persuade drivers to save energy. This in-

tegration is straightforward and is currently being considered for implementation by GM. We

hope that the above results will encourage other researchers to investigate both how persuasive

technologies can be leveraged for social good as well as how these theologies can be made

more accessible and natural to human users.
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Chapter 5
Advice Provision in Human-Multi-Robot
Team Collaboration

5.1 Introduction

In recent years multi-robot systems have been applied to complex tasks that used to be per-

formed by humans alone. These tasks include fire-fighting [224], landmine detection [225],

decontamination of radiation [226], agricultural work [227], construction [228], underwater

missions [229], warehouse operation [230] and Search And Rescue (SAR) [231]. The use of

multiple robots for executing these tasks increases robustness and improves efficiency com-

pared to the use of a single robot [232].

In most multi-robot systems today, the part of the human worker is often assumed to be

marginal. Two hidden assumptions are made in this case: the first is that the robots perform

relatively smoothly, with the infrequent need for human intervention; the second is that the

human operator is only required to perform a single task at any given moment. Reality, how-

ever, can be more complicated on both accounts. The prioritization of the operator’s tasks has

mostly been overlooked in multi-robot system design, leaving the prioritization in each op-

erator’s hands. Sub-optimal prioritization of the operator’s tasks has been shown to result in

sub-optimal performance of the robot team and in a high cognitive workload for the operator

[233, 234, 235].

In this chapter, we present a novel methodology that enhances operators’ performance by

using an intelligent advising agent. The agent provides advice to the operator regarding which

actions s/he should take and acts as a smart filter between the robots’ requests and the human
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operator. Note that the agent does not promote any goals other than assisting its user (unlike

Chapter 4). Our methodology, which uses a myopic search heuristic, is not restricted to any

given hardware or algorithm used by the robots.

We evaluate our approach in two distinct tasks; the warehouse operation [230] and the

SAR [231] tasks. The advising agents were designed, implemented and evaluated in extensive

human experiments in two realistic real-world scenarios (in simulated environments and phys-

ical deployment) using more than 100 human subjects1 and 10 physical robots. Experimental

results show that our advising agents were able to significantly enhance the operators’ perfor-

mance when managing a large team of mobile robots in both the SAR and warehouse operation

tasks.

The contributions derived from the work presented in this chapter include the following:

1. The main contribution is in showing, for the first time, that an intelligent agent which

provides advice to a human operator engaging in multi-robot supervision and control can

lead to better performance of the human-multi-robot team.

2. We introduce the myopic advice optimization heuristic and demonstrate its effectiveness

in overcoming large state spaces such as the ones common in multi-robot environments.

3. We show that in complex environments, such as the warehouse operation tasks, simple

advising policies which are based on shallow planning may be outperformed by other

policies which are based on deeper planning. However, we further identify a potential

tradeoff in which generated advice by simple policies is shown to be followed signifi-

cantly more often by technically-oriented human operators.

This chapter is organized as follows. In Section 5.2, we survey related work. In Section 5.3,

we present our problem setting and our proposed myopic search solution. In Section 5.4, we

present the instantiation and evaluation of our advice provision methodology in the warehouse

operation and SAR tasks and in Section 5.5 we discuss the cross-task insights and findings.

Finally, in Section 5.6, we provide a summary and list recommendations for future work in this

area.

1All experiments were authorized by the corresponding IRB.
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5.2 Related Work

The deployment of robots in real-world environments has shown that they usually face dif-

ficulties in completing their tasks. Specifically, failures are common. In such situations, a

human operator must get involved in order to solve the problem. That is, robots are usually

semi-autonomous and should be supported by a human operator whenever they cannot handle

the situation autonomously. For example, common household robotic vacuum cleaners may

get stuck underneath a cabinet or on a thick carpet. The robots cannot then finish their task

until a person provides assistance. Furthermore, while robot technology consistently becomes

more autonomous and less prone to malfunctions, certain functions will still remain in human

hands for the foreseeable future due to a human’s ability to understand macro implications of

decisions, other humans’ intentions, and ethical responsibilities [236].

Human operators may be occupied by numerous tasks simultaneously and may be unable

to provide the assistance the robots require instantaneously [237]. For example, in a warehouse

operation setting, human workers may be employed in packing merchandise, refiling inventory

and handling robot malfunctions, all at the same time. Olsen et al. [238] define the notion of

fan-out, which is the number of robots that can be controlled by a single operator. They show

that the effectiveness of a task performed by multiple robots that are controlled by a single

operator reaches a plateau as the number of robots grows (the fan-out plateau). They provide

a quantitative way of measuring the fan-out, the fan-out equation, which is defined as the ratio

between the time a robot operates effectively following an interaction with the operator (the

gain), and the duration of the interaction itself (the cost). Wang et al. [239] claim that a fan-out

effect exists such that the number of robots that a human operator can effectively operate at

once is “somewhere between 4 and 9+ robots depending on the level of robot autonomy and

environmental demands”.

Expanding the human span of control over teams of semi-autonomous robots and improv-

ing the performance of human supervised multi-robot systems can be done using one (or both)

of the following approaches (supported also by the fan-out equation [238]): (1) Improving the

robot’s hardware and software—thus relying less on human supervision (making the robots

more autonomous); or (2) Improving the efficiency of the Human-Robot Interaction (HRI).

Assuming we are given a team of robots, and we cannot control the reliability of its hardware

or software, this chapter deals with improving the HRI in order to allow a person to control

a team of many (possibly unreliable) robots (see [240] for a recent review of HRI status and

137



5. ADVICE PROVISION IN HUMAN-MULTI-ROBOT TEAM COLLABORATION

challenges). Specifically, we consider improving the HRI by using an intelligent advising agent

that provides advice to the operator regarding which actions s/he should take.

It is well established in multi-robot system literature that a single operator may become

overwhelmed by the number of requests and messages from the robots, resulting in sub-optimal

performance. For example, Chien et al. [241] studied robots that could self-report encountered

faults in SAR tasks. In their reported experiment, participants performed a foraging task while

assisted by an event log, under different task loads (3 robots vs. 6 robots). Their results showed

that participants in the 6-robot scenario did not perform better than those controlling only 3,

while some even performed significantly worse. Their results also showed that operators de-

voted their resources in a sub-optimal way, leaving fewer resources for more urgent and critical

tasks. These findings are consistent with previous studies with ground robots. For example,

Velagapudi and Scerri [242] examined a simulated urban SAR scenario where a human oper-

ator controlled 4, 8 and 12 robots. They reported a drop in the overall performance when the

number of robots increased from 8 to 12. In [243] the authors identified that it is possible to

allow the operator to control a larger team of robots by performing some of the tasks asyn-

chronously (i.e., offline). Namely, the authors divided their SAR mission into 2 main parts:

The synchronous part, where the operator is required to control the robots’ navigation and ob-

stacle avoidance online while handling errors as they occur. The asynchronous part consists of

imagery analysis, namely the operator views the recorded images or video in hindsight and not

in real-time. This approach allows a single operator to control a larger team yet it relies on the

assumption that such offline analysis is applicable. In this work, we assume all tasks must be

carried out in a synchronous manner.

Chen et al. [244] created RoboLeader, an agent that helps the collaboration between a

human operator and a team of robots in a simulated search environment. The agent’s respon-

sibility is to interpret the operator’s intent into instructions to the team, so that the operator

will not need to interact directly with the robots. The authors further investigated the influ-

ence of unreliable behavior of the system on the operator in [245]. It was shown that by using

RoboLeader the mission was generally completed faster. Nevertheless, when comparing a sys-

tem with 4 robots to one which included 8 robots, having more robots only harmed the total

performance, even when using RoboLeader. As opposed to the RoboLeader approach, in our

research the operator interacts directly with the robots, and the agent assists the operator in

deciding what task and which robot to handle.
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Methods that enable n operators to oversee a team of more than n robots has also been

examined in teams of autonomous aerial vehicles (UAVs). Cummings et al. [246] note that

the key factor in enabling one operator (or a small number of operators) to efficiently control a

large number of UAVs is to maintain a low cognitive load on the human operator. The authors

describe different degrees of autonomous operation, from fully autonomous to fully (remotely)

controlled, and conclude that the performance of these systems relies on the cognitive abilities

of the human operator. Ramchurn et al. [247] focused on assisting human operators in handling

task-allocation decisions when controlling a team of UAVs, specifically when there is need

to handle dynamic changes in the environment. In an experiment with two operators jointly

handling six UAVs, they showed that when assisted by an automated task allocation, the load

on the operators was significantly lower compared to manual task allocation, though the total

performance of the system did not always improve.

Rosenthal et al. [248, 249] shifted the responsibility of human assistance to the robot. In

their research, the robots should request (and receive) help from humans for actions they could

not have performed alone due to lack of capabilities. However, in the presence of many robots’

requests, Rosenthal’s approach could (potentially) overwhelm an operator.

Several proposals have addressed HRI ineffectiveness by providing intelligent interfaces

and interaction modes that have been shown to ease the human operator’s burden and increase

the system’s performance. Most common is the use of gesture-based interaction means. For

example, Micrie et al. [250] presented and examined a hand and finger identification algorithm

for controlling multiple robots efficiently. In a similar fashion, Stocia et al. [251] provided a

human-friendly gesture-based system which maps human inputs into robotic commands. How-

ever, other modalities can be leveraged as well. For example, in [252], the authors allow a user

to identify and classify an individual or a group of robots using haptic stimuli, and name them

using a voice command. In [253], the authors investigated the challenge of generating bene-

ficial communication between robots and a human teammate for the purposes of coordinating

joint actions.

Özgelen and Sklar [254] proposed and evaluated a model for capturing the complexity of

task scheduling problems from the human operator’s perspective. Different techniques have

been proposed to address the operator’s challenge, for example in [255], the authors investi-

gated the manipulation of an object by a team of robots who follow a single human leader,

thereby reducing the need for the human operator to interact directly with the robots. In the

same spirit, Bevacqua et al. [256, 257] investigated a framework in which the human operator
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is also involved in the scene and is thus co-located with the robots. As a result, the human

operator cannot be fully dedicated to the robotic platforms, and can only provide sparse and

sketchy commands. In this work, however, we focus on settings in which the human operator

is capable of being fully dedicated and is needed for the smooth operation and supervision of

the robots during their operation due to their limitations.

Our proposed methodology is not restricted to any given hardware or algorithm used by

the robots. Namely, we consider these factors to be constants. However, if this assumption

were to be relaxed, the human operator could also be asked to assist in the optimization of the

robots’ task allocation by taking an active part in their computation and coordination. Such

an approach was recently proposed in [258]. The integration of this notion within our advice

provision methodology is left for future work.

Myopic search, which is also known as lookahead search, is one of the most widely used

techniques for handling intractable decision optimization problems [259]. In myopic search,

instead of searching through the entire relevant state space, an agent uses a local, bounded depth

search tree of possible actions and reactions. The agent then chooses the action that maximizes

its payoff in its search space. Agents deploying myopic search are especially prominent in

human-agent negotiation [134], economical decision-making [260] and game playing [261].

We assume non-expert human operators, which are common in many real-world applica-

tions. For example, fire-fighters who deploy robots in burning buildings to detect flame sources

or human victims, cannot be expected to trained solely on the control of robots and cannot be

considered to be experts. Furthermore, we cannot expect a fire squad to have a robot expert on

hand at every given moment. Nevertheless, we assume that the operator has decent technolog-

ical skills and has undergone some (basic) training with the robots.

We focus on situations where it is not feasible to collect data on each specific operator.

For example, when an operator has very little experience in robot supervision and control, and

where such experience is expensive to attain. In particular, the agent should be able to support

the operator from its first interaction with the system.

Note that the proposed approach is not limited to multi-robot systems and could potentially

be useful for single-robot and multiple-operator applications as well. In this study we focus on

environments in which a single operator supervises and operates multiple robots.
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5.3 The Advice Optimization Problem

We consider a set ofN robots engaged in a cooperative task. A single human operator, denoted

O, is in charge of supervising the robots as well as performing different domain specific actions.

The state space S consists of all information regarding the robots (e.g., robot location, battery

capacity, operational status) and the task, which is domain specific. An instance of the state

space is denoted s ∈ S. The operator, O, can perform actions during the task, at any time t,

from a predefined set - A. Note that O can choose not to execute any actions, i.e., NULL ∈
A. The task takes place during a predefined time interval T = [0, T ], where 0 denotes the

beginning time of the task and T is its termination time.

The advice optimization problem consists of several components:

• Advice: A piece of advice is defined as a possible action a ∈ A suggested by an auto-

mated agent for the human operator to perform. In this study, we assume that the agent

can only provide one piece of advice at a time. The operator is not obligated to accept

the agent’s advice, namely, she does not have to perform the suggested actions.

• Operator Model: In state s and time t, the operator, according to her abilities, endures

a cost (usually in terms of time) for performing action a, denoted by Co(s, a). If a is

infeasible in state s (defined by the domain characteristics), then Co(s, a) = ∞. We

assume that Co(s,NULL) = 0. In the context of this study, we assume that the cost is

measured solely in terms of time. We refer to this cost function as the operator model.

• System Dynamics: Po(s1, a, s2, Co(s1, a)) provides the probability of reaching state s2

given action a in state s1 and the operator model, Co(s1, a). Note that the transition

from s1 to s2 given a may not be instantaneous. Specifically, during the transition from

s1 to s2, intermediate states may be experienced. The intermediate states may be the

same as s1 (i.e., during a’s execution, the world state does not change from s1) or they

could be different from s1 (i.e., during a’s execution a new state is experienced). We

define the sequence of intermediate states as Int(s1, a, s2, Co(s1, a)). Namely, Int(·)
is a function specifying the sequence of intermediate states experienced when perform-

ing action a to enable the transition from state s1 to state s2 given Co(s1, a). For

simplicity, throughout this chapter we assume Int(·) returns a single intermediate state

s′ = Int(s1, a, s2, Co(s1, a)) which can be the same as or different from s1. As a result,
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s′ = Int(s1, a, s2, Co(s1, a)) does not depend on the time that has passed from the exe-

cution of action a. For example, robot X has a low battery (s1). The operator decides to

change its battery (a), and therefore, for a time of Co(s1, a), the operator is engaged in

the task of changing the battery of the robot (s′). We assume s′ does not depend on time.

Following a successful battery change, a new state in which the robot has a new battery

is experienced (s2).

• System Reward: Ro(s) provides a real value representing the expected reward of state

s, usually in terms of task fulfillment. For example, in a game setting, one can define

Ro(s) to be the expected number of points gained per one minute of game play given the

current state s.

• Discounting: γ ∈ (0, 1] is the discount factor, which represents the difference between

future (uncertain) rewards and present rewards. For instance, γ can capture the uncer-

tainty of receiving future rewards.

Ideally, we would like the operator to execute the optimal policy π∗o : S × T→A which

maximizes the expected accumulative reward from its deployment given S,A, Po(·), Int(·), Ro(·),γ

and Co(·), which are defined above. Finding π∗o naturally translates into a Markov Decision

Process (MDP) [171] consisting of state space S, action space A, a transition model composed

of Po and Int, a discounting factor of γ and a reward function determined by Ro and Co.

However, calculating π∗o is intractable for real-world domains due to the exponential size of the

state space and the high uncertainty induced by the environment, robots and operators. This

difficulty also stems from the complexity of many multi-robot problems, such as the task allo-

cation problem which is NP-hard [262]. In this chapter, we consider a more tractable advice

optimization problem which uses a myopic, k-steps-lookahead heuristic.

The k-Myopic Advice Optimization Heuristic

The k-Myopic Maximization Advice Optimization (k-max-MYAO) Heuristic is defined as fol-

lows.

Given a state s ∈ S, time t and k ≥ 1, we define the V alue function capturing the

expected cumulative future reward by using k sequential pieces of advice, starting at state s at

time t. That is, given that the task has terminated (i.e., t /∈ T), no future reward is possible.

Otherwise, the agent can provide advice until it exhausts its advice budget k. When a piece of

142



5.3 The Advice Optimization Problem

advice is given, V alue weighs the possible resulting states using the system dynamics function

Po(·), and contemplates both the intermediate state Int(·) and the recursive calculation of the

expected cumulative reward by using k − 1 pieces of advice in the resulting state.

(5.1)V alue(a, s, t, k)

=



0 If t /∈ T∫
s′∈S Po(s, a, s

′, Co(s, a))(
∫min{t+Co(s,a),T}
z=t γz−tRo(Int(s, a, s

′, Co(s, a))dz If k ≥ 1.

+maxa′∈AV alue(a′, s′, t+ Co(s, a), k − 1))ds′)∫ T
z=t γ

z−tRo(s) otherwise.

Using Equation 5.1, k-max-MYAO heuristic generates advice a∗ such that:

a∗ = argmaxaV alue(a, s, t, k) (5.2)

Specifically, in state s at time t, an agent suggests the action a∗ which maximizes (min-

imizes) the expected k-step-lookahead reward. Namely, in state s and time t the value of

providing advice a using a k-max-MYAO heuristic is calculated as follows: given that the task

has terminated, the value is naturally set to 0. Otherwise, we integrate over all infinitesimal

states and calculate the expected reward for performing a and additional k−1 actions from the

resulting state. That is, given the probability of reaching each state s′, we integrate over time

and calculate the discounted expected reward from both the intermediate state and the resulting

state recursively. Once the advising budget is exhausted the expected reward is easily com-

puted. Note that V alue(·) is monotonic non-decreasing in k. The reason is that NULL ∈ A,

and therefore, Equation 5.2 will not return any a 6= NULL unless it improves the expected cu-

mulative reward over suggesting NULL, which is assumed to carry no cost (see the beginning

of this section).

The K-min-MYAO problem is defined symmetrically by replacing argmax and max with

argmin and min, respectively.

Only in extremely small environments (i.e., small state space, action space and T) can a

dynamic programming approach be used to calculate and store V alue(·) for every a, s, t, k.

For example, in a simple grid-world of size 10 × 10 with 4 actions and T = 10, there are

4 · 10010 entries for V alue(·), which is impractical. In realistic environments, such as the ones

we examine in this chapter, V alue(·) has to be calculated online given specific a, s, t, k.

Algorithm 5 solves the k-max-MYAO for a given k.
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Algorithm 5 k-Step-Lookahead Advice Provision

Require: k, T
1: s← InitialState()
2: t← 0
3: repeat
4: max← −∞
5: for each a ∈ A do
6: expRwd← V alue(s, a, t, k) . Eq. 2
7: if expRwd > max then
8: advice← a
9: max← expRwd

10: OUTPUT advice
11: s← GetCurrentState()
12: t← GetT ime()
13: until t ≥ T

Algorithm 5 runs in O(|A|k). A is assumed to be fixed for a given domain. Nevertheless,

iterating over the entire setA can be unnecessary when some actions cannot be performed given

state s. For example, if a robot has malfunctioned the agent will not advise to tele-operate it,

but it might advise to fix the robot (as long as the operator has not fixed the robot already).

Therefore, a simple enhancement of Algorithm 5, which we use in this study, is to restrict

the agent from considering non-practical actions given state s. Practically, we use an efficient

priority queue in which all eligible tasks are maintained. Each task a is assigned a priority

which is V alue(s, a, t, k), where s is the current state, t is the current time and k is the search

depth. A designated process adds and updates the priority of the tasks every few seconds.

Scaling remains an issue for large values of k due to the recursive definition of V alue(s, a, t, k).

Therefore, for large k values, Algorithm 5 may be infeasible. In our empirical evaluation (Sec-

tion 5.4), we were able to solve the k-max-MYAO for k = 1, 2 very quickly (less than 1 second

of calculation time) using a PC with 2 CPUs, each with 6 cores, where each core operates at 2.8

GHz. For solving the 3-MYAO (k = 3) heuristic in real-time (under 1 second for calculating

the advice) a more sophisticated, multi-threaded implementation of Algorithm 5 was deployed.

We were unable to efficiently solve the heuristic when k = 4 in our setting. Therefore, in this

study, we focus on the k-max-MYAO heuristics when k < 4.

5.4 Empirical Evaluation
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In this section we examine our working hypothesis, which is twofold: 1) We hypothesized that

our advice provision methodology will enhance the human-multi-robot team performance in

real-world settings. 2) We hypothesized that deeper search methods will bring about more ben-

eficial pieces of advice in terms of their long-term benefit. Therefore, we empirically evaluated

our advice provision approach in extensive human experiments. We performed the evaluation

in two realistic real-world scenarios (using both simulated environments and physical deploy-

ment) with more than 150 human subjects. The experiments demonstrate our approach’s

benefit in two distinct simulated real-world scenarios as well as with physical robots.

In order to correctly solve the optimization problem (Equation 5.2), we need to define

Co(·), Ro(·), Po(·), Int(·) and γ for the specific settings. However, advising agents should be

able to support the operator from its first interaction with the system. Therefore, throughout

this section we use generalized models. Specifically, our advising agents use four generalized

models: an operator model to approximate Co(·); a reward model to approximate Ro(·); a

transition model to assess Po(·); and an intermediate model to capture Int(·). Note that given

personalized models, Co(·), Po(·) andRo(·), our agent could also provide personalized advice.

However, these models are unavailable in the scope of this work, and will be considered in

future work.

In order to avoid overloading the above notations, we use a superscript to indicate the

domain, e.g., Rw(·) and Rs(·) represent the reward function of the warehouse operation and

the search and rescue domains, respectively.

For each evaluation domain, we will first define the domain’s task, followed by the training

of the generalized models and selection of γ as described above. Last, we will present the

evaluation results.

5.4.1 Warehouse Operation

We instantiated the k-MYAO heuristic (Section 5.3) to provide advice in a warehouse operation

task1. We will first describe the warehouse operation task, followed by our agents’ design and

evaluation. The simulation specification and code release are available in 5.7.1.

1A short video summarizing the work presented in this section is available at http://www.youtube.com/
watch?v=rC1a4c6Voco
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The Warehouse Operation Task

Modern warehouses use robots to move merchandise from one location to another. The robots

move the requested merchandise to the packaging stations where human workers fill orders.

The human workers may also be required to handle different abnormal situations. For example,

during the robots’ work, products may fall in the work area, potentially causing the robots to

get stuck. While advanced methods are used to lay out the robots’ pathways and their actions,

thus far, the prioritization of the human workers’ tasks has been left in each operator’s hands.

To address this issue, we concentrate on a small warehouse acting as a fulfillment center

(also known as a packing center) where there is one human worker and a large number of

mobile ground robots. In our setting there are 10 robots.

For this work, a warehouse simulation system was designed and implemented (see 5.7.1

for the system’s specification and code )1. Figure 5.1 provides a snapshot of the warehouse

simulation.

Figure 5.1: Simulated Warehouse Environment. The robots, represented in orange in the center of
the screen, move the merchandise to the packaging stations, represented on the left side.

When a robot needs the operator’s attention, for example when it gets stuck or when it

arrives at a packing station, it signals the operator using a designated graphical interface. For

1During the time in which this work was conducted there was no standard simulator for warehouse planning.
Environments such as Amazon Robotics Picking Challenge (https://www.amazonrobotics.com/#/pickingchallenge)
focus on picking and stowing tasks which should be performed autonomously. Therefore, such environments cannot
be used in this study.
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that purpose, we designed a GUI (Figure 5.2) that provides real-time feedback on the task’s

and robots’ states (see 5.7.1 for more details).

Figure 5.2: The graphical user interface used for the warehouse operation task in this study.

Overall, the human worker has to make complicated decisions in real-time while taking

into consideration the active orders, the time, the movement of the robots and her own personal

task load.

Training

First we define the task’s state space S. In a preliminary experiment we discovered that obsta-

cles on the warehouse floor cause a substantial disturbance to the robots. We allow the human

operator to mark the position of an obstacle and thereby instruct the robots to avoid the prob-

lematic spot. We refer to these instructions as “restricted cells” (more details are available in

Section 5.7.1). Similar to [254], we define an obstacle or a restricted cell as critical if it

prevents the completion of a task (e.g., if it blocks a robot’s sole path to a packing station).

Specifically, if a robot cannot arrive at its destination due to the existence of an obstacle or a

restricted cell, it is considered critical. We represent each world state s ∈ S using the follow-

ing set of state variables: the number of inactive robots (Inactive(s)); the number of active

orders (Orders(s)); the number of obstacles (Obstacles(s)); the number of critical obstacles
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(CObstacles(s)); the number of restricted cells (Restricted(s)) and the number of critical

restricted cells (CRestricted(s)).

A is the action set that the operator can take. Recall that A is also the advice set from

which the agent can propose advice. We defineA as the instantiations of the following 7 action

schemes: “Robot i is waiting for your command”, “Unload item x at station y.”, “Complete the

packing of order z.”, “Clear an obstacle from the floor.”, “Obstacle was detected – restrict its

cell.” “Clear a critical obstacle from the floor.”, and “Critical obstacle was detected – restrict

its cell.”.1

Training Rw(·):

We define Rw(s) as the expected number of filled orders per minute starting at state s

without human intervention. Namely, in order to learn Rw(·), we ran 150 hours of sessions,

each lasting 12.5 minutes, in our warehouse simulation environment without a human operator

present. During these sessions, the system receives 26 orders which are uniformly distributed

over the 12.5 minutes. Two orders of the 26 consist of 3 requested products, eight consist of 2

requested products and the remaining orders consist of a single requested product. The products

requested in each order are selected at random. The described setting was chosen empirically to

allow sufficient load on the system and still avoid traffic congestion on the warehouse floor. In

order to learn the effect that fallen products have on the robots’ productivity, we used between 0

and 3 products that are uniformly scheduled to fall on the warehouse floor during each session.

As no human operator is present during the session, the fallen products caused robots to get

stuck. Recall that the human worker can keep the robots from going through problem spots by

marking these spots as “restricted spots”. To quantify the effect such restricted spots have on

the robots’ productivity, during each session we set between 0 and 3 restricted spots at random

on the map.

Each recorded session was translated into 690 segments, each representing one minute

starting at a different second (each session lasts 750 seconds). Each segment was translated

into a set of state variables according to the system state s at the beginning of the segment

and labeled with the number of filled orders during those 60 seconds. Specifically, from each

1There are 520 instantiations of the 7 action schemes: “Robot i is waiting for your command” (10 options),
“Unload item x at station y.” (480 options), “Complete the packing of order z.” (26 options), “Clear the obstacle
from the floor.” (1 option), “Obstacle was detected – restrict its cell.” (1 option), “Clear a critical obstacle from
the floor.” (1 option), and “Critical obstacle was detected – restrict its cell.” (1 option) where i ∈ [1, . . . , 10],
x ∈ [1, . . . , 60], y ∈ [1, . . . , 8] and z ∈ [A,B, . . . , Z]. See 5.7.1 for more information.
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state s, we extract Inactive(s), Orders(s), Obstacles(s), CObstacles(s), Restricted(s)

and CRestricted(s).

We model Rw(s) using the following Equation:

(5.3)Rw(s) = e−(α0Restricted(s)+α1CRestricted(s)+α2Obstacles(s)+α3CObstacles(s))

· α4Orders(s)− α5Inactive(s)
2

where α0, . . . , α5 are learned using non-linear, least squares regression [211].

This form of function assumes that only some of the active orders are eligible for packing

during the next minute. This portion is then reduced by the number and types of obstacles and

restricted cells in an exponential manner. It also assumes that the squared number of inactive

robots decreases the expected number of filled orders to be completed in the next minute. This

form of function was compared to more than 100 other forms; Some of the other function

forms that were tested include other parameters that were found to be insignificant, such as the

distance between the robots, the number of open packing stations, etc. These forms yielded a

lower fit to the data we collected (as described next). All parameters are assumed to be positive,

and in fact reached positive values.

TrainingCw(s, a) and Pw(s, a, s′, C(s, a)): We defineCw(s, a) as the expected time to com-

plete a by the average human operator and Pw(s, a, s′, C(s, a)) as the probability of transition-

ing from s to s′ using advice a, given C(s, a). To learn the operator’s model Cw(s, a) and the

transition model Pw(s, a, s′, C(s, a)), we recruited 30 Computer Science senior undergradu-

ate students, ranging in age from 21 to 39 (mean=26, s.d.=2.8) with similar demographics,

19 males and 11 females, to participate in a warehouse operation task equipped with a naı̈ve

advising agent. Our naı̈ve advising agent maintains an open list of possible advice. The agent

adds advice to the list once the advice is eligible, that is, once the advice can be carried out

by the human worker. For example, once a shelf arrives at the packing station, the agent adds

the mission “Unload item x at station y.” according to the relevant item and station. The agent

provides the advice in a first-come, first-serve fashion (i.e., naı̈vely). If the advice at the top

of the list has become irrelevant or the advice was already performed by the operator, then the

advice is discarded and the next advice is used instead. The agent presents the advice in both

textual format (see Figure 5.2) as well as in a prerecorded, human-voice message, played in

the operator’s head-set. Note that the agent filters and prioritizes robots’ messages, though in

a naı̈ve way. For motivation, subjects were paid 1 NIS (about 25 cents) per order they packed,

and 0.5 NIS per advice to which they adhered. Note that in this training phase we aimed to
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learn the time it takes for a subject to complete different pieces of advice rather than to esti-

mate the likelihood that one would choose to execute a piece of advice, which is captured in

Pw(s, a, s′, C(s, a)).

All pieces of advice that our agent gave were successfully executed and completed. There-

fore, we set Pw(s, a, s′, C(s, a)) to be 1 whenever it is possible to complete advice a in s

leading to s′, and otherwise 0. Note that human workers are not assumed to adhere to all

pieces of advice provided by the agent when no motivation is given for doing so (as is the

case in the following evaluation). However, we do assume that successful completion of the

agent’s advice is achievable given the human worker’s capabilities. Due to the naı̈ve agent’s

advice provision approach, combined with the monetary reward for adhering to its advice, the

subjects’ performance was poor in terms of filled orders. On average, subjects filled less than

8 orders compared to over 20 in all tested settings without the naı̈ve agent in Section 5.4.1.

Therefore, the obtained data was not used in evaluating the quality of the advice provision

methods. When analyzing the operators’ behavior, we were unable to find good cross-subject

features that would help us predict the expected time it would take to complete a piece of ad-

vice. Therefore, we used the mean execution time of a across our subjects as the estimation for

Cw(s, a).

Estimating Intw(s, a, s′, C(s, a)): In order to estimate Int(s, a, s′, C(s, a)), which returns

the intermediate state experienced in the process of transitioning from state s to s′ using a, we

used the help of an expert. An expert-based function S×A×S → S was articulated, mapping

each < s, a, s′ > tuple to an intermediate state s′′. For example, when an obstacle falls on the

warehouse floor (s) and the action a = clean is performed, the state in which the robots cannot

approach the area is experienced (s′′) before reaching the state in which the obstacle has been

removed (s′).

Setting γ: In our setting, we do not distinguish between present and future rewards as we

assume the task’s time (T) is predefined. Therefore, we chose to set γ to 1.

Overall, 150 hours of simulations were used to train Rw(·), 30 human subjects were re-

cruited for training Cw(s, a) and Pw(s, a, s′, C(s, a)), and a single human expert was needed

to estimate Intw(s, a, s′, C(s, a)).

Experimental Design

We designed and evaluated 3 agents, denoted W-AID1,W-AID2 and W-AID3 that are aimed at

solving the k-max-MYAO (k = 1, 2, 3) using Algorithm 5. Namely, the agents provide the
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best advice (per their optimization problem definition) to the human operator. The presented

advice may change at time t if the advice was successfully completed or when a more urgent

and productive piece of advice becomes available, making our agents adaptive to a changing

environment.

Examining the potential benefit of W-AID1:

Preliminary testing with a few Computer Science students (who did not participate in

the data collection phase in Section 5.4.1) revealed a significant improvement in the opera-

tors’ performance when performing the task for the second time. Therefore, we first used a

between-subjects experimental design where each subject performed the warehouse operation

task twice (one week apart) and the subjects’ results from the first session were disregarded.

This procedure allowed subjects to gain sufficient understanding of the system in their first

trial while avoiding potential biases such as the subjects remembering specific configurations

for their second trial.

We evaluated the W-AID1 agent compared to the condition in which no advising agent is

deployed. We recruited an additional 30 Computer Science students, who did not participate in

the data collection phase in Section 5.4.1, to participate in the warehouse operation task. Sub-

jects were BSc and MSc Computer Science students, ranging in age from 21 to 39 (mean=26,

s.d.=2.8) with similar demographics, 15 males and 15 females. Each subject was trained prior

to the experiment: s/he watched a short video explaining the task1, underwent a structured 1-

on-1 hands-on tutorial on the system by our research assistant and had to pass a short test. The

test was conducted to make sure that the operator was capable of successfully completing the

task. During the test, the subject had to fill 3 orders without any time limit while s/he encoun-

tered two simulated malfunctions. Subjects were motivated to fill as many orders as possible

during the task using a small monetary reward (1 NIS per order). However, they did not receive

any monetary reward for accepting the agent’s advice. Similar to the setting used in Section

5.4.1, during each session the system received 26 orders spread uniformly across the task’s

12.5 minutes. Two orders of the 26 consisted of 3 requested products, eight consisted of 2

requested products and the remaining orders consisted of a single requested product. Further-

more, 9 simulated malfunctions were set uniformly. In order to support our between-subjects

experimental design, all subjects experienced the same series in which orders and malfunctions

arrived in the system. All 30 subjects were first asked to perform the task without the W-AID1

1The tutorial video is available on http://www.youtube.com/watch?v=q-0bxm8n3Hw (in Hebrew).
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agent’s help to get an understanding of the system. Then, a week afterwards, half of the sub-

jects (15) were asked to perform the task once again without the W-AID1 agent’s help while the

other half were equipped with the W-AID1 agent. Only the subjects’ second trial results were

considered in the following analysis.

In order to examine the possible influence that the advising agent may have on the subjects’

perceived workload, upon completion of the task subjects were asked to answer a standard

NASA-TLX questionnaire [263]. The NASA Task Load Index (NASA-TLX) is a widely

used, subjective, multidimensional assessment tool for perceived workload in a given task or

setting.

Subjects were informed that they could turn off the advising agent if and whenever they

choose.

Comparing W-AID1 to W-AID2:

We further evaluated the W-AID1 agent, this time compared to the W-AID2 agent. We re-

cruited 30 additional Computer Science students, who had not participated in the study thus far,

to participate in the warehouse operation task. The subjects were senior BSc Computer Sci-

ence students, ranging in age from 20 to 30 (mean=25, s.d.=2.2) with similar demographics, 20

males and 10 females. To compare the agents, each subject performed the task twice (one week

apart); once equipped with the W-AID1 agent and once equipped with the W-AID2 agent. This

time, subjects were counter-balanced as to which condition was applied first. The experiment

protocol was the same as the one used for comparing the W-AID1 agent to the no-advising agent

condition. Specifically, subjects experienced the same series in which orders and malfunctions

arrived at the system, and the scores from their first sessions were disregarded.

Comparing W-AID2 to W-AID3:

This time, we evaluated the W-AID2 agent in comparison to the W-AID3 agent. Unfortu-

nately, we were unable to recruit additional Computer Science students from our university.

Therefore, for this experiment, we required 30 Bachelor students who major in other fields (6

Exact Sciences, 6 Humanities, 12 Social Sciences, 6 Life Sciences). Naturally, the subjects

had not participated in the study thus far. The subjects ranged in age from 19 to 27 (mean=23,

s.d.=1.3) with similar demographics, 16 males and 14 females. Similar to the comparison of W-

AID2 and W-AID1, each subject performed the task twice (one week apart); once equipped with

the W-AID2 agent and once equipped with the W-AID3 agent (subjects were counter-balanced

as to which condition was applied first). However, unlike Computer Science students, this sub-

ject group was much more diverse in their technical abilities and knowledge, as shown by the
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high variance in their experiment scores in Section 5.4.1. This fact prevented us from using a

between-subjects experimental design. Consequently, we used a within-subjects experimental

design where both of each subject’s trials were considered.

Unfortunately, in preliminary testing, we noticed that the previously used series in which

orders and malfunctions arrive at the system makes the advice produced by W-AID2 and W-

AID3 coincide in their provided advice in more than 90% of the cases compared to approxi-

mately 80% in the case with W-AID1 and W-AID2. Therefore, a new series in which orders and

malfunctions arrived at the system was sampled. Following, in yet another preliminary testing,

we ensured that the W-AID2 and W-AID3 coincide in less than 85% of their provided advice.

Note that when we use a within-subjects experimental design, we are no longer restricted to

using the same series used before.

Results

When comparing the W-AID1 condition to the condition in which no agent was deployed, the

results show a statistically significantly higher average number of filled orders under the W-

AID1 condition for the subjects’ second trial. The subjects equipped with the W-AID1 agent

averaged 24 packed orders (of a possible 26) while the subjects that were not assisted by an

agent averaged 22 orders.

The results also show that subjects equipped with the W-AID2 agent packed significantly

more orders compared to the subjects equipped with the W-AID1 agent. The subjects equipped

with the W-AID1 agent averaged 23.8 packed orders (of a possible 26) while the subjects

equipped with the W-AID2 agent averaged 25 orders.

Both of the above results were found to be significant using a standard t-test with p < 0.05

(a Shapiro-Wilk Normality Test [264] was executed to ensure a valid use of the t-test). See

Figure 5.3 for a summary.

The results further show that while equipped with the W-AID3 agent, the subjects packed

significantly more orders compared to the condition in which they were equipped with the

W-AID2 agent. Under the W-AID3 condition, the subjects packed 21.2 orders on average,

compared to 18.4 orders under the W-AID2 condition. This result was found to be significant

using a pairwise standard t-test with p < 0.05. As the subject group for this experiment

was significantly different from the one employed in the above two experiments and used a

differently sampled order and malfunction series, the results cannot be directly compared with

the results of the previous two experiments. See Figure 5.4 for a graphical summary.
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Figure 5.3: Average number of filled orders per advising condition in the warehouse operation
task. Error bars indicate standard errors.
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Figure 5.4: Average number of filled orders per advising condition in the warehouse operation
task. Error bars indicate standard errors.

Note that a high variance was recorded for this subject group compared to the previous

ones. Specifically, while in the Computer Science student group standard deviations varied

between 0.4 and 1.3 across the different conditions, here, among the students who did not

major in Computer Science, those who used the W-AID2 and W-AID3 agents recorded standard

deviations of 5.5 and 3.7, respectively.

We further analyzed the subject’s acceptance rate of the agent’s advice. Advice was con-

sidered accepted if it was performed by the subject while it was displayed on the GUI.

In our first two experiments, under both the W-AID1 and W-AID2 conditions, the subjects

were presented with approximately the same number of pieces of advice (56.5 under the W-

AID1 condition compared to 56.1 under the W-AID2 condition with no statistically significant

difference between the two). Nevertheless, contrary to what the authors initially expected, the
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subjects equipped with the W-AID1 agent, which was found inferior to the W-AID2 agent in

terms of packed orders, accepted significantly more of the agent’s advice than the subjects

equipped with the W-AID2 agent. Specifically, while the subjects were presented with ap-

proximately the same average number of pieces of advice under both conditions, considering

the subjects’ second trial, those equipped with the W-AID1 agent accepted an average of 51.8

pieces of advice (91.6% of the total number of pieces of advice presented), which is signifi-

cantly higher than those equipped with the W-AID2 agent, who accepted an average of 45.2

pieces of advice (80.6%), p < 0.05. Note, however, that despite these results, W-AID2 is supe-

rior to W-AID1 in terms of packed orders. The subjects’ acceptance rate for an agent’s advice

is defined as the percentage of accepted advice by all subjects combined. Figure 5.5 presents

the subjects’ acceptance rate per 1 minute of trial for both W-AID1 and W-AID2.
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Figure 5.5: Subjects’ acceptance rate per 1 minute for each of the tested agents. Results represent
the subjects’ second trials.

Furthermore, we analyzed the subjects’ acceptance rate of the agent’s advice in the third

experiment. Similar to the first two experiments, the subjects received approximately the same

number of pieces of advice under both conditions (64.3 pieces of advice under the W-AID2

condition compared to 64.7 under the W-AID3 condition, without a statistically significant

difference). However, a surprising result was revealed concerning the subjects’ acceptance rate:

under both conditions, the subjects accepted more than 98% of the advice (98.6% under the

W-AID2 condition compared to 98.4% under the W-AID3 condition, without any statistically

significant difference between the two). There are two main possible answers to explain this

observed high acceptance rate: 1) as our subject pool consisted of non-technically-oriented

students, students heavily relied on the provided advice regardless of the conditions; 2) the
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newly sampled orders and malfunction series were more complex than the previously tested

series, which could explain why human operators relied heavily on the provided advice.

The results did not show a statistically significant difference in the reported average work-

load according to the TLX questionnaires under the tested conditions. An average TLX score

of 50 was recorded for the baseline condition, whereas W-AID1 and W-AID2 averaged 55 and

53, respectively, in the first two experiments. Similarly, W-AID2 and W-AID3 averaged 47 and

48, respectively.

Recall that the agent presents the advice in both textual format as well as in a prerecorded,

human-voice message, played in the operator’s head-set. These messages may be distracting

if the advice is not beneficial to the operator. Despite having the option, none of the subjects

turned off their agents in any of the examined conditions.

5.4.2 Search And Rescue

We further instantiated the k-MYAO heuristic (Section 5.3) to provide advice in a Search And

Rescue (SAR) task.1 First we describe the SAR task, followed by our agent’s design and

evaluation. The simulation specification and code release are available in 5.7.2.

The SAR Task

Search And Rescue (SAR) involves the exploration of disaster scenes while locating, identi-

fying and rescuing victims. Rescue robots provide valuable assistance to rescue workers, as

seen in past disaster environments such as the 2001 World Trade Center collapse [265], the

2004 Mid Niigata earthquake in Japan, the 2005 Hurricanes Katrina, Rita and Wilma in the

United States [266] and the 2011 Tohoku earthquake and tsunami in Japan [267] (see [268] for

a comprehensive review of the use of robotics in disaster environments and [231] for a more

specific review on robotic SAR settings). We focus on a SAR setting in which a single human

operator is required to search for certain objects2 using a large team of unreliable robots. In

our setting there are 10 robots. Namely, we focus on the search for objects rather than the res-

cue of objects. The human operator remotely supervises and controls the robots. The operator

is also required to provide assistance to the robot in both abnormal situations as well as when

a suspicious object is encountered. For example, when a robot gets stuck or disoriented, the

1A short video summarizing the work presented in this section is available at https://www.youtube.
com/watch?v=mSh67zb0Zm4.

2The objects can be victims, flames, weapons, etc.
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human operator can manually control it, and when a robot detects a suspected desired object

the human operator can manually direct the robot to get closer in order to get a better view of

the object and then determine whether or not the object is one that is desired by classifying it.

Similar to the warehouse operation task (Section 5.4.1), in state-of-the-art SAR applica-

tions, the robots’ pathways, actions and the automatic identification of victims use sophisti-

cated algorithms. However, the prioritization of the human operators’ tasks has been left in the

hands of each operator.

For this task, a SAR simulation system was built in which 2 simulation environments were

integrated. Unfortunately, we could not use a standard SAR simulator (such as the Robocup

SAR simulator1) since we wanted to test the methodology using real robots in a physical en-

vironment. Therefore, we constructed a simulator that resembles the real deployment envi-

ronment (see 5.7.2 for the system’s specification and code release). Furthermore, existing

simulators are aimed at specific missions, such as modeling fires and their expansion. To the

best of our knowledge, these simulators are not used for search.

Our SAR task was conducted in two distinct environments:

Environment 1 – A real office building floor consisting of an “L” shaped, narrow corridor with

small and mid-sized offices (See Figure 5.7). We evaluated Environment 1 both by means of

simulation and physical deployment. Thus, we denote the simulation Environment 1s and the

physical deployment Environment 1p. Figures 5.6 and 5.7 provide snapshots of Environment

1s and Environment 1p, respectively.

1http://roborescue.sourceforge.net/blog/
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Figure 5.6: Simulated SAR Environment. The robots are represented in gray in the center of the
screen, the black lines represent the structure walls and the red arrows and blue lines indicate the
robots’ planned trajectories. Note that this is not the user interface but only the simulation.

Figure 5.7: Environment 1p; one edge of the “L” shaped corridor of an office building floor (see
Figure 5.9 for the operator’s point of view of the environment).

Environment 2 – A simulated medium-sized factory yard taken from the popular CounterStrike c©

computer game called “Assault”. “Assault” is considered to be very realistic and is one of the
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most popular maps in the whole CounterStrike c© series1 (See Figure 5.8). Environment 2 was

only evaluated by simulation and is thus denoted Environment 2s.

Figure 5.8: Environment 2s - an open terrain model from CounterStrike c©.

In order to control and supervise the robots, we designed a GUI (Figure 5.9) that provides

real-time feedback on the task and the states of the robots. When a robot needs the operator’s

attention, for example when it gets stuck or when it detects a suspected victim, it signals the

operator using both prerecorded voice messages and visual signals (see 5.7.2 for complete

details on the SAR simulation and GUI).

Figure 5.9: The graphical user interface used for the SAR task in this study. 2D map of the terrain
including the robots’ reported positions and their footprints is presented in 1, an enlarged camera
view of the robot of interest is depicted in 2 and the robots’ requests are presented in 3. The agent’s
advice appears above the camera view.

1http://counterstrike.wikia.com/wiki/Assault
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Note that the SAR task is remarkably different from the warehouse operation task in several

aspects: (1) the SAR task’s termination time is usually unknown during task execution; (2)

Unlike the fully stochastic process in which orders arrive at the warehouse system, the target

objects in SAR are revealed by the robots themselves. Namely, the modeling of potential

rewards is much more challenging; (3) The operator is likely to prefer rewards as early as

possible in SAR as time is critical (e.g., detecting fire sources, injured victims); (4) Robots are

more likely to face difficulties in completing their missions in SAR.

Training

First we define the task’s state space S. We would like to define S in a generic fashion to

allow it to be used across different terrains (both in physical and simulated deployment as

described above). Therefore, we could not use terrain specific features such as the robots’

positions, room sizes, the position of obstacles, etc. We represent s ∈ S using the following

set of state variables: the number of active robots (Active(s)), the number of detected objects

(Objects(s)), the average Euclidean distance between robots (Distance(s)) and the minimal

Euclidean distance between a pair of robots (Minimal(s)).

A is the action set that the operator can take. Recall that A is also the advice set from

which the agent can propose advice. We define A as the instantiations of the following 7

action schemes: “Tele-operate robot i to a better position”, “Tele-operate robot i away from

robot j”, “Send robot i home for repairs”, “Robot i is stuck, try to free it”, “Robot i detected an

object”, “Robot i is waiting for your command” and “Spread out the robots, they are too close

to each other”.1

Training Rs(·):

We define Rs(s) as the expected time to find the next desired object in its environment. We

model Rs(s) using the following Equation:

Rs(s) = α0 − α1 · ln(Active(s)) + α2 ·Objects(s)2−

α3 ·Objects(s)− α4 ·Distance(s)− α5 ·Minimal(s) (5.4)

1There are 141 instantiations of the 7 action schemes: “Tele-operate robot i to a better position” (10 options),
“Tele-operate robot i away from robot j” (90 options), “Send robot i home for repairs” (10 options),“Robot i is
stuck, try to free it” (10 options), “Robot i detected an object” (10 options),“Robot i is waiting for your command”
(10 options) and “Spread out the robots, they are too close to each other” (1 option) where i, j ∈ [1, . . . , 10].
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Where α0, . . . , α5 are learned using the linear least squares regression.

This form of function assumes that there is α0 time to find a desired object, which is then

reduced by the average distance between robots and the minimal distance between a pair of

robots in a linear way. It also assumes that the number of active robots reduces the expected

time in a marginally decreasing fashion. The objects detected hitherto increase the expected

time (as objects are harder to find), yet, in the early stages of the task, finding the first objects is

assumed to indicate that the robots have achieved some effectiveness in terms of position. This

form of function was compared to more than 100 other forms. Some of the other functions

that were tested included one or more of the following modifications to the above function: the

use of Active(s) or Objects(s) as an additive variable; Active(s) as having a multiplicative

impact or Objects(s) as having an impact depending on Distance(s) or Minimal(s). These

other forms yielded a lower fit to the data we collected in both simulated environments – En-

vironment 1s and Environment 2s (as described below). All parameters were assumed to be

positive, and in fact reached positive values.

In order to collect data to learn Rs(·), which can be very expensive since an operator is

needed to support them, we used a simulated utopic environment. In a utopic environment,

there no need for human interference with the robots’ work, since the robots never malfunc-

tion. To simulate an ideal environment, we used non-malfunctioning robots in virtual simula-

tions. Accordingly, we defined Rs(·) as the expected time to find the next object in the utopic

environment. That is, we aimed to learn from a simulated utopic environment and utilize the

gathered data to learn an advising policy which would be tested in both physical and simulated

environments that are far from utopian (Section 5.4.2). Hence, in order to learn Rs(·), we

ran 150 1-hour sessions in each environment. During these sessions, the robots autonomously

searched for 40 randomly placed green objects (the green objects represent the desired objects

in our SAR settings). In each session, we placed random obstacles and used a different number

of robots ranging from 1 to 10. To avoid the need for a human operator, we set an empty mal-

function schedule and instructed the robots to avoid waiting for an operator’s response about

detected objects.

Each recorded session was translated into vectors, each representing 1-second during the

session. That is, every recorded second was translated into a vector consisting of the represen-

tation of the state experienced in that second s, and labeled with the time it took to find the next
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desired object in that session. Specifically, from state s, we extractedActive(s), Objects(s), Distance(s)

and Minimal(s).

Training Cs(s, a) and P s(s, a, s′, C(s, a)):

We define Cs(s, a) as the expected time to complete a by an average human operator

and P s(s, a, s′, C(s, a)) as the probability of transitioning from s to s′ using advice a, given

Cs(s, a). To train Cs(s, a) and P s(s, a, s′, C(s, a)), we recruited 30 Computer Science under-

graduate students, ranging in age from 18 to 34 (mean=25, s.d.=3.4) with similar demographics

to participate in a simulated SAR task equipped with a naı̈ve advising agent. Given state s, our

naı̈ve agent provided advice a which, upon completion, is expected to bring about a new state

s′, whereRs(s′)+5sec < Rs(s). That is, the agent suggests advice that, if completed success-

fully, will reduce (at least) 5 seconds from the expected time to find the next object. Similar

to the naı̈ve agent in the warehouse operation task (Section 5.4.1), the agent only offers advice

that can be completed and only if the human operator is not currently engaged in the suggested

task (for example, if a robot has malfunctioned the agent will not advise to tele-operate it, but

it might advise to fix it). The agent presents the advice in both textual format (see Figure 5.2)

as well as a prerecorded, human-voice message played in the operator’s head-set. Note that

the agent filters and prioritizes the robots’ requests and messages, though in a naı̈ve way. For

motivation, subjects were paid 1 NIS (about 25 cents) per green object they found, and 0.5 NIS

per advice to which they adhered.

Similar to the training in the warehouse operation task (Section 5.4.1), all of the advice

that our agents gave was executed and completed. Therefore, we set P s(s, a, s′, C(s, a)) to 1

whenever it is possible to complete advice a , and otherwise 0. Furthermore, when analyzing

the operators’ behavior, we were unable to find good cross-subject features that would help us

predict the expected time it would take to complete the advice. Therefore, we used the mean

execution time. That is, Cs(s, a) is equal to the average execution time of a across our subjects.

Estimating Ints(s, a, s′, C(s, a)):

Due to the short time frames in which pieces of advice are executed (SAR is a fast-paced

task).

Setting γ:

In the SAR settings, we assumed that the termination time of the task is unknown. There-

fore we defined T as [0,∞]. We further assumed that the operator is likely to prefer rewards

as early as possible in the SAR settings as time is critical. Therefore, γ was defined as the

probability for the task to end, given the task’s expected duration. We assumed a geometrical
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distribution, so γ was set to 1-(the calculation interval divided by the expected task duration).1

The calculation interval was set to 1 second in our experiments.

Overall, 150 hours of simulations were used to train Rs(·) and 30 human subjects were

recruited to training Cs(s, a) and P s(s, a, s′, C(s, a)).

Experimental Design

In preliminary testing, we noticed that the 1-min-MYAO heuristic returns almost the exact same

advice as 2-min-MYAO and 3-min-MYAO in our SAR settings in both Environment 1s and 2s

(in more than 95% of the cases we examined). This finding made the myopic search of depth

larger than 1 unnecessary (a discussion on this phenomenon is provided in Section 5.5). There-

fore, we designed and evaluated a single agent named S-AID to solve the 1-min-MYAO using a

minimization format of Algorithm 5. The agent provided the best advice per its optimization

problem in both textual format (see Figure 5.2) as well as in a prerecorded, human-voice mes-

sages. The presented advice might change at time t if the advice was successfully completed or

if more urgent and productive advice is available according to the current state st, making our

agent adaptive to the environment. We used an efficient priority queue and updating methods

to avoid long calculations.

Unlike in the warehouse operation task evaluation (Section 5.4.1), we did not encounter a

significant improvement in the operators’ performance upon performing the task a second time

in our preliminary tests. Therefore, in order to evaluate our agent we used a within-subject

experimental design where each subject performed the SAR task twice (one week apart); once

without the agent and once equipped with the agent. We recruited 32 subjects to participate

in the simulated SAR task (16 per simulated environment (Environments 1s and 2s)) and an-

other 12 subjects to participate in Environment 1p, totaling 44 subjects. The subjects who

participated in the simulated task were BSc and MSc Computer Science students, ranging in

age between 20 and 33 (mean 25), 16 females and 28 males, whereas the 12 participants in

Environment 1p were researchers and workers from our university, ranging in age between 20

and 38 (mean 27), 8 males and 4 females, who did not take part in warehouse operation ex-

periments. The subjects were counter-balanced with reference to which condition was applied

first.

1 The geometric distribution was chosen to allow subjects to easily understand the nature of the task. Naturally,
other distributions may be considered as well.
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Each subject was trained before each run; they underwent a structured 1-on-1 hands-on

tutorial on the system by our research assistant and had to pass a short test. The test was

conducted to ensure the operator was capable of successfully completing the task. During the

test, a subject was in control of 3 robots and without any time limit had to find and classify 2

objects in the terrain while s/he encountered 3 simulated malfunctions.

The SAR task took 40 minutes (in simulations) and 15 minutes (in physical deployment)

in which the subjects had to search for the green objects placed in predefined (yet, randomly

selected) positions in the environment. Physical deployment was set to 15 minutes due to

the ample effort in preparing and overseeing such physical development trials. For example,

each robot had to be charged, activated and placed prior to each trial, a highly time-consuming

process was needed to place the obstacles and objects prior to each trial and their removal

immediately afterwards to allow workers of the office floor to move around freely, etc. In all

tested environments, the subjects were motivated to find and classify as many green objects

as possible using a small monetary reward (1 NIS per object). However, they did not receive

any monetary reward for accepting the agent’s advice. In Environment 1s (simulated office

building), we placed 40 green objects around the office floor. We set a malfunction schedule

such that each robot would encounter 1.5 malfunctions (on average) during the simulation. All

robots started from the main entrance of the floor. In Environment 1p (real deployment in an

office building), we scattered 20 green objects (see Figure 5.7). We set a malfunction schedule

such that every robot would encounter 0.8 malfunctions (on average) during the deployment.

Half of the robots started from the main entrance of the office space, whereas the other half

started from the back entrance. In Environment 2s (simulated open terrain), we scattered 40

green objects. We set a malfunction schedule such that every robot encounters 2 malfunctions

(on average) during the simulation. All robots started from the Assault deployment point (next

to the Humvee in Figure 5.8). After completing the task, subjects were asked to answer a

standard NASA-TLX questionnaire.

Subjects were informed that they could turn off the advising agent if and whenever they

choose.

Results

Results reported in this section were found to be significant using the Wilcoxon Signed-Rank

Test [269] (an alternative to the paired-sample t-test for dependent samples when the population

cannot be assumed to be normally distributed).
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In Environment 1s, the results show a statistically significant increase in the average num-

ber of detected objects by the robots (37.7 vs. 31.2 objects, p < 0.001) as well as their average

covered terrain (529 vs. 462 square meters, p < 0.05) for the condition in which the agent

was present. Furthermore, a decrease in the average time that robots stay idle (1540 vs. 1860

seconds, p < 0.05) and a reduced average workload (55 vs. 62 TLX, p < 0.1) were also

recorded.

In Environment 1p, a major 100% increase in the average number of detected objects was

recorded (14.1 vs. 7 objects, p < 0.001) as well as an increased average for covered terrain

(462 vs. 305 square meters, p < 0.05). A significant decrease in the average time that robots

stay idle (2720 vs. 3244 seconds, p < 0.05) and a reduced average workload (55 vs. 62 TLX,

p < 0.1) were also recorded.

Similarly, in Environment 2s, the results show an increased average number of detected

objects by the robots (34.1 vs. 30.1 objects, p < 0.001) as well as their average covered

terrain (1144 vs. 845 square meters, p < 0.05) for the condition in which the agent was

present. Furthermore, a significant decrease in the average time that robots stay idle (1053 vs.

1455 seconds, p < 0.01) and a reduced average workload (57 vs. 61 TLX, not statistically

significant) were also recorded.

See Figure 5.10 for a graphical summary.

Overall, more than 95% of the advice was followed by the subjects without a distinct pattern

with respect to time.

Excluding 4 of the 44 subjects who participated across the 3 environments all showed an

increased number of detected objects when equipped with our agent.

Recall that the agent presents the advice in both textual format as well as in a prerecorded,

human-voice message, played in the operator’s head-set. These messages may be distracting

if the advice is not beneficial to the operator. Despite having the option, none of the subjects

turned off the agent.

Despite major differences between our simulated, utopian training environment and the test

environments, our approach yields solid advising policies used both in non-utopian simulated

environments and in physical deployment of robots.
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Figure 5.10: Average number of detected objects across advising conditions and environments.
From left to right – Environment 1s, Environment 1p and Environment 2s. Error bars indicate
standard errors.

5.5 Discussion

The proposed k-MYAO heuristic, which implements a k-step-lookahead search, was evaluated

both in the warehouse and in SAR tasks. The results in the warehouse operation task, im-

plemented with a group of Computer Science students as subjects, show that the 2-MYAO

heuristic, deployed by the W-AID2 agent, significantly outperformed the 1-MYAO heuristic

deployed by the W-AID1 agent, which in turn significantly enhanced the human operator’s per-

formance compared to the baseline condition of no advising agent. Using an additional group

of students, this time we evaluate the 3-MYAO heuristic, deployed by the W-AID3 agent, which

significantly outperforms the 2-MYAO heuristic deployed by the W-AID2 agent. In the SAR

task, the results show that the 2-MYAO heuristic deployed by the S-AID significantly enhanced

human operator’s performance compared to the baseline condition of no advising agent.

Interestingly, unlike the warehouse operation task, the 1-MYAO and 2-MYAO heuristics

return almost the exact same advice in the SAR task. We believe that this phenomenon is

attributed to the major differences between the two tasks as specified in Section 5.4.2. Particu-

larly, we believe that the high uncertainty regarding future rewards and the high likelihood of

robot malfunctions created a large incentive to prefer short-term rewards over long-term ones,

which made myopic search deeper than 1 unnecessary.

Note that in our environments we were unable to run a 4-step-lookahead heuristic in real-

time due to the large search space despite using a state-of-the-art PC with 2 CPUs, each with 6

cores, each core operating at 2.8 GHz. Therefore, we conjecture that in environments with

a small number of possible actions (small |A|) which are strongly connected, our k-step-

lookahead approach will outperform simple 1-step-lookahead solutions. Namely, given a small

number of actions, our approach scales better with k. Furthermore, given that the actions
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are interconnected and their order of execution can significantly affect the task’s performance,

there is a larger margin for improvement by deeper search methods which are deployed by k-

step-lookahead agents. Moreover, we believe that in complex environments with relatively low

uncertainty, such as our warehouse operation task, k-step-lookahead agents where k > 1 can

enhance the operators’ performance significantly more than a simple 1-step-lookahead heuris-

tic as the planning is more robust. However, additional factors such as the subjects’ likelihood

to accept different pieces of advice and the time-depth tradeoff have to be considered.

The acceptance rate of advice suggested by W-AID2 was significantly lower than for the

advice suggested by W-AID1 for the group of Computer Science students in the warehouse

operation task. Human operators, like all people, are limited in their capacity to process and

plan actions over long sequences [1] and have been shown to use more intuitive mechanisms

for problem solving over performing lookahead searches [270]. Therefore, we conjecture that,

in some cases, subjects may not have comprehended the reason for the suggested advice and

therefore did not follow it. This property is disadvantageous as people are more likely to

adhere to an agent’s advice which they can understand [34, 53]. Nevertheless, this hypothesis

is devalued given the results of the non-Computer-Science subjects we recruited for evaluating

the W-AID2 and W-AID3 in the warehouse operation task. Our results show that in almost all

cases, the subjects fully adhered to the provided advice. Further study is needed to determine

whether the technical abilities of the operator should require special attention in the advice

provision process.

The results from both domains show that operators rarely follow advice 100% of the time.

For actual deployment, the operator model can be updated to reflect these findings. However,

a deeper investigation is needed to resolve the question of why a certain piece of advice was

accepted in a given setting and time and another was not accepted by an operator. The above is

an open challenge at the moment.

In the SAR task, we used a simulated environment to train the different models which are

deployed in physical settings. This approach was already shown to be beneficial in learning

robot control policies in the past [271]. Similarly, the reward model R(·) was trained in utopic

environments without human intervention. This enabled a faster and more economically effi-

cient training process. Note that despite the inherent inaccuracy that this approach induces, it

results in a solid advice provision agent that significantly enhances operators’ performance. For

future work, one should consider deploying the grounded simulation learning approach which
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provides a more accurate way to transfer knowledge from simulation to real-world settings

[272].

Interestingly, in the SAR task, the most significant difference was found in the physical

deployment settings. This result corresponds with previous results which show that people

behave differently in simulation and real deployment [271]. We conjecture that in the physical

deployment settings the subjects felt more stressed and pressured and, as a result, the advising

agent had a larger margin for potential improvement. For example, some subjects mentioned

that they were afraid to cause damage to the robots which is of course irrelevant in simulation.

We found support for this hypothesis in the fact that the subjects engaged in the SAR task in

a physical deployment setting for less than half of the time that they engaged in the task in

the simulation setting (15 minutes compared to 40 minutes, respectively) yet reported the same

average TLX scores for both conditions (55 for the agent condition and 62 for the baseline

condition).

For most tasks, including the warehouse operation and SAR tasks, the reward model must

be learned. As there are presumably an infinite number of functional forms, we used the follow-

ing basic procedure to select the functional form: each state feature was tested by itself and a

single variable function was fitted to capture the observed influence of that feature on the task’s

reward. Then, we performed an exhaustive search over all possible additive and multiplicative

variations of the single variable functions identified earlier. The function which provided the

best fit for the collected data was chosen.

5.6 Conclusions

In this work, we presented a new approach for the enhancement of operator performance in

multi-robot environments. Our extensive empirical study, with over 150 human subjects in

the warehouse operation and search and rescue environments, both in simulation and real de-

ployment, shows that intelligent agents are able to significantly enhance the performance of

operators in complex multi-robot environments. Our methodology can accommodate future

advancements in robotics hardware and algorithms and is not restricted to a certain type or

quantity of robots in the environment.

Despite enduring high uncertainty and noisy signals, operators managed to take advantage

of the agents’ advice and translate them into a better performance than their baseline scores,

demonstrating the benefit of our agents and approach.
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We conclude that the use of automated advising agents in robotics, and especially in multi-

robot environments, is essential in producing better performance in real-world applications and

enabling operators to control a larger number of robots simultaneously.

We intend to expand our proposed methodology and use the insights provided in this chap-

ter to design and implement repeated-interaction agents. These agents could learn from previ-

ous interactions with the operator and tailor an advising policy for her. As part of this work

we intend to examine operator modeling for multiple interactions and the ability to deduce

insights from one environment to another. Proceeding on a different path, we are currently

working on adapting our methodology to help operators in more complex environments where

robots engage in different tasks simultaneously. For example, a part of the robot team performs

a patrolling task while the other performs a SAR task. One interesting aspect, in this case, is to

allow the human operator to indicate her preferences on trade-offs between the tasks, allowing

the agent to reason over a number of tasks simultaneously and thus make its recommendations

more suitable for the operator.

5.7 Further Simulation and Experimental Details

5.7.1 Warehouse Simulation

In this chapter, we present the warehouse operation task that was conducted in a simulated

warehouse which we built using the Gazebo robot simulation toolbox1 in C++. The warehouse

consists of 10 mobile ground robots capable of transporting shelves from one place to another

across the warehouse floor. There are 52 shelves in the warehouse, each consisting of 1 to 3

different products, which the robots can transport to 8 packing stations. At a packing station,

the human worker can unload products from the shelves that have arrived.

In our simulated warehouse (which acts as a fulfillment center), when an order (a cus-

tomer’s requested set of products) arrives at the warehouse system, robots are sent automati-

cally to move the relevant shelves to the packaging stations. Each task is assigned to the closest

available robot. When a robot arrives at a packaging station, it is the human worker’s job to

remove the relevant merchandise from the shelf. In our simulation, we off-load the merchan-

dise using each product’s code as it appears on the code sheet provided to the human worker.

This is meant to simulate the scanning of a product’s bar code in a physical warehouse. Once

the required products are unloaded from the shelf, the worker can send the robot off to move

1www.gazebosim.com
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the shelf back to its original position and to continue its work. When an order has been filled,

namely all requested products have been unloaded, the human worker can pack and complete

the order. This is done by pressing the “package” button which appears after all of the neces-

sary merchandise has been off-loaded. The code that is received during the packaging stage

once again simulates the scanning process, this time the scanning of the address for delivery.

The code must be copied into an appropriate Excel file. This process is carried out in order to

make sure that the operator pays sufficient attention to her tasks. An order is removed from the

system once it is packed.

In addition, robots may malfunction. For example, during the robots’ work, products may

fall in the work area, potentially causing the robots to get stuck. Once a product has fallen on the

warehouse floor, the human worker can alert the robots so that they will avoid the problematic

spot or s/he can remove the fallen product altogether. If the human worker decides to keep

the robots from going through the problematic spot, then the robots will work out new, and

possibly longer, paths. However, if the human worker decides to remove the product that fell

on the warehouse floor, the robots will be restricted from approaching the area in order to avoid

any danger to the human worker. The human worker decides when and where to restrict the

robots’ movements. Namely, a spot can be restricted even if no obstacle is present (e.g., keep it

clear for future use) and a spot may be unrestricted even if an obstacle is present (e.g., “taking a

chance” that the robot will not collide with the obstacle). The command to restrict (unrestrict)

a spot in the warehouse is executed instantaneously once given by the human worker. Note that

by restricting the robots’ movements, the completion of the robots’ tasks may be impaired. In

this work, we differentiate between two types of obstacles or restricted cells: critical, which

prevents the completion of a task (e.g., if it blocks a robot’s only path to a packing station) and

non-critical. The robots can also malfunction regardless of fallen products. For example, a

technical problem could cause one of the robots to deviate from its course. In such a situation,

the human worker will need to manually drive or guide the robot to its destination.

The human operator is provided with a GUI (Figure 5.2) that provides real-time feedback

on the task’s and robots’ states. When a new order arrives, it is automatically added to the active

orders area, which presents all unpacked orders. The positions of the robots and the shelves

are marked on a 2D grid-map of the warehouse floor along with the robots’ planned paths.

An enlarged camera view of the robot of interest is available as well as a command panel for

controlling that robot manually. In order to set focus on a specific robot, the operator can click

its thumbnail within the thumbnails area or on its location on the grid map. When a robot needs
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the operator’s attention, its graphical representation blinks for 5 seconds and the interface plays

a prerecorded, human-voice message in the operator’s headset. The operator can view all of

the robots’ requests and provide solutions using the alarm log. For the operator’s convenience,

we maintained a first-come-first-serve request log indicating the (active) robot requests.

Overall, the operator can perform the following actions: (1) remove items from shelves

at the packing stations; (2) pack a consumer’s order when filled; (3) toggle the robots’ status

between manual and autonomous; (4) alert the robots to avoid a ( critical or non-critical)

problematic spot on the warehouse floor; (5) remove fallen objects from the warehouse floor;

and (6) manually tele-operate a robot using the joystick widget or the keyboard arrow keys.

Our simulation and agents are available at http://www.biu-ai.com/roboticAdvice/

for future research.

5.7.2 The SAR task specification

In the scope of our simulations (Environments 1s and 2s), we used the Gazebo robot simulation

toolbox. To create Environment 1s, we manually mapped an office building floor (which is our

lab floor at Bar-Ilan University, acting as Environment 1p – Figure 5.7) using a 30-meter laser

and constructed a 3D virtual model to scale. To create Environment 2s, we obtained a 3D

model of “Assault” terrain from the CounterStrike source kit (see Figure 5.8). These models

were mounted onto the Gazebo simulation alongside 1–10 Hamster1 type robots which use

the Robot Operating System (ROS)2. Hamster is an autonomous unmanned ground vehicle

(AUGV) at the off-the-shelf price of $1600 US3 per robot (See Figure 5.11). This type of

robot is a 4WD rugged platform with a built-in navigation algorithm that allows it to explore,

map and localize in unknown areas. Hamster has 2 on-board Raspberry PI Linux servers for

algorithm execution and an Arduino for low-level control. Hamster is mounted with an HD

camera with h264 video streaming over WiFi and a 360◦ 6-meter range LIDAR laser. Each

Hamster is 190mm in width, 240mm in length and 150mm in height.

1http://wiki.ros.org/Robots/Hamster
2http://www.ros.org/
32014 pricing.
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Figure 5.11: Hamster AUGV; one of the 10 identical robots used in this study.

The Hamster can be either in the autonomous or the manual mode. While in the au-

tonomous mode, the Hamster travels through the terrain without the operator’s intervention.

In our task, the robots were required to explore the environment, given a 2D blueprint of the

area (no mapping was required). However, the blueprint did not include randomly placed ob-

jects and obstacles scattered in the environment, for example bookstands and cupboards in

Environment 1 and containers and barrels in Environment 2. The robots were given their initial

position (deployment point) and were localized using ICP laser matching [273] and the AMCL

algorithm1. We used C++ for the implementation.

The robots execute a simple exploration algorithm, based on the given map. Given an

estimation of the location of all robots in the team, a robot simply chooses to travel away from

its peers, to a less crowded area (thus, a less explored area). The robot travels to its desired

destination using the A∗ path planning algorithm [274], and uses basic obstacle avoidance

techniques to avoid both obstacles and other robots while doing so.

We considered three malfunction types that the Hamster could experience:

Sensing The camera/laser stops working. In such cases, the operator can send the robot back

to home base, where the experiment operator can fix it.

Stuck The robot cannot move (for example due to an obstacle), and needs the operator to free

it. In some cases, the Stuck malfunction is terminal.

WiFi The robot stops sending and receiving data and disappears from the map. In such

cases, the operator can mark the area where the robot was last seen as a “no entrance”

1http://wiki.ros.org/amcl
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zone. Upon losing the WiFi signal, the robot is programmed to return to its last point of

communication.

In our simulations, the robots experienced malfunctions according to a pre-defined mal-

function schedule which determined when and which malfunctions would occur to each robot.

The GUI (see Figure 5.2) provided the operator with on-line feedback from the cameras

mounted on the robots (Thumbnail area), the 2D map of the terrain including the robots’ re-

ported positions and their footprints (area 1), an enlarged camera view of the robot of interest

(area 2), an action control bar, and a joystick widget. The action bar’s commands and joystick

functions were also available using keyboard and mouse shortcuts inspired by strategic com-

puter games. For example, in order to set focus on a specific robot, the operator could click its

thumbnail camera or location on the map or could click on its number on the keyboard. Double

clicking would center the map on the robot’s location.

The operator could perform the following actions: (1) change the mode for each of the

robots (autonomous or manual); (2) send a robot to a desired point on the map using the

mouse’s right click option (the robot would autonomously navigate to the destination point,

when possible); and (3) manually tele-operate a robot using the joystick widget or the key-

board arrow keys. When a robot needed the operator’s attention—in case of malfunctions or a

detected green object that needed classification—it changes its mode to manual and signaled

the operator by blinking for 5 seconds and playing a prerecorded, human-voice message in the

operator’s headset. The operator could view the robots’ requests and provide solutions using

the alarm log (area 3). For the operator’s convenience, we maintained a first-come-first-serve

alarm log indicating the (active) alarms.

Our simulation and agents are available at http://www.biu-ai.com/roboticAdvice/

for future research.
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Chapter 6
Concluding Remarks

“Many receive advice, few profit by it” –Publius Syrus

In this thesis we studied the possibility of deploying intelligent advising agents to support

and assist people in complex tasks.

We presented a methodology for the development of such advising agents. This methodol-

ogy heavily relies on the articulation and mitigation of complex optimization problems which

involve people and, possibly, machines. We provide algorithms and heuristics that address

this complex setting and demonstrate the proposed methodology’s benefit over existing solu-

tions in four distinctive real-world domains. The developed agents, as well as the developed

simulations and collected data, are available online for future research.

The design of high quality advising agents in different settings has also had an impact on

several sub-fields of AI. We highlight the main ones:

1. We contributed to the Argumentation Theory community by providing the first in-depth

analysis of human argumentative behavior from a computational perspective. Further-

more, through the investigation of theoretical models and their integration with human

modeling and optimization techniques we were able to shed light on new directions for

the computational argumentation field. These directions contribute to the increasing in-

terest in the intersection between human behavior and Argumentation Theory.

2. We contributed to the developing Security Games community by presenting a novel

model for mitigating serious car accidents by means of police enforcement. This model

is highlighted by a novel optimization algorithm especially suited to a SG setting. Our

model is currently being tested in field trials by the ITP.
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3. We contributed to the study of automated persuasion by 1) providing a new way for ar-

gumentative agents to persuade people in bilateral argumentation settings; 2) comparing

state-of-the-art persuasion techniques with an MDP optimization in persuading people

to save energy in climate control settings. The latter is currently being considered for

implementation by GM.

4. We contributed a novel ML algorithm for the online prediction of assumed exponential

decay time-series, the Exponentron.

5. We contributed to the robotics community by providing a new way of enhancing human-

robot-interaction.

An additional contribution, which is not included in this thesis, is situated at the intersection

of Reinforcement Learning (RL) and software engineering. In [23], we investigated how a

human designer can provide advice to an RL learner as opposed to the framework studied

in this thesis in which agents advise people. The human study, with the participation of 16

human programmers, illustrates the need to reduce the engineering efforts of human designers

in attempting to speed up an agents learning process and is the first of its kind.

Future research directions include other advice provision frameworks. For example, an

agent can advise on which actions or options the user should not choose. To the best of our

knowledge, this type of advice and its integration in general advice provision frameworks has

not been investigated from a computational perspective thus far. An additional interesting di-

rection is the investigation of the multi-user advice provision setting, namely, providing advice

to more than a single decision-maker simultaneously. This problem is remarkably different

from the advice provision setting investigated in this thesis since the agent must satisfy all sides

of the advice to some extent. For example, before advising two programmers to work together

an agent must consider both programmers’ preferences and goals. Finally, other modalities

for relating and communicating advice from an agent to a human user could be leveraged to

increase the impact of the advice. For example, if an advising agent is mounted on a robot or

a virtual character, other modalities such as eye-gaze and speech could be used to better utilize

the agent’s computational advantage over its human user.
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[193] Ö. ÖZER, U. SUBRAMANIAN, AND Y. WANG. Information sharing, advice provi-

sion, or delegation: what leads to higher trust and trustworthiness? Management

Science, 2017.

[194] I. NEWTON. Scala graduum caloris: calorum descriptiones & signa. Royal Society of

London, 1701.

[195] H. EBBINGHAUS. Memory: A contribution to experimental psychology. University

Microfilms, 1913.

[196] J. M. BERNARDO AND A. F. SMITH. Bayesian theory, 2001.

195



BIBLIOGRAPHY

[197] N. R. DRAPER, H. SMITH, AND E. POWNELL. Applied regression analysis, 3. Wiley

New York, 1966.

[198] G. BOX, G. M. JENKINS, AND G. C. REINSEL. Time Series Analysis: Forecasting and

Control. Prentice-Hall, 1994.

[199] C. LIU, S. C. HOI, P. ZHAO, AND J. SUN. Online ARIMA Algorithms for Time

Series Prediction. In Thirtieth AAAI Conference on Artificial Intelligence, 2016.

[200] E. O’MAHONY AND D. B. SHMOYS. Data Analysis and Optimization for (Citi) Bike

Sharing. In Twenty-Ninth AAAI Conference on Artificial Intelligence, 2015.

[201] A. SHVARTZON, A. AZARIA, S. KRAUS, C. V. GOLDMAN, J. MEYER, AND

O. TSIMHONI. Personalized Alert Agent for Optimal User Performance. In Pro-

ceedings of the 30th International Conference on Artificial Intelligence (AAAI). AAAI,

2016.

[202] L. MOREIRA-MATIAS, J. GAMA, M. FERREIRA, J. MENDES-MOREIRA, AND

L. DAMAS. Predicting Taxi–Passenger Demand Using Streaming Data. Intelligent

Transportation Systems, IEEE Transactions on, 14(3):1393–1402, 2013.

[203] E. S. GARDNER. Exponential smoothing: The state of the art. Journal of forecasting,

4(1):1–28, 1985.

[204] P. GOODWIN. The Holt-Winters Approach to Exponential Smoothing: 50 Years

Old and Going Strong. Foresight: The International Journal of Applied Forecasting,

(19):30–33, 2010.

[205] O. ANAVA, E. HAZAN, S. MANNOR, AND O. SHAMIR. Online Learning for Time

Series Prediction. In Proc. of the Conference on Learning Theory, pages 172–184,

2013.

[206] D. P. BERTSEKAS. Nonlinear programming. 1999.

[207] M. ZINKEVICH. Online convex programming and generalized infinitesimal gradi-

ent ascent. In Proceedings of the International Conference on Artificial Intelligence

(AAAI), 2003.

196



BIBLIOGRAPHY

[208] L. BOTTOU. Stochastic gradient tricks. Neural Networks, Tricks of the Trade,

Reloaded, pages 430–445, 2012.

[209] N. GANS, G. KOOLE, AND A. MANDELBAUM. Telephone call centers: Tutorial,

review, and research prospects. Manufacturing & Service Operations Management,

5(2):79–141, 2003.

[210] G. K. SMYTH. Nonlinear regression. In Encyclopedia of environmetrics. Wiley Online

Library, 2002.

[211] A. MANDELBAUM, A. SAKOV, AND S. ZELTYN. Empirical analysis of a telephone

call center. Technical report, Technion, Israel Institute of Technology, 2001.

[212] I. GUEDJ AND A. MANDELBAUM. Call Center Data. Technical report, Technion,

Israel Institute of Technology, 2000.

[213] L. LI, D. WEN, N.-N. ZHENG, AND L.-C. SHEN. Cognitive cars: A new frontier for

ADAS research. Intelligent Transportation Systems, IEEE Transactions on, 13(1):395–

407, 2012.

[214] S. RAMM, J. GIACOMIN, D. ROBERTSON, AND A. MALIZIA. A First Approach to

Understanding and Measuring Naturalness in Driver-Car Interaction. In Proceed-

ings of the 6th International Conference on Automotive User Interfaces and Interactive

Vehicular Applications, pages 1–10. ACM, 2014.

[215] S. DAMIANI, E. DEREGIBUS, AND L. ANDREONE. Driver-vehicle interfaces and

interaction: where are they going? European transport research review, 1(2):87–96,

2009.

[216] A. ROSENFELD, Z. BAREKET, C. V. GOLDMAN, D. J. LEBLANC, AND

O. TSIMHONI. Learning Drivers Behavior to Improve Adaptive Cruise Control.

Journal of Intelligent Transportation Systems, 19(1):18–31, 2015.

[217] J. Y. HWANG, K. LARSON, R. CHIN, AND H. HOLTZMAN. Expressive driver-vehicle

interface design. In Proceedings of the 2011 Conference on Designing Pleasurable

Products and Interfaces, page 19. ACM, 2011.

197

http://iew3.technion.ac.il/serveng/callcenterdata/index.htmll


BIBLIOGRAPHY

[218] I. POLITIS, S. BREWSTER, AND F. POLLICK. To Beep or Not to Beep?: Comparing

Abstract versus Language-Based Multimodal Driver Displays. In Proceedings of the

33rd Annual ACM Conference on Human Factors in Computing Systems, pages 3971–

3980. ACM, 2015.

[219] ASHRAE. Standard 55-2013. Thermal environmental conditions for human oc-

cupancy. ASHRAE. American Society of Heating, Refrigerating and Air-Conditioning

Engineering, 2013.

[220] C. CROITORU, I. NASTASE, F. BODE, A. MESLEM, AND A. DOGEANU. Thermal

comfort models for indoor spaces and vehiclesCurrent capabilities and future per-

spectives. Renewable and Sustainable Energy Reviews, 44:304–318, 2015.

[221] F. AUFFENBERG, S. STEIN, AND A. ROGERS. A personalised thermal comfort

model using a Bayesian network. In Proceedings of the Twenty-Fourth International

Joint Conference on Artificial Intelligence (IJCAI), 2015.

[222] J. M. MURRE. S-shaped learning curves. Psychonomic bulletin & review, 21(2):344–

356, 2014.

[223] J. SAEZ-PONS, L. ALBOUL, J. PENDERS, AND L. NOMDEDEU. Multi-robot team

formation control in the GUARDIANS project. Industrial Robot: An International

Journal, 37(4):372–383, 2010.

[224] P. DASGUPTA, J. BACA, K. GURUPRASAD, A. MUÑOZ-MELÉNDEZ, AND J. JU-
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[253] A. T. ÖZGELEN AND E. I. SKLAR. An Approach to Supervisory Control of Multi-

Robot Teams in Dynamic Domains. In Towards Autonomous Robotic Systems, pages

198–203. Springer, 2015.

[254] D. SIEBER, S. MUSIC, AND S. HIRCHE. Multi-robot manipulation controlled by

a human with haptic feedback. In Intelligent Robots and Systems (IROS), RSJ/IEEE

Conference, pages 2440–2446. IEEE, 2015.

201



BIBLIOGRAPHY

[255] G. BEVACQUA, J. CACACE, A. FINZI, AND V. LIPPIELLO. Mixed-Initiative Planning

and Execution for Multiple Drones in Search and Rescue Missions. In Proceedings

of ICAPS conference, pages 315–323, 2015.

[256] J. CACACE, A. FINZI, AND V. LIPPIELLO. Multimodal Interaction with Multiple

Co-located Drones in Search and Rescue Missions. arXiv preprint arXiv:1605.07316,

2016.

[257] K. KUROWSKI AND O. VON STRYK. Online Interaction of a Human Supervisor with

Multi-Robot Task Allocation. In Intelligent Autonomous Systems 13, pages 965–978.

Springer, 2016.

[258] J. PEARL. Heuristics: intelligent search strategies for computer problem solving.

Addison-Wesley Pub. Co., Inc., Reading, MA, 1984.

[259] O. HANSSON AND A. MAYER. The Optimality of Satisficing Solutions. CoRR, 2013.

[260] V. MIRROKNI, N. THAIN, AND A. VETTA. A theoretical examination of practi-

cal game playing: Lookahead search. In Algorithmic Game Theory, pages 251–262.

Springer, 2012.

[261] G. A. KORSAH, A. STENTZ, AND M. B. DIAS. A comprehensive taxonomy

for multi-robot task allocation. The International Journal of Robotics Research,

32(12):1495–1512, 2013.

[262] S. G. HART AND L. E. STAVELAND. Development of NASA-TLX (Task Load In-

dex): Results of empirical and theoretical research. Advances in psychology, 52:139–

183, 1988.

[263] S. S. SHAPIRO AND M. B. WILK. An analysis of variance test for normality (com-

plete samples). Biometrika, 52(3/4):591–611, 1965.

[264] J. CASPER AND R. R. MURPHY. Human-robot interactions during the robot-

assisted urban search and rescue response at the World Trade Center. IEEE Trans-

actions on Systems, Man, and Cybernetics, Part B: Cybernetics, 33(3):367–385, 2003.

[265] R. R. MURPHY, S. TADOKORO, D. NARDI, A. JACOFF, P. FIORINI, H. CHOSET,

AND A. M. ERKMEN. Search and rescue robotics. In Springer Handbook of Robotics,

pages 1151–1173. Springer, 2008.

202



BIBLIOGRAPHY

[266] E. GUIZZO. Japan Earthquake: Robots Help Search For Survivors, March 2011.

[Online; posted 14-March-2011].

[267] R. R. MURPHY. Disaster robotics. Cambridge MA: The MIT Press, Intelligent Robotics

and Autonomous Agents series, 2014.

[268] F. WILCOXON. Individual comparisons by ranking methods. Biometrics bulletin,

1(6):80–83, 1945.

[269] K. J. GILHOOLY. Human and machine problem solving. Springer Science & Business

Media, 2012.

[270] A. FARCHY, S. BARRETT, P. MACALPINE, AND P. STONE. Humanoid Robots

Learning to Walk Faster: From the Real World to Simulation and Back. In Proc.

of Conference on Autonomous Agents and Multiagent Systems AAMAS, pages 39–46,

2013.

[271] J. HANNA AND P. STONE. Grounded Action Transformation for Robot Learning in

Simulation. In Proceedings of the AAAI Conference on Artificial Intelligence, 2017.

[272] P. J. BESL AND N. D. MCKAY. Method for registration of 3-D shapes. In Robotics-

DL tentative, pages 586–606, 1992.

[273] P. E. HART, N. J. NILSSON, AND B. RAPHAEL. A formal basis for the heuristic

determination of minimal cost paths. IEEE Transactions on Systems Science and

Cybernetics, 4(2):100–107, 1968.

203

http://spectrum.ieee.org/automaton/robotics/industrial-robots/japan-earthquake-robots-help-search-for-survivors

	Automated Agents for Advice Provision
	Introduction
	Thesis Structure
	Publications
	Advice Provision in the Literature

	Advice Provision in Argumentative Dialog
	Introduction
	Argumentative Discussion
	Related Work and Background
	Predicting People's Argumentative Behavior
	Agents for Providing Arguments 
	Conclusions

	Argumentative Persuasion
	Related Works and Background
	Theoretical Modeling
	Persuasive Dialog Optimization
	Strategical POMDP Agent (SPA)
	Evaluation of SPA in Attitude Change Tasks
	Evaluation of the SPA in Behavior Change Tasks
	Conclusions

	Remarks
	Fundamental Notions in Argumentation and Further Experimental Details

	Advice Provision in Traffic Enforcement
	Introduction
	Traffic Enforcement Allocation
	Optimizing Police Strategy
	TEAP as Graph Flow
	Linear Optimization Using ROSE

	Evaluation
	Synthetic Road Networks
	Real-World Road Networks

	Discussion
	Related Notions in Traffic Enforcement
	Conclusions
	Proofs and Further Experimental Details

	Advice Provision in Automobile Climate Control Systems
	Introduction
	Strategic Advice Provision for Reducing Energy Consumption
	Related Work
	The Chevrolet Volt Climate Control System
	Energy Consumption Model
	The Repeated Advice Provision Problem
	Conclusions

	Better Adapting to Driver's Needs
	Time Series Preliminaries
	The Exponentron Algorithm
	The Exponentron-Based NICE Agent 
	Conclusions

	Remarks

	Advice Provision in Human-Multi-Robot Team Collaboration
	Introduction
	Related Work
	The Advice Optimization Problem
	Empirical Evaluation
	Warehouse Operation
	Search And Rescue

	Discussion
	Conclusions
	Further Simulation and Experimental Details
	Warehouse Simulation
	The SAR task specification


	Concluding Remarks
	Bibliography

